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Abstract. Fuzzy segmentation is a region growing technique that assigns a grade
of membership to an object to each element in an image. In this paper we present
a method for segmenting video shots by using a fast implementation of the fuzzy
segmentation technique. The video shot is treated as a three-dimensional vol-
ume with different z slices being occupied by different frames of the video shot.
The volume is interactively segmented based on selected seed elements, that will
determine the affinity functions based on their intensity and color properties. Ex-
periments with a synthetic video under different noise conditions are performed,
as well as examples of two real video shot segmentations are presented, showing
the applicability of our method.

1 Introduction

Digital image segmentation is the process of assigning labels to different objects in a
digital image, where the level of detail indicated by the labeling is related to the appli-
cation at hand. To perform object identification in digital or continuous, moving or still
images, humans make use of different visual cues and high-level reasoning and knowl-
edge. The difficulty of incorporating such type of reasoning into a computer program
makes the task of segmenting out an object from its background a hard one. This task is
even more challenging for a computer program when, instead of intensity values, what
distinguishes the object from the background is some textural property, or when the
image is corrupted by inhomogeneous illumination and/or noise.

Video digital segmentation consists of segmenting objects on sequences (shots) of
images (frames). Conceptually, digital video segmentation is different from individually
segmenting a sequence of digital images in the sense that there needs to be a consistency
between the segmentations of a frame and of the frames that come before and after it
on the segmented sequence. For example, the level of detail of the labels has to be
consistent through out the segmented sequence.

Region growing algorithms segment an image by appending pixels to regions de-
fined by seed pixels until all pixels in the image have been assigned to a set defined by
one of the seed pixels, where the decision of to which object a pixel will be assigned
is based on some predefined criteria. The selection of the seed pixels can be performed
automatically, based on the nature of the problem. However, when no a priori infor-
mation is available, these algorithms are semi-automatic, requiring the selection of the
seed pixels by an user.
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Fuzzy segmentation [1,2] is a region growing method that has been successfully used
for segmenting images corrupted by inhomogeneous illumination and/or noise [2]. In
this paper we propose a method for segmenting color video shots based on the fuzzy
segmentation method of [2,3], that calculates simultaneously the fuzzy segmentation of
multiple objects. The proposed method considers the frames of the video sequence as z
slices of a 3D volume and uses the fast implementation of the algorithm presented in [3].
The speed of the segmentation allows an user to add and/or delete seed pixels, rerun the
algorithm a few times, and still get the final segmentation in a reasonable amount of time.

The reason why we consider the video sequence as a 3D volume is that we want to
stylize objects in pre-acquired video shots using Non-Photorealistic Rendering (NPR)
techniques. This work was performed as a part of a project for providing computa-
tional tools to non-experienced users for generating animations using NPR techniques.
NPR techniques aim to reproduce artistic techniques renderings, trying to express feel-
ings and moods on the rendered scenes. Another way of defining NPR is that it is the
processing of images or videos into artwork, generating images or videos that can have
the visual appeal of pieces of art, expressing the visual and emotional characteristics of
artistic styles such as impressionism and watercolor painting.

NPR techniques can be applied to still images, to 3D models or to video sequences,
a task also called video stylization. If the input for the NPR video is a normal video, not
maintaining temporal coherence of elements of the stylization, such as brush strokes,
incurs in severe flickering on the output video [4]. This flickering comes not only from
changed objects being rendered with elements that follow the object movement but also
from static areas being rendered differently each time. Because of this problem, some
authors have used optical flow techniques for enforcing temporal coherence [4,5]. How-
ever, the local characteristic of the optical flow techniques and their sensitivity to noisy
images somehow limit their applicability. To overcome those problems, segmentation
algorithms have been applied to video shot segmentation to produce end-to-end seg-
mentations that are later used to enforce temporal coherence [6,7]. Here we propose the
use of a fast implementation of fuzzy segmentation for segmenting color video shots as
3D volumes interactively.

2 Fuzzy Segmentation

Fuzzy segmentation is segmentation technique that computes the fuzzy connectedness,
a concept introduced in [8], for every pixel in an image. The original fuzzy segmentation
algorithm, introduced in [1], was generalized in [2], where the technique deals with an
arbitrary finite set V , composed of spels (short for spatial elements). These spels can
represent many different things, such as pixels of an image (as in [1, 9]), voxels placed
on a simple cubic grid (as in [3]) or on a face-centered cubic grid (as in [10]), dots
in the plane (as in [11]) or feature vectors (as in [12]). The theory and the algorithms
discussed in [2, 3] are independent of the specifics of the application area, and so, can
be applied to data clustering [13] in general.

The objective of the fuzzy segmentation algorithms of [2,3] is to produce a partition
of the set V into a specified number of objects, but in a fuzzy way; i.e., in addition to
assigning an object label for every spel, the algorithm also assigns a grade of
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membership for that object. A grade of membership is a number between 0 and 1,
where 0 indicates that the spel definitely does not belong to the object, and 1 indicates
that it definitely does). The formalization of such fuzzy partitioning is achieved by the
concept of an M-semisegmentation (where M is the number of objects), defined below.

An M-semisegmentation of V is a function σ that maps each c ∈ V into an (M + 1)-
dimensional vector σc = (σc

0,σ
c
1, · · · ,σc

M), such that

1. σc
0 ∈ [0,1] (i.e., σ0 is nonnegative but not greater than 1),

2. for each m (1≤ m≤M), the value of σc
m is either 0 or σc

0, and
3. for at least one m (1≤ m≤M), σc

m = σc
0.

In the definitions above, σc
m represents the grade of membership of the spel c in the

mth object, and σc
0 is always max1≤m≤M σc

m. It is easy to see that this definition of M-
semisegmentation allows the case where a spel belongs to more than one object, as long
as it has the same grade of membership in all of them. An M-segmentation of V is an
M-semisegmentation where σc

0 > 0 for all spels c ∈V .
In this context, a chain is defined as a sequence 〈c(0), · · · , c(K)〉 of distinct spels, and

its links are the ordered pairs (c(k−1), c(k)) of consecutive spels in the sequence. The
strength of a link (c,d), or ψ-strength of a link, is also a fuzzy concept, with a real
value between 0 and 1 being assigned to it by an appropriate fuzzy spel affinity function
ψ : V 2 → [0,1]. The ψ-strength of a chain is defined as the ψ-strength of its weakest
link if the chain has two or more spels on it, and 1 if the chain has only one spel in it.
A set U(⊆V ) is said to be ψ-connected if, for every pair of spels in U , there is a chain
in U of positive ψ-strength from the first spel of the pair to the second. If one wants
to segment multiple objects, it is reasonable to define different fuzzy spel affinities for
each one of them.

A M-semisegmentation in our theory is determined by an M-fuzzy graph, that is a pair
(V,Ψ), where V is a nonempty finite set and Ψ = (ψ1, · · · ,ψM) with ψm (for 1≤m≤M)
being a fuzzy spel affinity. A seeded M-fuzzy graph is a triple (V,Ψ,V ) such that (V,Ψ)
is an M-fuzzy graph and V = (V1, · · · ,VM), where Vm ⊆V for 1≤ m≤M. We say that
a seeded M-fuzzy graph (V,(ψ1, · · · ,ψM),(V1, · · · ,VM)) is connectable if

1. the set V is φΨ-connected, where φΨ(c, d) = min1≤m≤M ψm(c, d) for all c, d ∈ V,
and

2. Vm 	= /0, for at least one m, 1≤ m≤M.

For an M-semisegmentation σ of V and for 1 ≤ m ≤ M, we define the chain 〈c(0),

· · · , c(K)〉 to be a σm-chain if σc(k)
m > 0, for 0 ≤ k ≤ K. Furthermore, for W ⊆ V and

c ∈ V , we use µσ,m,W (c) to denote the maximal ψm-strength of a σm-chain from a spel
in W to c. (This is 0 if there is no such chain.)

Theorem 1. If (V,Ψ,V ) is a seeded M-fuzzy graph (where Ψ = (ψ1, · · · ,ψM) and V =
(V1, · · · ,VM)), then

(i) there exists an M-semisegmentation σ of V with the following property: for every
c ∈V, if for 1≤ n≤M

sc
n =

{
1, if c ∈Vn,
maxd∈V (min(µσ,n,Vn(d),ψn(d,c))), otherwise,

(1)

then for 1≤ m≤M
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σc
m =

{
sc

m, if sc
m ≥ sc

n, for 1≤ n≤M,
0, otherwise;

(2)

(ii) this M-semisegmentation is unique; and
(iii) it is an M-segmentation, provided that (V,Ψ,V ) is connectable.

What Theorem 1 says in general terms, is that the mth object of an M-semisegmentation
can “claim” a spel c as part of it if, and only if, sc

m is maximal. We can see from the
definition of an M-semisegmentation in shown previously that σc

m has a positive value
only for such objects. The calculation of σ for a spel c (determined by a local condition)
is performed by computing the values of the sc

n using (1) and satisfying the conditions
of (2) at c. Theorem 1 says that there is a unique M-semisegmentation which satisfies
this reasonable property simultaneously everywhere, and that this M-semisegmentation
is in fact an M-segmentation provided that the seeded M-fuzzy graph is connectable.

The original algorithm for computing the fuzzy segmentation according to the spec-
ifications above, called MOFS (multi object fuzzy segmentation) can be found in [2,3],
as well as the proofs for Theorem 1.(ii) and 1.(iii). The proof of Theorem 1.(i) can be
found on [3].

The affinities ψm can be specified in several ways. In [2], as well as in here, the affini-
ties and the Vm, 1≤m≤M are specified by using the information on the neighborhood
of seed spels clicked by an user. When the user clicks on a spel and associates it with an
object m, he/she is saying that it is certain that the spel belongs to the object m. Then,
we collect information on a 3×3 neighborhood, defining gm to be the mean and hm to
be the standard deviation of the average brightness for all edge-adjacent pairs of spels
in Vm and am to be the mean and bm to be the standard deviation of the absolute differ-
ences of brightness for all edge-adjacent pairs of spels in Vm. We then define ψm(c,d)
to be 0 if c and d are not edge-adjacent and to be

[
ρgm,hm(g)+ ρam,bm(a)

]
/2 if they are,

where g,h,a,b are as defined above and the function ρr,s(x) is the probability density
function of the Gaussian distribution with mean r and standard deviation s multiplied
by a constant so that the peak value becomes 1.

After the initialization steps, the central part of the MOFS algorithm updates the best
guesses for the final values of the σc

m for all c ∈ V . A current value is replaced by a
larger one if it is found that there is a σm-chain from a seed spel in Vm to c of ψm-
strength greater than the old value (the previously maximal ψm-strength of the known
σm-chains of this kind) and it is replaced by 0 if it is found that (for an n 	= m) there is
a σn-chain from a seed spel in Vn to c of ψn-strength greater than the old value of σc

m.
The total computational complexity of the algorithm is O(N(logN +ML)), where N

denotes the number of elements of V , M is the number of objects, and L denotes the
number of neighbor spels, usually a small number in the application of image segmen-
tation (4 or 8 in 2D square grid images and 6, 18 or 26 in 3D cubic grid volumes).

2.1 Fast Fuzzy Segmentation

Even though we were able to segment a 3D image with more than 7,000,000 spels in
approximately 4 minutes, as shown on [3], this response time may not be sufficiently
fast for some applications. A fast implementation of the original MOFS algorithm for
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computing the simultaneous fuzzy segmentation of multiple objects, introduced in [2],
was presented in [3]. (The segmentation of the same 3D image mentioned above using
the fast implementation was achieved in 35 seconds.) This fast implementation is briefly
described below.

The original MOFS algorithm belongs to the class of greedy algorithms [14], and
was implemented using a binary heap to keep a partial ordering according to the spels’
current σ0 values. The values of the chains stored in the heap are updated as new chains
with values greater than the ones currently stored are found. Since a heap is used to keep
the partial ordering needed by the algorithm, the operations of spel insertion, deletion
and σ0 update take O(logN), where N is the number of spels in V . (A heap has to be
used because the values of σ0 can assume any real value between 0 and 1.)

However, suppose that the set of nonzero fuzzy spel affinities for a particular class
of problems is always a subset of a fixed set A. Let K be the cardinality of the set
A∪ {1}, and let 1 = a1 > a2 > · · · > aK > 0 be the elements of A. For example, in
many applications the quality of the fuzzy segmentation is not significantly affected if
we round each fuzzy spel affinity to three decimal places. If we use such rounded spel
affinities, then we can take A = {0.001, 0.002, · · · , 0.999, 1.000}, so that K = 1000 and
ak = 1.001− k/1000.

By restricting the affinity values to a fixed set of values, as above, we can use an M×
K array U [m][k] of sets of nodes that represent spels, where M is (as before) the number
of objects. This array stores the spels according to their σ0 values, thus, maintaining the
partial ordering of the σ0 values. Now, the cost of the operations of spel insertion and
removal and the update of the σ0 values becomes proportional to a constant, i.e., O(1).
(Similar ideas were used in [15] to speed up the algorithm of [1].) This implementation
(shown below in pseudo-code first published in [3]) is most effective if all of its data
structures (with space complexity O(M(K +V))) can be held in the main memory.

Fast implementation of the MOFS algorithm

1. for c ∈V do
2. for m← 0 to M do
3. σc

m← 0
4. for m← 1 to M do
5. for c ∈Vm do
6. σc

0← σc
m← 1

7. U [m][1]←Vm

8. for k← 2 to K do
9. U [m][k]← /0

10. for k← 1 to K do
11. for m← 1 to M do
12. while U [m][k] 	= /0 do
13. remove a spel d from the set U [m][k]
14. C←{c ∈V |σc

m < min(ak,ψm(d,c)) and σc
0 ≤min(ak,ψm(d,c))}

15. while C 	= /0 do
16. remove a spel c from C
17. t←min(ak,ψm(d,c))
18. if σc

0 < t then do
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19. remove c from each set in U that contains it
20. for n← 1 to M do
21. σc

n← 0
22. σc

0← σc
m← t

23. insert c into the set U [m][l] where l is the integer such that al = t

This fast version of the MOFS algorithm was chosen to be used in the color video
segmentation because the small running times achieved allows an user to include or
delete seed spels and rerun the algorithm a few times in a reasonable amount of time.

3 Color Video Segmentation

The fuzzy affinity function is now defined as an average of six components, two for each
YUV channel, the color model chosen to code the input images. The two components of
each channel used in the fuzzy affinity function are defined in the same way as before,
i.e., using the mean and the standard deviation of the average value for all edge-adjacent
pairs of spels in Vm and the mean and the standard deviation of the absolute differences
of values for all edge-adjacent pairs of spels in Vm. Once more, ψm(c,d) was defined to
be 0 if c and d are not edge-adjacent and to be[
ρgYm,hYm(g)+ ρaYm,bYm(a)+ ρgUm,hUm(g)+ ρaUm,bUm(a)+ ρgVm,hVm(g)+ ρaVm,bVm(a)

]
/6
(3)

if they were, where g is the mean and a is the absolute difference of the Y, U or V
channel values of c and d and the function ρr,s(x) is the probability density function of
the Gaussian distribution with mean r and standard deviation s multiplied by a constant
so that the peak value becomes 1.

The affinity function defined above can be used for segmenting both 2D or 3D im-
ages. The volume composed by the video sequence frames is treated as a volume on a
cubic grid with face adjacency, and the user can select seed spels on any slice (frame)
of the volume. By doing this, the user can successfully segment objects that do not ap-
pear on the first frame. Moreover, the user can identify disconnected objects in the time
direction as being the same one, as in the case of an object that is visible, occluded for
some frames and visible again in the video sequence.

The idea of using the fast implementation of the fuzzy segmentation algorithm de-
scribed here is that besides the ability of the fuzzy segmentation algorithm for segment-
ing images corrupted by noise and/or varying illumination, the small total segmentation
time of the algorithm (not including the user interaction) allows the user to inspect the
results and add or remove seed spels to achieve a better segmentation. This adjustment
process of the segmentation can be repeated a few times and still be finished in a short
period of time (in the order of seconds or a few minutes). The interactivity and the
speed of the method makes it possible for the user to include high level knowledge in
the segmentation process.

4 Experiments

First, we used the fast MOFS algorithm to segment a synthetic video shot (obtained
from [16]) with and without added noise. The noisy sequence was corrupted by a
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Fig. 1. Original frame images (left) and the corresponding fuzzy segmentation connectedness
maps (right) for the 1st, 10th and 20th frames of the noiseless video sequence
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Fig. 2. Original frame images (left) and the corresponding fuzzy segmentation connectedness
maps (right) for the 1st, 10th and 20th frames of the video sequence corrupted by noise with
σ = 10 units in all three channels
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Fig. 3. Original frame images (left) and the corresponding fuzzy segmentation connectedness
maps (right). The rows correspond to the 1st, 6th, 11th, 16th and 21st frames (slices) of the video
sequence (volume).
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Fig. 4. Original frame images (left) and the corresponding fuzzy segmentation connectedness
maps (right). The rows correspond to the 1st, 16th, 31st, 46th and 61st frames (slices) of the
video sequence (volume).

Gaussian noise with mean 0 and standard deviation of 10 units (in the range [0,255])
for all three channels, and pseudo-random values of this distribution were added to all
three channels of the video sequence. The 20 frame long video sequences of 200×200
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pixels were then segmented interactively on a single try, and the accuracy of the seg-
mentations were measured by counting the number of misclassified pixels for all frames
of the sequenced when compared to the ground truth. Figures 1 and 2 show the 1st, 10th
and 20th frames of the noiseless and noisy synthetic video sequences, respectively.

The segmentations shown in Figures 1 and 2 were obtained by running the algorithm
after the user selected seed spels for seven objects. The segmentation times for these
sequences were the same, 2 seconds. As mentioned before, if the user wants to refine a
segmentation, he/she can add or remove seed spels, thus, providing temporal and spatial
high-level information about the relationships of the objects in the video sequence.

We then determined the accuracy of the segmentations as the percentage of pixels
correctly segmented when compared to hand segmented frames of the noiseless syn-
thetic sequence. The accuracy of the noiseless and noisy segmentations are 94.3% and
92.0%, respectively.

To show the usefulness of the algorithm to the segmentation of real color video
sequences, we performed the segmentation of two real videos. The real images of the
21 frame car sequence with 352×240 pixels shown in the left column of Figure 3 are
the 1st, 6th, 11th, 16th and 21st frames of the video sequence, while on the right are the
corresponding fuzzy connectedness maps. These maps were obtained by running the
algorithm after the user selected seed spels for five objects. The segmentation time for
this sequence was 3 seconds.

Figure 4 shows 5 360× 288 frames of the 71 frame long Pooh sequence (left) and
the corresponding segmentations (right). These maps were obtained by running the al-
gorithm after the user selected seed spels for six objects. The segmentation time for this
sequence was 23 seconds. Notice the faulty segmentation right below the arm on the
right of the image on the 3rd, 4th and 5th rows. After visualizing this result, the user
can add seeds for a new object for that area and rerun the algorithm. (The interaction
time needed for selecting the seeds in these examples range from 30 to 60 seconds.) The
high level information that this new object actually belongs to the same object as the
rest of the wall can be used afterwards, for example, when rendering the background
wall of the video sequence using NPR techniques.

5 Conclusion

In this paper we propose to use the fast implementation of the simultaneous fuzzy seg-
mentation of multiple objects for segmenting pre-acquired color video sequences. We
consider the frames of the sequences as slices of a 3D volume, since our objective is to
segment end-to-end pre-acquired video sequences, for rendering them later using NPR
techniques. The end-to-end segmentation has to be performed, so its result can be used
for enforcing temporal coherence in the scene generated by the rendering technique.

The results show a good accuracy rate of the segmented pixels for the synthetic
sequences, with and without noise, and high quality segmentations of real video se-
quences, all with very small running times. This allows the user to rerun the algorithm
after adding/removing seed spels, if the result of the segmentation was not satisfactory.

Future work will concentrate on incorporating motion cues (such as the algorithms
presented in [17, 18]) in the fuzzy affinity functions for more accurate segmentation of
different objects that have similar colors.
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