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Abstract. The high-order co-clustering problem, i.e., the problem of simulta-
neously clustering several heterogeneous types of domains, is usually faced by
minimizing a linear combination of some optimization functions evaluated over
pairs of correlated domains, where each weight expresses the reliability/relevance
of the associated contingency table. Clearly enough, accurately choosing these
weights is crucial to the effectiveness of the co-clustering, and techniques for
their automatic tuning are particularly desirable, which are instead missing in
the literature. This paper faces this issue by proposing an information-theoretic
framework where the co-clustering problem does not need any explicit weight-
ing scheme for combining pairwise objective functions, while a suitable notion of
agreement among these functions is exploited. Based on this notion, an algorithm
for co-clustering a “star-structured” collection of domains is defined.
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1 Introduction

The problem of clustering heterogeneous objects has become an active research area
in recent years. In particular, there is a great deal of literature addressing the cluster-
ing of two different types of objects, hereinafter called domains or dimensions, such
as documents and terms in text corpora (e.g., [7,4]). This task, usually known as (bi-
dimensional) co-clustering or bi-clustering, has been faced by way of different strate-
gies, including spectral [7,4] and information-theoretic approaches [5,3,1].

Some recent works have generalized the bi-clustering problem to the case of more
than two domains (short: high-order co-clustering problem) [2,6,8]. In particular, [6]
considered a co-clustering problem for “star”-structured domains of the form DX ,
DY 1 , ..., DY N (where N > 1 and DX is the central domain), by defining an objec-
tive function fX,Y i , for each “auxiliary” domain DY i , whose optimization should lead
to the isolation of the best co-clusters over DX and DY i . In order to integrate all such
(bi-dimensional) co-clustering subproblems, a linear combination of all pairwise objec-
tive functions is optimized, subject to the constraint that consistent clusters are found for
the central (shared) domain. More precisely, for each domain DY i , the objective func-
tion for co-clustering DX and DY i is weighted with a factor βi, such that

∑N
i=1 βi = 1.

Clearly, extending this setting to arbitrary pairwise interactions mainly requires to equip
with a weight, say βA,B , each pair of (arbitrarily) correlated domains A and B (cf. [2]).
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Fig. 1. Co-clustering a text corpus: (a) Spectral and (b-c) Information-theoretic approach

For example, Fig. 3(a) reports a chart (discussed in Section 4) that evidences the
quality of the clustering (measured via the loss in mutual information occurring when
replacing the original domains with their clustered versions) at the varying of β1, over
two syntectic datasets having two auxiliary domains. It is easy to see that the best (cf.
minimum) value for the loss of mutual information in the first domain is achieved when
β1 = 1, i.e., when the clustering is performed along this domain only. Similarly, the best
value for the second domain is achieved when β1 = 0 (and β2 = 1). Thus, setting the
values for the weights strongly affects the quality of the results over the co-clustering.

In general, there may be not enough knowledge on the reliability/relevance of pair-
wise correlation data to set the weights precisely. Hence, some method for their auto-
matic tuning should be defined, as already stated in [6]. In fact, we mainly aim at facing
such an open issue, for the specific case of star-structured domains.

In more details, in Section 2, we introduce an information-theoretic framework which
generalizes that in [5] and allows to co-cluster an arbitrary number of domains form-
ing a star structure. Notably, this setting fits a wide range of relevant real-world data,
like those describing relationships among authors, conferences, papers and keywords
in academic publications (with publications constituting the central domain).

In order to address such a problem without using any arbitrary weighting scheme, in
Section 3, we propose and study an algorithm that solves the High-Order Co-Clustering
by computing Agreements for contrasting Domain objective functions (short:AD-HOCC
algorithm). The basic idea is to consider a notion of agreement, such that a clustering
of the central domain is found which guarantees that each partial objective function is
not “too far” from its optimal value.

Results from test on both synthetic and real data are finally illustrated in Section 4.

2 Formal Framework

Let DX = {x1, ..., xm}, DY 1 = {y1
1 , ..., y

1
n}, ..., DY N = {yN

1 , ..., yN
n } be N + 1

domains, i.e., sets of values, and let X , Y 1, ..., Y N be discrete random variables taking
values in DX , DY 1 , ..., DY n , resp. The domains are assumed to form a star structure,
i.e., the auxiliary domains DY i , for i = 1..n are pairwise independent, while each of
them is correlated with the central domain DX . Let then pi(X, Y i), with 1 ≤ i ≤
N , denote the joint probability distribution between X and Y i, i.e., pi(x, yi) is the
probability that X takes the value x ∈ DX and Y i takes the value yi ∈ DY i .

Assume that the values of DX are to be clustered into k clusters, say D̂X = {x̂1,

x̂2, ..., x̂k}, and those of DY i in li clusters, say D̂Y i = {ŷ1, ŷ2, ..., ŷli}, for each i
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in 1..N . Then, a high-order co-clustering for Y 1, ..., Y N w.r.t. X is a tuple C =
〈CX , CY 1 , ..., CY N 〉, such that CX : DX �→ D̂X , and CY : DY i �→ D̂Y i , for
i = 1 . . .N . For brevity, for each random variable W and its associated domain DW ,
the set of all possible mappings from DW to its clusters is denoted by P(W ). Moreover
ŴCW = CW (W ) is the random variable denoting the cluster assigned to W , through
the function CW , defined on DW and ranging over P(W ). Like in [5], we use lower-
case letters for domain elements, and upper-case letters for the random variable ranging
over them; in addition, hatted letters are reserved for clusters, and clustered random
variables. Also, ŴCW will be shortened as Ŵ whenever CW is clear from the context.

Example 1. Let d1, ..., d6 be documents (e.g., academic papers), and t1, ..., t8 be terms.
In Fig. 1.(a) the occurrences of terms in documents are represented as edges, while
terms and documents are depicted as nodes (of two different types). The problem can
be easily modelled in an information-theoretic framework by defining X and Y to be
two random variables taking values in {d1, ..., d6} and {t1, ..., t8}, respectively. Let
p(X, Y ) be the joint probability distribution between X and Y represented in a tabular
form in Fig. 1(b).1 E.g., p(d1, t2) = 1

19 is the frequency of the event of having t2
occur in document d1, while p(d1, t3) = 0 indicates that t3 does not occur in d1. In
this setting we can consider the problem of co-clustering both documents and terms in
two clusters, say {x̂1, x̂2} and, resp., {ŷ1, ŷ2}. An example co-clustering 〈CX , CY 〉 is
shown in the same figure, where CX is the function mapping d1 and d2 to x̂1 and every
other document to x̂2, while CY maps t1, ..., t4 to ŷ1 and all the other terms to ŷ2.

Assume that some information is available on document authors, say a1, ..., a7. Based
on authorship data, reported again in Fig. 1(a), we can consider the problem of co-
clustering all of the three domains. This is just a high-order co-clustering problem over
star-structured domains, which essentially amounts to finding a tuple 〈CX , CY , CZ〉,
where Z is a random variable taking values in {a1, ..., a7}. If one looks at authors in-
dependently of terms, a natural co-clustering is 〈C′

X , CZ〉, where C′
X is the function

mapping d1, ..., d4 to x̂1 and every other document to x̂2, and CZ is the function map-
ping a1, ..., a4 to ẑ1 and every other author to ẑ2 — see Fig. 1(c). �

As the effect of co-clustering can be viewed as a sort of information compression, the
co-clustering problem can be turned in the search for a fixed-size compression scheme
preserving as much as possible of the original mutual information. To this aim, for
any auxiliary domain DY i , one can compute the mutual information I(X ; Y i) be-
tween the random variables X and Y i, ranging over DX and DY i , respectively. Then,
the quality of a multi-dimensional co-clustering can be assessed by taking into ac-
count the loss of mutual information that occurs when replacing the original variables

X , Y 1, ..., Y N with their clustered versions X̂CX , Ŷ 1
CY 1 , Ŷ N

C
Y N

. Hereinafter, for
brevity, the loss of mutual information pertaining the i-th auxiliary dimension will be
denoted by ΔIi(CX , CY i) = I(X ; Y i) − I(X̂CX ; Ŷ i

CY i ) (or, shortly, ΔIi).
For the base case of N = 1, an algorithm that computes a (locally) optimal co-

clustering has been presented in [5], where it was shown that the mutual information

1 For the sake of exposition, the joint distribution shown here just results from normalizing a
binary association matrix between terms and documents.



An Information-Theoretic Framework 601

loss caused by clustering X and Y i can be expressed as a dissimilarity between the
original joint distribution pi(·, ·) and a function qi(·, ·) that approximates it. More pre-
cisely: ΔIi = D(pi(X, Y i)||qi(X, Y i)), where D(·||·) denotes the Kullback-Leibler
(KL) divergence, and qi(X, Y i) is a function, preserving all marginals of pi, of the
form qi(X, Y ) = pi(X̂, Ŷ i) · pi(X |X̂) · pi(Y |Ŷ i).

Thus, the pairwise co-clustering problem can be solved by searching for the function
qi that is most similar to pi, according to D. To this purpose, an alternate minimization
scheme is used in [5] which considers only one dimension per time. In the rest of the
paper, we investigate the case of N > 1, and define a co-clustering approach that
ensures as low as possible values for all the information loss functions ΔIi.

3 Agreement Method

A major problem occurring while optimizing the losses of mutual information ΔIi, for
each 1 ≤ i ≤ N , is that the best co-clustering for DX and DY i may not comply with
the best co-clustering for DX and DY j for j �= i, over the values in domain DX .

Example 2. Consider again the data set in Fig. 1. While co-clustering along each auxil-
iary dimensions independently, the co-clusterings 〈CX , CY 〉 and 〈C′

X , CZ〉 introduced
in Example 1 seem to be very good candidate solutions. This should be also evident by
looking at the graphical representation in Fig. 1(a), where these clusters in fact induce
some “optimal” cut over the nodes. However, these two optimal bi-clusterings do not
conform with each other, since CX �= C′

X and, therefore, there is no immediate way
for extending them into a global high-order co-clustering. �
As discussed previously, a way for jointly optimizing the losses of mutual information
ΔIi, for each 1 ≤ i ≤ N , is to linearly combine these individual functions into a global
one. Thus, one can try to minimize the quantity

∑N
i=1 βi · ΔIi, where β1, ..., βN are

suitable weights such that
∑N

i=1 βi = 1.
Since, in general, there may be no knowledge enough to set the coefficients in

a precise manner, we abandon the idea of using a pre-fixed weighting scheme and
restate the co-clustering problem as a multi-objective optimization of all functions
ΔIi = I(X ; Y i) − I(X̂ ; Ŷ i).

Moreover, it may well be the case that no clustering function CX exists over the
values of the central domain that allows to achieve a minimal information loss over all
the other dimensions – this is, e.g., the case of the clusters in Fig. 1. Therefore, we
introduce a notion of agreement to represent a sort of optimal “compromise” among the
different (and potentially discordant) goals, which are autonomously pursued by all the
bi-dimensional co-clustering subproblems.

Actually, it can be shown that computing an optimal agreement is NP-hard. Indeed,
it requires the computation of the optimal clustering over each dimension alone, which
is NP-hard of its own. Accordingly, the following definition states, in a pragmatic way,
the notion of agreement under a “local” perspective, only.

Definition 1. A high-order co-clustering C = 〈CX , CY 1 , ..., CY N 〉 is said to be an
α-agreement for Y 1,...,Y N w.r.t. X if, for each Y i with 1 ≤ i ≤ N , the following
conditions hold:
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Input: Domains DX , DY 1 ,...,DY N , cluster sets �DX , �DY 1 ,..., �DY N ,
a real number ε, and joint distributions p1(X, Y 1), ..., pN(X, Y N);

Output:An α-agreement for Y 1,...,Y N w.r.t. X;

Define an arbitrary co-clustering 〈C0
X , C0

Y 1 , . . . , C0
Y N 〉;

set α(0) = 0, t = t∗
i = 0, ΔI

(0)
i = +∞, εi = ε, ∀i ∈ {1..N};

repeat

Compute q
(t)
i , for i = 1 . . . N , and set t = t + 1;

for each Y i and y ∈ DY i do
C

(t)
Y i (y) = arg min

�y∈ �D
Y i

D(pi(X|y)||q(t−1)
i (X|�y));

for each Y i do

if ΔI
(t)
i < ΔI

(t∗
i )

i then t∗
i = t else εi = εi/2;

Compute q
(t)
i , for i = 1 . . . N , and set t = t + 1;

for each x ∈ DX do
let δIi(x, �xj) = D(p(Y i|x)||q(t−1)

i (Y i|�xj)), ∀�xj ∈ �DX ;

let α(x, �xj) = minY i

min
�x′∈�DX

δIi(x,�x′)

δIi(x,�xj)) , ∀�xj ∈ �DX ;

C
(t)
X (x) = arg max

�x∈ �DX
α(x, �x);

end for
let α(t) = minx∈DX max

�x∈ �DX
α(x, �x);

let ΔI
(t)
i = D(pi(X(t), Y i(t−1))||qi(X(t), Y i(t−1))), ∀Y i;

while (α(t) � α(t−2) and � ∃Y i s.t. (1 − εi) · ΔI
(t)
i > ΔI

(t∗
i )

i ) or α(t) > α(t−2);
return 〈C(t−2)

X , C
(t−3)
Y 1 , ..., C

(t−3)
Y N 〉;

Fig. 2. Algorithm AD-HOCC

(a) ∀C′ ∈ P(Y i), ΔIi(CX , C′) ≥ ΔIi(CX , CY i), and
(b) ∀C′′ ∈ P(X), ΔIi(C′′, CY i) ≥ α × [ΔIi(CX , CY i)].

If there exists no α′ > α satisfying condition (b), the agreement is said maximal. �

Notably, α is a sort of quality measure assessing the ability of approximating some
local optimum of each function ΔIi. As an extreme case, when α = 1 and N = 1, an
α-agreement is a local optimum for the two-dimensional co-clustering problem.

Algorithm AD-HOCC. In Fig. 2 an algorithm, named AD-HOCC, is shown that com-
putes a maximal α-agreement, based on a local, alternate, optimization scheme. First
an initial arbitrary co-clustering 〈C0

X , C0
Y 1 , . . . , C0

Y N 〉 is computed, which is eventually
refined in the main loop.

At each repetition t, the optimal clustering C
(t)
Y i is computed for each auxiliary do-

main Y i (1 ≤ i ≤ N ), based on the current clustering for the central domain X .
Intuitively, this is carried out with the aim of assigning y to the cluster in D̂Y i leading
to the minimization of the loss of mutual information. Subsequently, the iteration con-
tinues by computing the optimal clustering C

(t)
X for the central domain, based on the

just computed clusterings for the auxiliary domains. This step is crucial for getting an
agreement and is, thus, discussed in more details below.
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Prelimiary, for each value x ∈ DX and each cluster x̂j ∈ D̂X , we compute the
contribution δIi(x, x̂j) that would be given to the information loss over each domain Y i

by assigning x to x̂j . All these values are normalized w.r.t. the best possible assignment
for x, i.e., min

�x′∈ �DX
δIi(x, x̂′), and the worst possible mapping α(x, x̂j) is computed.

The algorithm eventually chooses the best over such worst mappings, i.e., an element
x is mapped to the cluster x̂ ∈ D̂X maximizing the value α(x, x̂), according to the
formula:

C
(t)
X (x) = arg max

�x∈ �DX

α(x, x̂) (1)

In addition, the value for α(t) characterizing the guarantee for the agrement is com-
puted according to the formula: α(t) = minx∈DX max

�x∈ �DX
α(x, x̂).

The algorithm keeps on iterating till the value α(t) increases, i.e., as long as a better
agreement is discovered. Actually, it tolerates that some bi-clustering objective function
temporarily get worse, provided that it remains close enough to its best value found so
far. To this aim a real number ε is also required in input to denote the range of tolerance
admitted. Such a behavior is meant to reduce the risk of underestimating some partial
optimum, as the strategy adopted here does not guarantee that every objective function
monotonically decreases. Notice, however, that the width of these tolerance ranges is
progressively reduced during the search, thus ensuring termination.

Discussion and comparison with related work. Let I be the number of iterations, N
be the number of auxiliary domains, and M be is upper bound for both the size of any
domain and the number of nonzero elements in any joint distribution matrix.

It is easy to see that algorithm AD-HOCC converges, at a step t = O(N · M ·
(k +

∑
i li) · I), to a high-order co-clustering for Y 1,...,Y N w.r.t. X such that ∀C′

X ∈
P(X), C′

Y 1 ∈ P(Y 1), ..., C′
Y N ∈ P(Y N ), and for each i in 1..N :

(a) ΔIi(C
(t−2)
X , C′

Y i) ≥ ΔIi(C
(t−2)
X , C

(t−3)
Y i ), and

(b) ΔIi(C′
X , C

(t−3)
Y i ) ≥ α(t)ΔIi(C

(t−2)
X , C

(t−3)
Y i ).

Moreover, there is no ᾱ > αt satisfying condition (b).
Note that when applied over domains DX , DY 1 ,...,DY N , algorithm AD-HOCC does

not, in general, guarantee that all pairwise mutual information losses monotonically
decrease. Yet, at each step t ≥ 2, the decrease in the mutual information Ii along each
dimension Y i is bounded: α(t) × ΔI

(t)
i ≤ ΔI

(t−2)
i .

As discussed above, previous approaches to the high-order co-clustering problem[2,6]
score individual objective functions via some weights without discussing the problem of
their automatic tuning. Besides addressing this issue, algorithm AD-HOCC overcomes
some limitations of the approach in [6]. For instance, AD-HOCC can divide the domains
in any arbitrary number of clusters, while the approach in [6] was explicitly developed
for the bi-partite co-clustering problem, only.

Notably, the algorithm in [2] has been designed for general pairwise relationships,
and can automatically select the number of cluster for each domain, based on a schema
that interleaves top-down clustering of some domains and bottom-up clustering of the
others, along with a local correction routine. However, this generality comes with a cost:
the algorithm in [2] runs in O(maxW {log|D̂W |, log(|DW |/|D̂W |)}·maxW {|DW |3}),
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Fig. 3. Loss of mutual information (a) and computation time (b) on synthetic data

where W denotes any input domain, while a quadratic dependence on DW is ensured
only when two domains are to be co-clustered.

4 Experiments

This section provides an empirical study of the proposed technique, based on experi-
ments over both synthetic and real data, which were performed by running a Java im-
plementation of the algorithm in Section 3 on a 1600MHz/512MB Pentium IV machine
equipped with Windows XP Professional. In order to reduce the statistical bias due to
the choice of initial clusterings, every measure has been averaged over 10 runs.

Synthetic data have been produced through an ad-hoc Java generator with the fol-
lowing parameters: (i) the number N > 1 of auxiliary domains, (ii) the size of the
domains DX , DY 1 , ..., DY N , (iii) the number of required clusters along each domain,
(iv) a noise factor θ, and (v) a “disagreement” factor γ. Roughly speaking, the latter
basically expresses the maximum percentage of values in DX that would be assigned
to different clusters when considering two different contingency tables.

A first series of experiments have been conducted to asses the behavior of the
AD-HOCC algorithm w.r.t. a “prototypical” co-clustering method that optimizes a lin-
ear combination of the information losses, with weights βi. To this aim, a linear com-
bination algorithm has been implemented by modifying the way AD-HOCC selects the
cluster x̂ ∈ D̂X to which each element has to be assigned. Indeed, rather than us-
ing the strategy in Equation 1, the optimal clustering C

(t)
X is computed as C

(t)
X (x) =

argmin
�x∈ �DX

∑N
i=1 βi · D(pi(Y i|x)||q(t−1)

i (Y i|x̂)).
Fig. 3(a) shows the mutual information loss at the varying of β1 (β2 = 1 − β1), for

a dataset with 2 auxiliary domains, which was built by using a fixed size (1000) and a
fixed number of clusters (2) for every domain, and by setting γ = θ = 0.2. Note that,
for each domain, the information loss produced by AD-HOCC is always (“slightly”)
higher than the one found by the linear-combination approach when it just considers
that domain (i.e., when β1 = 1 for Y 1, and β1 = 0 for Y 2).

In addition, we computed the time spent against several data sets, all having a fixed
size of 100 for auxiliary domains, and generated with γ = 0.1 and θ = 0.05. Actually,
different values have been considered for the size of the central domain (up to 2000
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agr. βt = 1 βt = 0

lokay-m/williams-w3 0.82 0.62 0.62
kitchen-l/sanders-r 0.77 0.75 0.76

Fig. 4. Mutual information loss and micro-averaged precision on real data

values) and for the total number of domains (up to 16). Results shown in Fig. 3(b), con-
firm the linear dependence of the computation time on both parameters (cf. Section 3).

In order to validate the proposed approach against real data, we selected two directo-
ries, namely lokay-m and williams-w3, from the preprocessed email datasets available
at http://www.cs.umass.edu/∼ronb/enron dataset.html. The resulting data set consists of 275
documents organized in 11 and 18 sub-folders, respectively. Then, the document-by-
term and the document-by-category matrix have been built, where categories corre-
spond to the sub-folders. Totally, 1074 terms were selected.

Precision results obtained when partitioning the emails into two clusters are shown
in Fig. 4. More specifically, we report the standard micro-averaged precision measures
(also used, e.g., in [2]) computed by assuming that the main directories lokay-m and
williams-w3 represent “ground truth” classes for the emails. The table also shows results
for similar experiments conducted over directories kitchen-l and sanders-r. Notice that,
in both cases, AD-HOCC is able to find an accurate solution corresponding to some
intermediate value of βt. Indeed, the precision with AD-HOCC is superior to the one the
linear combination achieves in both the extreme scenarios for βt.
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