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Abstract. Stack inspection is now broadly used as dynamic access con-
trol infrastructure in such runtime environments as Java virtual machines
and Common Language Runtime. However, stack inspection is not suffi-
cient for security assurance since the stack does not retain security infor-
mation on the invoked methods for which execution is finished. To solve
this problem, access control models based on execution history have been
proposed. This paper presents a formal model for programs with access
control based on execution history, which are called HBAC programs.
Their expressive power is shown to be strictly stronger than programs
with stack inspection. It is also shown that the verification problem for
HBAC programs is EXPTIME-complete, while the problem is solvable
in polynomial time under a reasonable assumption. Finally, this paper
presents a few optimization techniques used in the implementation of a
verification tool for HBAC programs. The results of experiments show
that the tool can verify practical HBAC programs within a reasonable
time.

1 Introduction

Stack inspection is now broadly used as dynamic access control infrastructure in
such runtime environments as Java virtual machines [15] and the Common Lan-
guage Runtime. However, stack inspection is not sufficient for security assurance
since the stack does not retain security information on the invoked methods for
which execution is finished. To solve this problem, a few access control mod-
els have been proposed [1, 14, 22]. A common feature of these works is that the
history of execution such as method invocation and resource access is used for
access control, and the history is not always forgotten even if the surrounding
method execution is completely finished. Schneider [22] defines an enforceable
security policy as a prefix-closed nonempty set of event sequences and also de-
fines security automata, which exactly recognize enforceable policies. Later Fong
[14] introduces several subclasses of security automata and compares the expres-
sive power of these subclasses. Fong defines shallow history automata with finite
state space and shows that the class of policies recognized by shallow history
automata is incomparable with stack inspection. Another novel approach is pro-
posed by Abadi and Fournet [1]. As in stack inspection, a target system for
access control is an object-oriented recursive program. A set of permissions is
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assigned statically (before runtime) to each method; current permissions are
modified each time a method is invoked. Generally, current permissions depend
on all the methods executed so far. This forms a contrast to access control based
on stack inspection, which completely cancels the effect of the finished method
execution. In [1], an implementation built on the top of C� runtime environment
is reported. However, formal verification methods for the model of [1] have not
been investigated, except [2].

In this paper, we propose a formal model for Abadi-Fournet style access con-
trol called the History-Based Access Control program (HBAC program). An
HBAC program is a directed graph where a node represents a program point
and an edge represents a control flow. We also show that the expressive power of
HBAC programs is stronger than programs with stack inspection. We also define
the security verification problem for HBAC programs and show that it is solvable
in deterministic polynomial time under a reasonable assumption while the prob-
lem is EXPTIME-complete in general. Finally, we propose a few optimization
techniques used in verification of HBAC programs. Experimental results show
that practical HBAC programs can be verified within reasonable time and space.

Related works. There have been some studies on the verification of history-
based access control [2, 3, 4, 11, 16]. The program model proposed in [3, 4] is a call-
by-value λ-calculus augmented with local policy defined as a regular language of
events. For each function call, a new (but statically bound to the function) local
policy is imposed in a nested way. They proposed a model checking algorithm
for a given program and a global security property by reducing the problem to
the traditional model checking problem for basic process algebra by removing
duplicated local policies caused by recursive calls. The access control mechanism
of [3, 4] is an extension of [22, 14] that differs from [1] and ours, i.e., their model
do not have an explicit dynamic check on permissions. Another access control
mechanism based on [22, 14], which simulates security automaton by inserting
dynamic access control codes into a target program, was proposed in [11]. In their
later work [16], a type system is used to guarantee that the rewritten program
adheres to security policies. Their model also differs from [1] and ours, and they
do not deal with model checking problems. The previous work most related to
ours is [2] where a program model with explicit dynamic checks on permissions
and grant/accept constructs is defined. They proposed a type system in the
Volpano-Smith style [23] and show that a typesafe program has noninterference
property. This property is important because one of the main purposes of access
control is to avoid undesirable information flow. However, they ignore model
checking problems, as in [11, 16]. Moreover, unlike our study, none of these works
discuss the computational complexity needed for verification or optimization
issues that are important for implementing a useful verification tool.

2 HBAC Program

We will define the syntax and operational semantics of an HBAC program, which
resembles but is more general than the model in [18, 20]. An HBAC program is
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simply a control flow graph with three types of nodes: call, return and check.
The graph is decomposed into methods, and each method is given a subset of
permissions for access control called the static permissions of the method. A
(local) state of a program is a pair 〈n, C〉 of the current program point n and a
subset of permissions C called the current permissions. A (global) configuration
is represented by a stack, which is a finite sequence of local states. A call node
has two parameters, grant permissions and accept permissions. When a method
is called from a configuration 〈n1, C1〉 : . . . : 〈nk, Ck〉 with the current (call)
node n1 with grant permissions PG and accept permissions PA, a new local
state 〈m, C′〉 is pushed onto the stack where m is the entry point of the callee
method and C′ is the updated current permission obtained by intersecting C1
with the static permission of the callee method. Furthermore, PG is temporarily
added to the current permissions during the execution of the callee method and
PA is added to the current permissions when returned from the callee method.
A check node tests whether the current permissions include a specified subset
of permissions, and if not, the execution is aborted. For simplicity, we do not
include an exception handling mechanism in our HBAC model, although it is
not difficult to incorporate a throw-catch-style exception handling into the model
and extend the model checking algorithm presented in Section 4, as was done in
our previous work [19].

Formally, an HBAC program is a directed graph given by a 7-tuple π =
(NO ,TG ,CG , IS , IT ,PRM ,SP) where NO is a finite set of nodes, TG ⊆ NO ×
NO is a set of transfer edges, CG ⊆ NO × NO is a set of call edges, IS :
NO → {call [PG, PA] | PG, PA ⊆ PRM } ∪ {check [P ] | P ⊆ PRM } ∪ {return} is
the labeling function for nodes, IT ∈ NO is the initial node, which represents
the entry point of the entire program, PRM is a finite set of permissions, and
SP : NO → 2PRM is the assignment of permissions to nodes. Each node n ∈ NO
corresponds to a program point, and NO is divided into three subsets by IS as
follows:

– IS (n) = call [PG, PA] where PG, PA ⊆ PRM . Node n is a call node that
represents a method call. Parameters PG and PA are called grant permissions
and accept permissions, respectively.

– IS (n) = return. Node n is a return node that represents the return from a
callee method.

– IS (n) = check [P ] where P ⊆ PRM . Node n is a check node that represents
a test for the current permissions. (The formal definition of current permis-
sions is given later.) If current permissions include P as a subset, then the
execution continues. Otherwise, it is aborted. For p ∈ PRM , check [{p}] is
abbreviated as check [p].

A transfer edge (tg) represents a control flow within a method, and a call edge
(cg) connects a method caller and a callee. In the figure, a solid arrow denotes a
cg and a dotted arrow denotes a tg. A node that has an incoming edge without
a source node denotes the initial node.
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Fig. 1. An HBAC program

Example 1. Figure 1 is an example of an HBAC program π1 with initial node n0.
There exists a tg from n0 to n1 (denoted as n0

TG→ n1), which means control can
move to n1 just after the execution of n0. Likewise, there exists a cg from n1 to
n4 (denoted as n1

CG→ n4). This means that if control reaches n1, then control is
further passed to n4 by a method call. If control reaches n5, it returns to n1. �	

For node n, SP(n) specifies a subset of permissions that are assigned to n before
runtime (static permissions). We assume that every node in the same method
has the same static permissions, i.e.,

n
TG→ n′ ⇒ SP(n) = SP(n′).

Also, for every call node n such that IS(n) = call [PG, PA], we require PG ⊆
SP(n) and PA ⊆ SP(n). In Fig 1, a method is represented by the set of nodes
surrounded by a rectangle. A set beside the rectangle denotes the static permis-
sions assigned to the nodes belonging to the method. For example, SP(n0) =
SP(n1) = SP(n2) = {r, w} and SP(n3) = {r}.

The description length of π = (NO ,TG ,CG, IS , IT ,PRM ,SP) is defined as
‖π‖ = |NO | · |PRM |+ |TG|+ |CG|. A state of π is a pair 〈n, C〉 of a node n ∈ NO
and a subset of permissions C ⊆ PRM . A configuration of π is a finite sequence
of states, which is also called a stack. The concatenation of state sequences ξ1
and ξ2 is denoted as ξ1 : ξ2. The semantics of an HBAC program is defined
by the transition relation → over the set of configurations, which is the least
relation satisfying the following rules.

IS(n) = call [PG, PA], n
CG→ m

〈n, C〉 : ξ → 〈m, (C ∪ PG) ∩ SP(m)〉 : 〈n, C〉 : ξ
(1)

IS(m′) = return, IS(n) = call [PG, PA], n
TG→ n′

〈m′, C′〉 : 〈n, C〉 : ξ → 〈n′, C ∩ (C′ ∪ PA)〉 : ξ
(2)

IS(n) = check [P ], P ⊆ C, n
TG→ n′

〈n, C〉 : ξ → 〈n′, C〉 : ξ
(3)



HBAC: A Model for History-Based Access Control and Its Model Checking 267

Table 1. Modification of current permissions

method call return
(general case) (C ∪ PG) ∩ SP(m) C ∩ (C′ ∪ PA)
PG = SP(n) SP(n) ∩ SP(m) C ∩ (C′ ∪ PA)

PG = ∅ C ∩ SP(m) C ∩ (C′ ∪ PA)
PA = SP(n) (C ∪ PG) ∩ SP(m) C

PA = ∅ (C ∪ PG) ∩ SP(m) C ∩ C′

PA = ∅, PG = ∅ C ∩ SP(m) C ∩ C′(= C′)

For a configuration 〈n1, C1〉 : . . . : 〈nk, Ck〉, the stack top is 〈n1, C1〉 where n1
and C1 are called the current program point and the current permissions of the
configuration, respectively.

Rule (1) says that if control is at a call node n where IS (n) = call [PG, PA]
and there exists a cg n

CG→ m, then 〈m, (C ∪PG)∩SP(m)〉 can be pushed onto the
stack. That is, when control reaches call node n, a method invocation can occur
by passing control to m and the current permissions become (C ∪ PG)∩ SP(m).
Rule (2) concerns the return from the method. Assume a tg n

TG→ n′. If the current
node is return node m′ in the callee method, then the next current node can be
n′. The current permissions become C ∩ (C′ ∪ PA). Note that if there is no cg
from call node n, then control cannot proceed beyond n since rule (1) cannot
be applied to n. Similarly, if there is no tg from call node n, then control stops
when it reaches a return node of the callee method. Although a program with
such a node is pathological, for simplicity we make no syntactical restrictions on
cgs and tgs.

We can easily show C′ ⊆ C ∪ PG whenever rule (2) can be applied to
a configuration reachable from the initial configuration by induction on the
rule application. The definition of current permissions for some special cases
shown in Table 1 helps us understand why they are defined as in rules (1) and
(2).

Finally, rule (3) says that if control reaches a check node n with IS (n) =
check [P ] and a tg n

TG→ n′ and the current permissions include P , then the
control can be passed to n′.

The trace set of π is defined as [[π]] = {n0n1 . . . nk | n0 = IT , C0 = SP(IT ),
ξ0 = ε, ∃C1, . . . , Ck ⊆ PRM , ∃ξ1, . . . , ξk ∈ (NO ×2PRM )∗, 〈ni, Ci〉 : ξi →
〈ni+1, Ci+1〉 : ξi+1 for 0 ≤ i < k} , where ε denotes the empty sequence.

For a set S of sequences, let prefix(S) denote the set of all nonempty prefixes
of sequences in S.

Example 2. We return to the HBAC program π1 in Fig 1. When the method
‘unknown’ is called by n0, the current permissions become {r, w} ∩ SP(n3) =
{r, w} ∩ {r} = {r}, since IS (n0) = call [∅, ∅] (see Table 1). The test at node n4
fails since IS (n4) = check [w] and the current permission {r} does not include
{w}. Summarizing,
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Fig. 2. Chinese wall policy

〈n0, {r, w}〉 → 〈n3, {r}〉 : 〈n0, {r, w}〉 → 〈n1, {r}〉
→ 〈n4, {r}〉 : 〈n1, {r}〉 �→ 〈n5, {r}〉 : 〈n1, {r}〉.
[[π1]] = {n0, n0n3, n0n3n1, n0n3n1n4} = prefix({n0n3n1n4}).

Note that since no node exists with multiple outgoing tg or multiple outgoing
cg (i.e., there is no nondeterminism) and no cycle exists in π1, the trace set can
be represented as the prefixes of a single sequence n0n3n1n4.

Consider the situation where method ‘naive’ calls ‘unknown’ and the latter
method secretly changes the contents of a local variable of ‘naive’, say fname, to
the name of a very critical file. Then ‘naive’ requests ‘file I/O’ to delete fname
without knowing that the contents of fname have been changed. If ‘file I/O’ per-
forms check [w] before deleting the file, unintended file deletion can be avoided
since the current permission does not include write permission {w} as the effect
of executing ‘unknown.’ As explained below, however, such access control cannot
be realized by stack inspection.

Let π2 be the HBAC program that is the same as π1, except that IS(n0) =
call [∅, {r, w}]. Since the accept permissions of n0 are {r, w},

〈n0, {r, w}〉 → 〈n3, {r}〉 : 〈n0, {r, w}〉 → 〈n1, {r, w}〉
→ 〈n4, {r, w}〉 : 〈n1, {r, w}〉 → 〈n5, {r, w}〉 : 〈n1, {r, w}〉.

Similarly, let π3 be the HBAC program that is the same as π1, except that
IS(n1) = call [{r, w}, ∅]. Since the grant permissions of n1 are {r, w},

〈n0, {r, w}〉 → 〈n3, {r}〉 : 〈n0, {r, w}〉 → 〈n1, {r}〉
→ 〈n4, {r, w}〉 : 〈n1, {r}〉 → 〈n5, {r, w}〉 : 〈n1, {r}〉. �	

Example 3. Chinese wall policy [5] is a policy such that a user has access per-
mission to any resources, but once the user has accessed one of the resources,
(s)he loses access permission to the resources belonging to competing parties.
A simplified Chinese wall policy can be represented by program π4 in Fig 2.
If n0 calls ‘serviceA,’ the current permissions lose permission pB. Thus, if n1
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calls ‘serviceB’ afterward, the check at n5 fails. The same situation occurs when
‘serviceB’ and ‘serviceA’ are called in this order. In fact,

[[π4]] = prefix(n0n3n4n1(n3n4n2 + n5) + n0n5n6n1(n5n6n2 + n3)),

where the argument of ‘prefix’ is specified by a regular expression and + denotes
the union operator. �	

3 Comparison with Stack Inspection

A program with Java stack inspection (abbreviated as SI program) can be rep-
resented by an 8-tuple π = (NO ,TG ,CG, IS , IT ,PRM ,SP ,PRV ), where each
component of π is identical to that of an HBAC program, except that label IS(n)
of each call node n is simply call without PG and PA, and a set of privileged
nodes PRV ⊆ NO is specified. The execution of check node check [P ] succeeds
if (a) for every node n on the stack, P ⊆ SP(n), or (b) there exists a node
n0 ∈ PRV on the stack such that P ⊆ SP(n0) and for every later node n in the
stack, P ⊆ SP(n). By adopting an eager evaluation strategy, we can define the
semantics of π by the following rules and rule (3) defined above (see [18, 20] for
details).

IS(n) = call , n
CG→ m, n �∈ PRV

〈n, C〉 : ξ → 〈m, C ∩ SP(m)〉 : 〈n, C〉 : ξ
(4)

IS(n) = call , n
CG→ m, n ∈ PRV

〈n, C〉 : ξ → 〈m,SP(n) ∩ SP(m)〉 : 〈n, C〉 : ξ
(5)

IS(m′) = return, IS(n) = call , n
TG→ n′

〈m′, C′〉 : 〈n, C〉 : ξ → 〈n′, C〉 : ξ
(6)

A program without check node is called a basic program. An HBAC (resp. SI)
program π is an HBAC (resp. SI) extension of a basic program π0 if π is obtained
from π0 by the following operations:

– Insert zero or more check nodes of HBAC (resp. SI) program into π0;
– Add grant permissions and/or accept permissions to call nodes (in the case

of HBAC extension); and
– Choose some nodes as privileged nodes (in the case of SI extension).

The formal definition of the extension is omitted due to space limitation. Let
nc be a homomorphism over the set of nodes defined by nc(n) = n for a call
node and a return node n and nc(n) = ε for a check node n. Let π1 and π2 be
extensions of a basic program π0. We say that π1 and π2 are trace equivalent if
nc([[π1]]) = nc([[π2]]).

Comparing rules (4), (5), (6) with rules (1), (2), we can see that a non-
privileged call node and a privileged node in an SI program can be simulated
by call [∅,SP(n)] and call [SP(n),SP(n)], respectively. This correspondence was
informally described in [1]. However, the converse does not hold, as shown in the
next example.
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Fig. 3. A basic program

Example 4. Program π4 in example 3 is an HBAC extension of basic program
π0 in Fig 3. Note that

nc([[π4]]) = prefix(n0n4n1n4n2 + n0n6n1n6n2).

There exists no SI extension πSI of π0 such that nc([[πSI]]) = nc([[π4]]). Informally,
this is because the effect of executing ‘serviceA’ or ‘serviceB’ is canceled when
control reaches n1 in any SI extension of π0. �	

Theorem 1. For every basic program π0 and every SI extension π of π0, there
exists an HBAC extension π′ of π0 that is trace equivalent to π. There exists a
basic program π0 and an HBAC extension π of π0 such that there exists no SI
extension π′ of π0 that is trace equivalent to π. �	

4 Model Checking HBAC Program

In this section, we discuss the verification problem (or model checking problem)
defined as follows:

Inputs: An (HBAC) program π = (NO , . . .) and a verification property ψ ⊆
NO∗.

Output: Does every trace in [[π]] satisfy ψ ? (i.e., [[π]] ⊆ ψ ?)

Example 5. Consider the verification problem for program π4 of example 3 and
the verification property ψ = (Σ − {n4})∗ + (Σ − {n6})∗, where Σ = (n0 +
n1 + · · · + n6). As explained in example 3, nodes n4 and n6 cannot be reached
simultaneously in a single trace, and thus [[π4]] ⊆ ψ holds. �	

Let M be any representation of a language such as an automaton and a grammar.
The description length of M is denoted by ‖M‖, and the language expressed by
M is denoted by L(M).

Lemma 1. For an arbitrary HBAC program π, we can construct a context-free
grammar (cfg) G such that L(G) = [[π]] and ‖G‖ = O(‖π‖ · c|PRM |) (c > 1).
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(Proof sketch) We define the set of nonterminal symbols of G as (NO ×2PRM )∪
(NO ×2PRM ×2PRM ). A nonterminal symbol 〈n, C〉 ∈ NO ×2PRM derives every
trace starting from node n with current permissions C. A nonterminal symbol
[n, C, C′] ∈ NO × 2PRM × 2PRM derives every trace starting from node n with
current permissions C and ending with a return node with current permissions
C′. In the following, let C, C′, and C′′ be arbitrary subsets of PRM . For each
node n, G has the rule 〈n, C〉 → n. For each pair (n, m) of nodes such that
IS(n) = call [PG, PA] and n

CG→ m, G has the rule 〈n, C〉 → n 〈m, P1〉, where
P1 = (C ∪ PG) ∩ SP(m). Moreover, for each node n′ such that n

TG→ n′, G has
the following rules:

〈n, C〉 → n[m, P1, C
′]〈n′, P2〉 (7)

[n, C, C′′] → n[m, P1, C
′][n′, P2, C

′′] (8)
P2 = C ∩ (C′ ∪ PA)

For each pair (n, n′) of nodes such that IS(n) = check [P ] and n
TG→ n′, if P ⊆ C,

then G has the following rules:

〈n, C〉 → n〈n′, C〉
[n, C, C′] → n[n′, C, C′]

For each return node n, G has the rule [n, C, C] → n. The start symbol of G is
〈IT, SP (IT )〉. �	

Theorem 2. Let π be an HBAC program and M be a finite automaton (fa). The
verification problem for π and ψ = L(M) is solvable in deterministic O(‖π‖ ·
c|PRM | · ‖M‖3) time (c > 1).

(Proof sketch) By lemma 1, we can construct a cfg G such that L(G) = [[π]]. Thus,
the verification problem is equivalent to deciding whether L(G)∩L(M) = ∅. The
latter condition can be checked in O(‖G‖ · ‖M‖3) time. �	

Corollary 1. The verification problem for π and ψ = L(M) is solvable in de-
terministic O(‖π‖2 · ‖M‖3) time if |PRM | = O(log ‖π‖). �	

The assumption that |PRM | = O(log ‖π‖) is realistic since the number of per-
missions is usually not so large compared with the program size.

Let EXPTIME denote the class of decision problems solvable in deterministic
O(cp(n)) time for a constant c (> 1) and a polynomial p. The following theorem
states that if the assumption that |PRM | = O(log ‖π‖) does not hold, then the
verification problem is EXPTIME-complete.

Theorem 3. Let π be an HBAC program and M be an fa. The verification
problem for π and ψ = L(M) is EXPTIME-complete.
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(Proof sketch) EXPTIME-hardness can be shown by a reduction from the mem-
bership problem for polynomial space-bounded alternating Turing machines [7].

5 Optimization of Model Checking Algorithm

From the proof of theorem 2, we obtain the following algorithm for solving the
verification problem.

Algorithm 1. For a given HBAC program π and an fa M such that ψ = L(M),
perform the following three steps in this order.

1. Construct a cfg G such that L(G) = [[π]] based on the proof of lemma 1.
2. Construct a cfg ̂G such that L( ̂G) = L(G) ∩ L(M).
3. Decide whether L( ̂G) = ∅.

The size of the G constructed in step 1 is exponential to |PRM |. In most
cases, however, G contains useless rules. In this section, we describe techniques
for avoiding the construction of useless rules so that we can greatly reduce veri-
fication time and space.

5.1 Basic Idea

The following is traditional algorithm for eliminating useless rules in a cfg [17].
Nonterminal symbol X is generating if there exists a derivation from X to some
string of terminal symbols. X is reachable if a derivation exists from the start
symbol of G to αXβ for some α and β. A rule r is useless if r contains a
symbol that is not generating or not reachable. The traditional algorithm finds
set V of all the symbols that are generating and reachable and then removes all
rules involving one or more symbols not in V . While this algorithm eliminates
useless rules of a given cfg, we want to avoid constructing such rules in the cfg
construction. From the definition of G in the proof of lemma 1, we can show the
following lemma:

Lemma 2. Let π be an HBAC program and G be the cfg constructed for π in
step 1 of algorithm 1. For each n ∈ NO and C, C′ ⊆ PRM, 〈n, C〉 and [n, C, C′]
are not reachable if C �⊆ SP (n), and [n, C, C′] is not generating if C′ �⊆ C. �	

By this lemma, we can avoid constructing rules involving 〈n, C〉 or [n, C, C′]
such that C �⊆ SP (n) or C′ �⊆ C. However, the number of remaining rules is still
exponential to |PRM | in most cases, and thus we need further optimization.

5.2 Rules with Reachable Symbols

The following breadth-first search algorithm exactly constructs the rules involv-
ing only reachable symbols.
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Algorithm 2

1. Let Q be an FIFO-queue (or simply, queue). Initialize Q to the queue only
containing the start symbol 〈IT, SP (IT )〉.

2. Extract one symbol (〈n, C〉 or [n, C, C′]) from Q. Construct every rule whose
left-hand side is the extracted symbol, if that rule has not been constructed.
For example, if the extracted symbol is [n, C, C′] and IS(n) = call[PG, PA],
then construct [n, C, C′] → n[m, P1, C

′′][n′, P2, C
′] where P1 = (C ∪ PG) ∩

SP (m) and P2 = C ∩ (C′′ ∪ PA) for each m, n′ and C′′ such that n
CG→ m,

n
TG→ n′ and C′′ ⊆ P2. Insert the nonterminal symbols contained in the right-

hand side of the constructed rule into Q.
3. Repeat step 2 until Q becomes empty.

Since only a finite number of nonterminal symbols of the form 〈n, C〉 or [n, C, C′]
exists, the algorithm always halts. Obviously, algorithm 2 constructs rule r of
G if and only if r only contains reachable symbols. If the following conditions
hold for some constant c, then the number of rules constructed by algorithm 2
is polynomial to ‖π‖.

1. |SP (n) ∩ SP (m)| < c for each n in the main method (i.e., the method to
which IT belongs) and each m such that n

CG→ m.
2. |PG(n)| < c for each call node n where PG(n) is the set of grant permissions

of n.

The HBAC program of the Chinese wall policy in example 3 satisfies these
conditions.

5.3 Precomputing Current Permissions

Some of the rules constructed in algorithm 2 may contain reachable but non-
generating symbols. To avoid constructing such rules, we modify algorithm 2
as follows. Assume that a symbol 〈n, C〉 for a call node n is extracted from
the queue in step 2 of algorithm 2. Instead of constructing a rule 〈n, C〉 →
n[m, P1, C

′]〈n′, P2〉 for all C′ ⊆ P1 (rule (8) in the proof of lemma 1), the modi-
fied algorithm invokes the following procedure Return-Permission with actual
parameters m and P1. Then Return-Permission computes a set S of subsets of
permissions such that S ⊇ {C′ | [m, P1, C

′] is generating} through a depth-first
search as well as constructing rules consisting of symbols that are generating and
reachable from [m, P1, C

′] for some C′ ∈ S. In the body of Return-Permission,
color[n, C] is a variable that indicates whether the pair (n, C) has been visited
[9]. It is assumed that color[n, C] = write for every pair (n, C) at the first time
Return-Permission is invoked. If color[n, C] = gray, then (n, C) has been vis-
ited but computation for (n, C) is not completed. If color[n, C] = black, then
computation for (n, C) has been completed. If color[n, C] = gray holds in line 1
of Return-Permission(n, C), i.e., a cycle of method calls in the HBAC program
is detected, then a conservative answer, the set of all the subsets of C, is returned
(line 2).



274 J. Wang, Y. Takata, and H. Seki

Return-Permission(n,C)
1 if color[n, C] = gray \a loop is found
2 then return 2C

3 if color[n, C] = black
4 then return result[n, C] \return the results of previous calculation
5 color(n, C) ← gray
6 result[n, C] ← ∅
7 if IS(n) = return
8 then construct a rule [n, C, C] → n
9 result[n, C] ← result[n, C] ∪ {C}
10 if IS(n) = check[P ] and P ⊆ C

11 then for each n′ such that n
TG→ n′

12 do R ← Return-Permission(n′, C)
13 for each C′ ∈ R
14 do construct a rule [n, C, C′] → n[n′, C, C′]
15 result[n, C] ← result[n, C] ∪ {C′}
16 if IS(n) = call[PG, PA]
17 then for each m such that n

CG→ m
18 do P1 ← (C ∪ PG) ∩ SP (m)
19 R1 ← Return-Permission(m,P1)
20 for each C′ ∈ R1

21 do P2 ← C ∩ (C′ ∪ PA)
22 for each n′ such that n

TG→ n′

23 do R2 ← Return-Permission(n′, P2)
24 for each C′′ ∈ R2

25 do construct a rule [n, C, C′′] → [m, P1, C
′][n′, P2, C

′′]
26 result[n, C] ← result[n, C] ∪ {C′′}
27 color(n, C) ← black
28 return result[n, C]

5.4 Localizing the Precomputation

If a given HBAC program π is acyclic (as a directed graph with set of edges
CG ∪ TG), then the algorithm in 5.3 constructs a rule r of G if and only
if r contains only generating and reachable symbols. On the other hand, as-
sume that π contains a cycle. The algorithm may construct a rule that con-
tains a reachable but nongenerating symbol for the following reason. If Return-
Permission(m, P1) is called recursively from line 19 of Return-Permission with
color[m, P1] = gray, then 2P1 is substituted for R1 and symbols [m, P1, C

′] with
C′ ⊆ P1 are constructed in line 25, even though some of these symbols are
nongenerating.

However, if |P1 − PA| is small enough, then the number of different values
C ∩ (C′ ∪ PA) substituted for P2 in line 21 is also small since C ∩ (C′ ∪ PA) =
(C∩PA)∪(C∩(C′−PA)), where C′ ⊆ P1 and thus the number of different values
substituted for C′−PA is small. Especially if PA = SP(n), i.e., n simulates stack
inspection, then P1 −PA = ∅, and only a single possible value of P2 exists, which
is C. Furthermore, C′ does not directly affect result[n, C] in line 26. Hence, by
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postponing the construction of a rule in line 25, we can modify line 20 as a for
statement on every subset of P1 − PA instead of every subset of P1.

6 Experiments

To examine the optimization efficiency described in the previous section on prac-
tical HBAC programs, we implemented a verification tool and measured verifi-
cation time in the following two examples.

– Chinese wall policy
We extend program π4 in example 3 to program πc(k) with k + 1 methods
{client, service1, . . . , servicek} by replacing services A and B with k copies
of serviceA. The set of static permissions of client is {p1, p2, . . . , pk}, and
the one for servicei (1 ≤ i ≤ k) is {pi}. We specify a verification property
ψ for πc(k) as

(N1 ∪ Nc)∗ + (N2 ∪ Nc)∗ + · · · + (Nk ∪ Nc)∗,

where Nc is the set of the nodes of method client and Ni is the one for
servicei. An HBAC program π satisfies ψ if and only if there is no trace of
π containing nodes of two or more distinct service methods.

– Online banking system
As mentioned in section 3, we can convert every SI program into an equiva-
lent HBAC program. We define πo(k) as an HBAC program obtained from a
sample SI program in [20], which models part of an integrated online bank-
ing system with k banks (Fig 4). Each bank serves its clients with a method
for withdrawing money. Method spender is an agent of a reliable user that
has static permissions {d1, . . . , dk}, and clyde is an agent of an unreliable
user without permission. They can access method debiti (1 ≤ i ≤ k), which
is a service provider of the i-th bank. Each debiti checks whether a user has
permission di and performs privileged calls on readi and writei. A verifi-
cation property ψ is given the same as in [20]. That is, the negation of ψ
is ψ = Σ∗NclydeΣ

∗NrwΣ∗, where Σ is the set of all nodes, Nclyde is the
set of nodes in method clyde, and Nrw is the union of the sets of nodes
of every readi and every writei. An HBAC program π satisfies ψ if and
only if control never reaches readi or writei after it once reaches a node in
clyde.

Table 2 summarizes the results of the experiments. G is the cfg generated in
step 1 of algorithm 1. M is a regular grammar such that ψ = L(M). Fig 5
shows computation time needed to verify πc(k) and πo(k). Without optimization,
we could not verify πo(k) for any k ≥ 1 and πc(k) for k ≥ 10, because the
number of the rules of G was exponential to k and the amount of memory was
insufficient to store G. With full optimization, both the number of the rules of
G and computation time were reduced to polynomial to k for πc(k) and πo(k).
Especially, the computation time for πo(k) was linear to k. As in [20], we estimate
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n1: call[φ ,{d,r,w,...,dk,rk,wk}]

n2: return

n3: call[φ,{d1,...,dn}]

n4: call[φ,{d1,...,dn}]

n5: return

n6: call[φ,φ]

n7: call[φ,φ]

n8: return

n9: check[{d1}]

n10: call[{d1,r1,w1},{d1,r1,w1}]

n11: call[{d1,r1,w1},{d1,r1,w1}]

n12: return

n13: check[{r1}]

n14: return

n15: check[{w1}]

n16: return

System
{d1,r1,w1,...,dk,rk,wk}

spender
{d,...,dn}

clyde
φ

debit1

{d1,r1,w1}

read1 {d1,r1,w1} write1 {d1,r1,w1}

 check[{dk}]

 call[{dk,rk,wk},{dk,rk,wk}]

 call[{dk,rk,wk},{dk,rk,wk}]

 return

 check[{rk}]

return

check[{wk}]

return

debitk

{dk,rk,wk}

readk {dk,rk,wk} writek {dk,rk,wk}

Fig. 4. Online banking system

Table 2. Verification profiles of sample programs

πc(k) πo(k)
k 5 10 20 40 60 80 5 10 15 20

the number of permissions 5 10 20 40 60 80 15 30 45 60
the number base † 1613
of the rules 1‡ 165 1103 2253 5753 10853 1866
of G 1+2‡ 81 211 621 2041 4261 7281 184 1316 33200

1+2+3 ‡ 81 211 621 2041 4261 7281 153 293 433 573
‖M‖ 124 389 1369 5129 11289 20340 208 388 568 748
computation base 0.815
time(sec) 1 0.217 0.369 1.60 22.4 131 0.715

1+2 0.173 0.293 1.38 23.0 131 499 0.244 0.693 7.77
1+2+3 0.074 0.158 1.37 21.0 131 494 0.210 0.275 0.333 0.356

verification result true true true true true true true true true true

† base is the algorithm 1 modified based on lemma 2 (section 5.1).
‡ optimizations 1 to 3 described in sections 5.2, 5.3, and 5.4, respectively.

that the number of permissions used in an ordinary network application is at
most several tens, and the results suggest that the proposed verification method
is feasible for practical programs.
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Fig. 5. Verification time for πc(k) and πo(k)

7 Conclusion

In this paper, we presented a new model for dynamic access control based on exe-
cution history called HBAC programs. The expressive power of HBAC programs
was examined, and the verification problem for HBAC programs was shown to
be solvable. Although the complexity of the problem is EXPTIME-complete in
general, our verification tool verified sample programs within a reasonable time.

Our program model is closely related to a class of infinite state systems called
pushdown systems (abbreviated as PDS). Indeed, the behavior of an HBAC
program can be modeled by a PDS with an exponential number of stack sym-
bols. The decidability and complexity of LTL and CTL∗ model checking [8]
for PDS are extensively studied in [10, 12]. Verification results conducted on a
model checker for PDS are reported in [13]. Although the verification problem
and the model checking algorithm in this paper are based on finite traces, we
can extend the algorithm to infinite traces (and thus LTL) using ω-context-free
grammars [6], and the time complexity of the algorithm is slightly better than
the one needed when applying the algorithm in [10] to a PDS that models a given
HBAC program. Namely, the former is proportional to |QM |3, where |QM | is the
number of the states of a Büchi automaton M representing the negation of a
verification property, while the latter is proportional to |QM |2|ΔM |, where |ΔM |
is the number of the transitions of M . Note that the optimization described in
section 5 can be applied not only when using our algorithm but also when using
a model checker for PDS to verify an HBAC program.

Future work includes comparing the expressive power of various subclasses of
security automata [14, 22] with that of HBAC programs.
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