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Abstract. Object detection in real images has attracted much attention during
the last decade. Using machine learning and large databases it is possible to de-
velop detectors for visual categories that have a very high hit-rate, with low false
positive rates. In this paper we investigate a general probabilistic framework for
context based scene interpretation using multiple detectors. Methods for finding
maximum likelihood estimates of scenes given detection results are presented.
Although we have investigated how the method works for a specific case, namely
for face detection, it is a general method. We show how to combine the results of
a number of detectors i.e. face, eye, nose and mouth detectors. The methods have
been tested using detectors trained on real images, with promising results.

1 Introduction

During the last decade much interest in the computer vision community has been put
into the areas of object detection, recognition and classification. Using machine learning
and large databases it is possible to develop detectors for visual categories such as faces,
eyes, cars, bicycles, animals etc.

Many of these detectors work in the following semantic way. A binary classifier is
obtained for objects at a predefined scale and position using a large database of positive
and negative examples, and machine learning. This classifier is then applied to different
parts of the image, i.e. at different positions and different scales. A typical result is
shown in Figure 1. Some kind of clustering algorithm is then applied in order to reduce
the number of detections that originate from the same object.

In this paper, we discuss (i) how this clustering method can be improved using scene
models and (ii) how multiple detectors can be used in conjunction in order to improve
the results.

Geometric constraints have been used to improve detection in a number of publi-
cations. The constraints can be more or less explicit. In [3] the concept of body plans
was used to detect humans and horses. The geometric relationship between parts was
explicitly given in the model. In [6] a hierarchical model of components of humans
was used in a SVM-framework to detect humans in still images. In [10] probabilities
for walking humans were learned with good results. In [5] they use a number of detec-
tors to improve face-detection. Here they optimize over a weighted sum of individual
likelihoods from each detector. Context in the form of appearance around object was
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exploited in [4]. In [8] statistics of spatial relationships were learned to improve object
detection. For surveys on context and face detection see e.g. [2,13].

In our work we are interested in how one can use scene models and context to, on the
one hand, get better detection rates. But another goal is to get higher level information
about the detected objects, how they are related to each other geometrically and their
properties such as appearance and pose. As will be seen in the experiments on face
detection in section 3 one of the biggest gains in combining detectors in a contextual
manner is in the precision of detection. We achieve this not by starting with the detec-
tions and combine them in some manner, but instead formulate a hypothetical scene
and calculate how likely this scene is given the detection result. The problem is then
to search the scene space for the most probable scene. By the most probable scene we
mean the scene with the highest likelihood given the detections.

Fig. 1. Typical detection result. Each circle represents a face detected at the center of the circle
and the radius corresponds to at which scale the detection was made. At most positions and scales
there are no detections.

2 Scene Modeling and Model Estimation

2.1 Scene Modeling

We assume that the scene contains a number of objects of different types, Ωi, and that
for each such object there is a corresponding pose parameter p. In the examples below
pose includes position in the image and scale. However, depending on the structure of
the detector, the pose parameter could include more or fewer parameters. One might,
for instance, have a detector that is trained on faces with a given position, distance and
orientation relative to the camera. Or the pose parameter could contain shape variational
parameters of deforming objects.

For simplicity we assume that the object types form a hierarchy (or a directed acyclic
graph). In the simplest case there is only one type of object, e.g. eyes. In the slightly
more advanced case there is an hierarchy, e.g. faces are modeled in the scene and then
on the next level mouth, nose and eyes pose are conditioned on the pose of the face.

Using images with ground truth position we estimate the probability P (#Ωi = ni),
of a scene containing ni objects of type Ωi at the top level. We then estimate the joint
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probability density function f(pi,1, . . . , pi,ni) of the pose parameters (pi,1, . . . , pi,ni)
for these ni objects of type Ωi at the top level.

We then go on estimating the probability P (#Ωij = nij) for object type Ωij at the
next level of hierarchy and the corresponding pose parameter joint probability density
function conditioned on the pose parameter of the ascendent pi.

The resulting scene model x is a collection of objects, {Ω}, of different types, where
each object has a different pose p.

Simulation of such models x can be made by sampling the number of objects and
their pose parameters at the top level, followed by sampling of objects and poses of
objects on lower level in the hierarchy.

Furthermore, for each scene model x, the likelihood can be determined as

L(x) = Πn
i=1(P (#Ωi = ni)f(pi,1, . . . , pi,ni) · . . .

. . . · Πmi

j=1(P (#Ωij = nij)f(pij,1, . . . , pij,nij ))). (1)

2.2 Detection Modeling

As was described in the previous section, we have developed a number of detectors
for different types of objects. Each such detector is evaluated at a discrete number of
positions, Y = p1, p2, . . . , pN , in the corresponding pose space. We assume that the
probability of obtaining a detection at pose p, given a scene with an object at true pose
p̄ close to p, is only dependent on this true object. This implies that we believe that each
object has limited reach, i.e. a detection of an object is plausible only at close distances
from the object. At larger distances there is still a possibility of ’false’ detections, which
we assume to be constant in the pose space.

In the experiments we have furthermore assumed a kind of stationarity in this re-
spect. We have used pose spaces such as (position+scale) and have assumed that the
probability depends on relative position and relative scale between the detected pose p
and the actual pose p̄. This probability

Pdetect(detection at pose p|closest pose is p̄)

is estimated from databases with objects of known pose.
Each studied image is analyzed by running all of the detectors of type Ωij at all

sampled positions Yij . The result y is typically a small number of positive detections of
different types and a large number of non-detections of different types. Such a result y
is shown in Figure 1, where each circle represents a face detected at the center of the
circle and the radius corresponds to at which scale the detection was made. One may
view y as a large boolean vector of length N =

∑
ij Nij .

For each such detection result it is possible to determine the likelihood of the detec-
tion given a scene model x,

P (y|x) = ΠN
k Pdetect(yi|x). (2)
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2.3 Scene Model Estimation from Ensemble Detections

Assume that we have an image, on which we have run multiple detectors and have
obtained a detection result y. The scene model estimation is then given by maximum
aposteriori estimation

x̃ = arg max
x

P (y|x)f(x). (3)

One problem with this approach is that the prior f(x) for different scene models
vary in magnitude with different number of degrees of freedom for the scene model
observation space, i.e. scene models containing many objects have probability density
function values several magnitudes lower than those of few objects.

For an example of scene modeling see section 3.2.
Finding the optimum over all possible scene models x is a large optimization prob-

lem. The idea here is not that the scene model estimation should be performed by ex-
haustive search of this space. The main point is that the likelihood serves as a basis for
comparing and choosing between different results obtained by heuristics, e.g. cluster-
ing of detection results. Using this model we hope to obtain better results than ad hoc
methods which are used today, e.g. [3,5].

3 Experiments on Face Detection

3.1 Detection Probabilities

In these experiments we have used four detectors for faces, eyes, noses and mouths.
Each detector has been trained on different positions and scales, i.e. the pose space is
three dimensional (x, y, s). The detectors are based on boosting as described in [12]
with cascades.

Typically the detection pose set, as illustrated in Figure 2, has coarser sampling in
space (x, y) for coarser (larger) scales.

Position (x)

S
c

a
le

Position (y)

Fig. 2. Object detection is performed at a discrete set of pose points as illustrated in the figure

A typical detection (before clustering) is shown in Figure 1.
As can be expected when detecting an object at pose pm, the detector will return

true for many tested poses close to that position. By studying 697 images containing
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995 faces with known poses, we estimate the probability of detecting an object at pose
pd when the true pose is pm. Here only the relative pose is used

prel =

⎛
⎝

(pd,x − pm,x)/pm,s

(pd,y − pm,y)/pm,s

log(pd,s/pm,s)

⎞
⎠ . (4)

Notice that the relative pose prel is invariant under a common translation and scale.
Notice also that pd = pm implies that prel = 0. For each type of object, (face, eyes,
nose and mouth), the probability of detection

Pdet(prel) = P (detect at relative pose prel)

is estimated using a three-dimensional histogram. The result is shown in Figure 3.

Fig. 3. Estimated detection probability densities as a function of relative pose for (a) faces, (b)
eyes, (c) noses and (d) mouths. Here the position are on the x- and y-axes and the scale is on
the z-axis. Notice the bias in nose position. This is due to a difference in nose center definition
between the training of the detector and the ground truth modeling made here.

We approximate these detection probabilities as scaled Gaussian functions, i.e.

Pdet = a
1

(2π)3/2
√|Σ|e

(prel−m)T Σ−1(prel−m)/2, (5)

with different parameters (a, m, Σ) for each detector. Notice that there might be a trade-
off here between having a very specific detector with high detection probability only in
a small region, or a very unspecific detector with a broad detector response and perhaps
not so high detection probability. As can be seen in the examples the detectors are quite
specific in position, but not so specific in terms of relative scale.

3.2 Scene Modeling

In this experiments we modeled the scene as having a number of faces, each of which
contained two eyes, one nose and one mouth. We estimated model probabilities from
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Fig. 4. (a) Estimated probability density function for faces in pose space. Notice that the y-
coordinate is typically higher for smaller faces (lower scales) and that there is larger variations in
position (both x and y) for smaller faces. Larger faces tend to be more centrally positioned and
with smaller variance in position. (b) The distribution of eyes, noses and mouths relative to the
face poses in the database.

2268 images. These contained different number of faces. In total there were 2551 faces
in these images. Images come in different sizes and shapes. We adopted a scene coor-
dinate model with origin in the middle of the image and base scale equal to the square
root of the image area in pixels. We represented image pose in this space with scale
coordinate equal to the logarithm of the face width divided by the base scale. Figure 4
illustrates the estimated probability density function of a random face in this pose space.

In the experiment the following approximations were made. The positions of faces in
a random image were assumed to be independently distributed according to Figure 4a
with the addition that no two faces were allowed to spatially overlap more than 30
percent. This is not entirely realistic, since an image with many faces will probably be
biased towards smaller scales.

Furthermore we assume that the relative pose of the two eyes, the nose and the mouth
can be approximated by Gaussian distributions. Figure 4b shows the distribution of such
facial positions relative to the face in the 2551 faces in the database.

3.3 Optimizing Likelihood

A two step maximization of the Likelihood was made:

max
scene

log P (detection|scene). (6)

Initial guesses for scenes were found from detected faces, noses, and mouths. From
each detected feature a face with two eyes, a nose and a mouth was estimated using
estimated relative mean positions. The procedure works in the following way,

1. Randomly select a feature from all detected features.
2. From this feature estimate a whole face. Add this to the current scene.
3. Calculate the likelihood for the new test-scene, and if this is greater than the current

maximum, this is the new optimum.
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The procedure starts with an empty scene and is repeated for a number of iterations. The
best scene is then kept and the whole procedure is done all over again but starting with
the current best scene instead of an empty scene. This procedure is repeated for a number
of iterations, i.e. as many times as the maximum number of faces to be expected. This
means that the number of faces is chosen automatically, the only restriction being that
the maximum number of faces that can be found is limited by the number of iterations.

Given an initial scene we can then optimize the scene by moving each individual
feature in the scene, i.e. the faces, eyes, noses and mouths, in position and scale. This
is done by a simple neighborhood search.

3.4 Results

Using the estimated image and detector probabilities, we have tested the detection sys-
tem on a number of images. For these images we obtained ground truth by manually
marking positions in the images. A typical detection result can be seen in Figure 5. The
database used for testing consisted of color images of groups of people collected from
the Internet, with one to fifteen fronto-parallel faces. In total we used 300 images with
a total of 1437 faces. This database is completely different from the database used for
estimating all the detection and model probabilities, and can be acquired from the au-
thors upon request. The results from the four detectors were collected and the maximum
likelihood estimate of the scene was calculated according to section 3.3. The recall and
precision were calculated for the face, nose and mouth detectors as well as for the com-
bined result. The recall or hit-rate is defined as the total number of correct detections
divided by the total number of faces in the images. The precision is defined as the num-
ber of correct detections divided by the total number of detections. The result can be
seen in Table 1. Notice that only a single precision-recall (P/R) value is given. As our
method is based on finding a maximum likelihood estimate, the result is based on the
detection results from the different detectors, and the estimated detector statistics. This
means that it is not straight-forward to to get a P/R curve by tuning a detection rate. By
tuning the different detectors in different ways one would probably get different P/R
curves depending on which detector one changed. One way to get a P/R curve might be
to change the detector statistics, but as there is no detection threshold there are many
parameters which one can vary. Also since these parameters are estimated and hope-
fully close to the true parameters, changing them would change the model, and the final
detection would then not be the maximum likelihood estimate of the scene. As can be
seen, the precision of the mouth and nose detectors aren’t very high. The eye detector
is not included in the table, but its precision is even lower. The precision of the face
detector is quite high, but the recall is not very high. The missed faces are in most cases

Table 1. Recall and precision for the different detectors as well as for the maximum likelihood
estimate

Nose Mouth Face Combined
Precision 0.45 0.50 0.97 1.00

Recall 0.81 0.79 0.75 0.84
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Fig. 5. On the left hand side images the initial unclustered detection results on a number of images
is shown. The face detections are indicated by blue circles, the eyes by magenta stars, the mouths
by red horizontal lines and the noses by yellow vertical lines. The sizes indicate the scale of the
detections. On the right hand side the maximum likelihood estimates of the scenes are shown.
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children or older people which were scarce in the training database for the detectors.
One can see that the precision of the combined detector is very high; there were only
three false positive faces in all the tested images.

4 Conclusions

In this paper we have investigated a probabilistic framework for context based scene
interpretation using multiple detectors. Methods for finding maximum likelihood es-
timates of scenes given detection results were presented. The benefits of optimizing a
scene model given a detection result is manifold. Firstly we get a clustering method that
gives valid results in the sense that they adhere to a given real world model. Secondly
we get higher recall rates than just using the individual detectors. But the most impor-
tant gain is that we get a better understanding of the detected scene and the objects in
it. This leads to both higher precision detections and the possibility to infer properties
of the imaged object such as e.g. pose. One draw-back is of course that we need to use
more computational effort compared to just using one specific mid-level detector.
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