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Abstract. This paper presents a novel buffer management technique
for spatial database management systems. Much research has been per-
formed on various buffer management techniques in order to reduce disk
I/O. However, many of the proposed techniques utilize the temporal lo-
cality of access patterns. In spatial database environments, there exists
not only the temporal locality, where a recently access object will be
accessed again in near future, but also spatial locality, where the objects
in the recently accessed regions will be accessed again in the near future.
Thus, in this paper, we present a buffer management technique, called
BRUST, which utilizes both the temporal locality and spatial locality in
spatial database environments.

1 Introduction

Spatial database management is an active area of research over the past ten
years [1] since the applications using the spatial information such as geographic
information systems (GIS), computer aided design (CAD), multimedia systems,
satellite image databases, and location based service (LBS), have proliferated.
In order to improve the performance of spatial database management systems
(SDBMSs), much of the work on SDBMSs has focused on spatial indices [2, 3]
and query processing methods [4, 5].

Since data volume is larger than current memory sizes, it is inevitable that
disk I/O will be incurred. In order to reduce disk I/O, a buffer is used. Since
efficient management of the buffer is closely related to the performance of data-
bases, many researchers have proposed diverse and efficient buffer management
techniques.

Well known buffer management techniques utilize temporal locality, where re-
cently accessed data will be accessed in the near future. With SDBMSs, there also
exists spatial locality which is the property where objects in recently accessed
regions will be accessed in the near future. Therefore, spatial locality should be
also considered in buffer management techniques. However, traditional buffer
management techniques consider the temporal locality only.
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In this paper, we present a novel buffer management algorithm, called BRUST
(Buffer Replacement Using Spatial and Temporal locality). In BRUST, using a
spatially interesting point (SIP), the buffer management selects a victim which
is replaced with a newly access object.

We implemented BRUST and performed an experimental study over vari-
ous buffer sizes and workloads. The experimental results confirm that BRUST
is more efficient than the existing buffer replacement algorithms on SDBMSs
environments.

2 Related Work

When the buffer is full, buffer management methods find a victim to be replaced
with a newly loaded object by analyzing the access pattern using the buffer
replacement algorithm. There is a long and rich history of the research performed
on buffer management. The core of buffer management techniques is the buffer
replacement algorithm. In this section, we present the diverse buffer replacement
algorithms.

2.1 Traditional Buffer Replacement Algorithm

The most well known buffer replacement algorithm among the various buffer re-
placement algorithms is LRU [6] (Least Recently Used). The LRU buffer replaces
the object which has not been accessed for the longest time (i.e., least recently
accessed object). Since the LRU algorithm is based on the simple heuristic rule
such that the recently accessed object will be accessed in the near future, the
LRU algorithm cannot support diverse data access patterns efficiently.

To overcome this problem, LRU-k [7] was proposed. LRU-k keeps track of the
times for the last k references to a object, and the object with the least recent
last k-th access will then be replaced. Of particular interest, LRU-2 replaces the
object whose penultimate (second to last) access is least recent. LRU-2 improves
upon LRU because the second to last access is a better indicator of the inter-
arrival time between accesses than the most recent access. LRU-k keeps k-access
history for each object and so the process of finding a victim is expensive.

Thus, John and Shasha [8] proposed 2Q which behaves like LRU-2 but is more
efficient. 2Q handles the buffer using two separate queues: A1IN and AM. A1IN
acts as a first-in-first-out queue and AMQ acts as an LRU queue. When an object
not used in the near past is loaded, the object is inserted into A1IN. Otherwise,
the object is inserted into AMQ. In 2Q, the history of object replacement is
maintained by A1OUT. A1OUT does not contain the object itself. Thus, using
the contents of A1OUT, the decision of whether the object was used in the near
past or not is made. A disadvantage of 2Q is that the performance of 2Q is
determined by the sizes of the queues: A1IN, AM, A1OUT.

The frequency counter and recency history are the major indications of tem-
poral locality. LRFU [9] integrates the two indications. In LRFU, each object x
in the buffer has the following value C(x).
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C(x) =

{
1 + 2−λC(x) if x is referenced at t time
2−λC(x) otherwise

(1)

In the above formula, λ is a tunable parameter. For newly loaded objects, C(x)
is 0. When a buffer replacement is required, LRFU selects the object whose C(x)
value is smallest as the victim. In LRFU, when λ approaches 1, LRFU gives more
weight to more recent reference. Thus, the behavior of LRFU is similar to that
of LRU. When λ is equal to 0, C(x) simply counts the number of accesses. Thus,
LRFU acts as LFU. Therefore, the performance of LRFU is determined by λ.

Practically, it is hard to determine the optimal values for tunable parameters
such as λ of LRFU and the queue sizes of 2Q. Megiddo and Modha suggested
ARC [10] which dynamically changes the behavior of the algorithm with respect
to the access pattern. Like 2Q, ARC separates a buffer whose size is c into queues:
B1 whose size is p and B2 whose size is c − p. B1 and B2 are LRU queues. A
newly accessed object is loaded into B1, and an accessed object which is in B1
or B2 is moved into B2. The behavior of ARC is determined by parameter p. If
a hit occurs on B1, p increases. Otherwise, p decreases. Note that p is not the
actual size of B1 but target size of B1. So, the size of B1 may not be equal to p.
When a buffer replacement occurs, if the size of B1 is greater than p, a victim
is chosen from B1. Otherwise, a victim is chosen from B2. In this approach, the
incremental ratio of p may vary according to the learning rate. In other words,
the main goal of eliminating tunable parameters is not accomplished.

Also, LFU-k [11] which is a generalization of LFU has been proposed. And,
TNPR [12] which estimates the interval time of accesses for each object was
presented. In addition, for buffering an index instead of data, ILRU [13] and
GHOST [14] has been suggested.

2.2 Buffer Management Techniques for SDBMSs

The buffer replacement algorithms presented in Section 2.1 consider only tem-
poral locality. However, some buffer management techniques for SDBMSs has
been proposed.

Papadopoulos and Manolopoulous proposed LRD-Manhattan [15]. In general,
a spatial object is represented as an MBR (Minimum Bounded Rectangle) to
reduce the computational overhead. Probabilistically, when a point is selected
in a unit space, the probability of a large sized object that contains the point is
greater than that of a small sized object in the uniform assumption [16]. In other
words, large sized spatial objects may be accessed more than small sized spatial
objects. LRD-Manhattan computes the average of the access density (i.e., access
ratio of each object) and the normalized MBR size of each spatial object. Then,
LRD-Manhattan selects a spatial object whose average value is the minimum
among all objects in the buffer as a victim.

Recently, ASB [17] which considers the LRU heuristic and the sizes of spatial
objects together was proposed. In this technique, a buffer consists of two logi-
cally separated buffers, like ARC. The buffer B1 is maintained using the LRU
heuristic and the buffer B2 is maintained using the sizes of spatial objects. A
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newly accessed object is loaded into B1. When the size of the buffer B1 is insuf-
ficient, the least recently used object is moved into the buffer B2. When buffer
replacement is required, the object whose MBR size is smallest is selected from
B2 as a victim. Also, the sizes of B1 and B2 are incrementally changed with
respect to the property of a newly accessed object (see details in [17]).

The techniques presented above utilize a static property (i.e., the size of
MBR). Thus, these techniques do not suggest efficient buffer management with
respect to dynamic access patterns.

3 Behavior of BRUST

In spatial database environments, not only the temporal locality but also spatial
locality [18] where spatial queries converge on a specific area of the work space
within a certain period exists since user’s interest focus on a certain area. In
other words, if a certain area is frequently accessed, then the spatial objects
near that area have high probability of being accessed.

When considering only temporal locality, a spatial object in the frequently
accessed area may be a victim. In this case, the efficiency of the buffer is de-
graded. Also, if we only consider spatial locality, some access patterns such as
random access and liner scan are not efficiently supported.

Therefore, in contrast to the previous techniques, the proposed buffer man-
agement technique, BRUST, considers temporal locality and spatial locality to-
gether. The basic heuristic rule of BRUST is that a spatial object near the
frequently used area will be used in the near future.

First, in order to utilize the spatial locality, we estimate a spatially interesting
point (SIP) with respect to the spatial locations of accessed objects. The initial
location of a SIP is the center point of workspace. Let the currently estimated
SIP be < xsip, ysip > and a spatial object whose center point p < xp, yp > is be
accessed. Then a SIP should be modified in order the reflect the change of user’s
interest. The following formula is for the estimation of a new SIP.

xsip = xsip + wx · (xsip − xp)
ysip = ysip + wy · (ysip − yp)

(2)

During the estimating phase of a SIP, we consider outliers since, in general, a
user interesting location is gradually changed. Thus, as presented in equation (2),
the weight factors wx and wy are multiplied. As distance between the current
SIP and a newly accessed object increases, the probability that the location
of a newly accessed object is a user interesting location dramatically decreases.
Thus, we use a simple decrease function (1/e)λ. As described in equation (3), wx

decreases as the distance between the current SIP and a newly accessed object
increases.

wx = (1
e )|xsip−xp|/Domainx

where e is the base of natural logarithm,
and Domainx is the length of workspace on x-coordinate

(3)
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Fig. 1. The behavior of BRUST

The behavior of BRUST is described in Figure 1. As depicted in Figure 1,
there are three queues in BRUST. Among the queues, LQueue contains the ob-
jects which have been accessed once recently. SQueue contains the objects which
have been accessed at least twice recently. Conceptually, LQueue maintains the
recently accessed objects and SQueue maintains the frequently accessed objects.
The sizes of LQueue and SQueue are adaptively changed like ARC. OQueue does
not contain objects like AOUT queue in 2Q but keeps the replacement history.
The size of OQueue is 30% of the size of SQueue.

If a buffer replacement is required, BRUST finds the farthest object from a
SIP in SQueue and makes the farthest object a victim. To find out the farthest
object in SQueue, all objects in SQueue should be evaluated. It degrades the
efficiency of the buffer management. Thus, in BRUST, a victim is selected from
the portion of SQueue, called candidates. The gray box in Figure 1 represents
candidates.

Now we have an important question which concerns the size of candidates.
The basic idea of the problem is that the size of candidates is changed with
respect to the access pattern.

Note that BRUST selects a object in candidates as a victim. The case that a
replaced object in the near past is re-referenced means the influence of tempo-
ral locality is larger than that of spatial locality. Recall that OQueue exists in
BRUST in order to keep the replace history. Thus, if a newly access object is
found in OQueue, BRUST reduces the size of candidates in order to reduce the
effect of spatial locality. Otherwise, BRUST increases the size of candidates.

4 Experiments

In this section, we show the effectiveness of BRUST compared with the diverse
buffer management techniques: LRU, 2Q, ARC and ASB. As mentioned earlier,
LRU, 2Q and ARC consider only temporal locality. And ASB consider temporal
locality and the property of s spatial object (i.e., the size of MBR). We evaluated
the hit ratio of BRUST using the real-life and synthetic data over various sized
buffers. However, due to the space limitation, we show only the experimental
result of the real-life data when buffer sizes are 5%, 10% and 20% of total size of
objects. The real-life data in our experiments were extracted from TIGER/Line
data of US Bureau of the Census [19]. We used the road segment data of Kings
county of the California State. The number of spatial objects is 21,853 and the
size of work space is 840,681×700,366.
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To evaluate the effectiveness of BRUST, we made 3 kinds of access pattern.
First, we made an uniform access pattern (termed Uniform) where all spatial
objects have same access probability. In order to measure the effect of tempo-
ral locality, we made a temporally skewed access pattern (termed Time Skew)
using Zipf distribution. In temporally skewed access pattern, 80% of the refer-
ences accesses 20% of spatial objects. Finally, we made a spatially skewed access
pattern (termed Spatial Skew). In this pattern, 90% of the references access the
spatial objects which are in a 10% sized region of the work space. Thus, in the
spatially skewed access pattern, temporal locality and spatial locality appear
intermixedly. In each access pattern, 1,000,000 accesses of spatial objects occur.

The following figures presents the experimental results over diverse sized
buffers.
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Fig. 2. The results on the 5% sized buffer
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Fig. 3. The results on the 10% sized buffer
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Fig. 4. The results on the 20% sized buffer



370 J.-K. Min

As shown in Figure 2, Figure 3, and Figure 4, BRUST shows the best hit ratio
over most of all cases. Of particular, BRUST outperforms LRU, 2Q, ARC, and
ASB on the Time Skew workload over diverse sized buffers even though BRUST
considers temporal locality and spatial locality together.

ASB shows the worst performance over most of cases since a victim is selected
with respect to a static property (i.e., MBR size). LRU does not show the most
efficient performance but not show the worst performance over all cases. 2Q and
ARC show good performance on the Time Skew workload since 2Q and ARC is
devised for the temporally skewed accesses.

BRUST shows the better performance than ARC on the Time Skew workload
with the real-life data.Recall thatBRUSTdynamically changes the sizes of SQueue
and OQueue like ARC. In addition, BRUST adaptively changes the sizes of candi-
dates with respect to the effect of a SIP. In the real-life data set, locations of spatial
objects are clustered. Thus, spatial locality occurs in the Time Skew workload al-
though it is not intended. Therefore, BRUST is superior to ARC.

Consequently, BRUST is shown to provide best performance over diverse ac-
cess patterns with various sized buffers. Of particular, BRUST is superior to
the other buffer replacement algorithm in spatial database environments (i.e.,
Spatial Skew workload).

5 Conclusion

In this paper, we present a novel buffer management technique, called BRUST
(Buffer Replacement Using Spatial and Temporal locality) which consider spa-
tial and temporal locality together. BRUST handles a buffer using two queues:
LQueue and SQueue. And, OQueue is used to keep the object replacement his-
tory. The sizes of queues are dynamically changed. In BRUST, a spatial inter-
esting point (SIP) is estimated in order to utilize the spatial locality. A victim,
which is the farthest object from a SIP, is selected from a portion of SQueue,
called candidates. The size of candidate is adaptively changed with respect to
the influence of the spatial and temporal locality.

To show the effectiveness of BRUST, we conducted an extensive experimental
study with the synthetic and real-life data. The experimental results demonstrate
that BRUST is superior to existing buffer management techniques in spatial
databases environments.
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