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Abstract. We present a new scheme to robustly detect a type of human
attentive behavior, which we call frequent change in focus of attention
(FCFA), from video sequences. FCFA behavior can be easily perceived
by people as temporal changes of human head pose (normally the pan
angle). For recognition of this behavior by computer, we propose an algo-
rithm to estimate the head pan angle in each frame of the sequence within
a normal range of the head tilt angles. Developed from the ISOMAP, we
learn a non-linear head pose embedding space in 2-D, which is suitable
as a feature space for person-independent head pose estimation. These
features are used in a mapping system to map the high dimensional head
images into the 2-D feature space from which the head pan angle is cal-
culated very simply. The non-linear person-independent mapping system
is composed of two parts: 1) Radial Basis Function (RBF) interpolation,
and 2) an adaptive local fitting technique. The results show that head
orientation can be estimated robustly. Following the head pan angle es-
timation, an entropy-based classifier is used to characterize the attentive
behaviors. The experimental results show that entropy of the head pan
angle is a good measure, which is quite distinct for FCFA and focused
attention behavior. Thus by setting an experimental threshold on the
entropy value we can successfully and robustly detect FCFA behavior.

1 Introduction

Human attentive behavior is a means to express mental state [1], from which
an observer can infer their beliefs and desires. Attentive behavior analysis by
computer seeks to mimic an observer’s perception.

We propose a novel attentive behavior analysis technique to classify two kinds
of human attentive behaviors, i.e. a frequent change in focus of attention (FCFA)
� This work was done when the author was at I2R.
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and focused attention. We would expect that FCFA behavior requires a frequent
change of head pose, while focused attention means that the head pose will be
in limited orientations for the observation period. Hence, this motivates us to
detect head pose in each frame of a video sequence, so that the change of head
pose can be analyzed and subsequently classified.

Applications can be easily found in video surveillance and monitoring, or a
remote learning environment [2], where system operators are interested in the
attentive behavior of the learners. If learners are found to be distracted, it may
be a helpful hint to change or modify the teaching materials.

One category of research related to our work is head pose estimation, such
as [3, 4]. Generally, head pose estimation methods can be categorized into two
classes: 1) feature-based approaches, such as [5], and 2) view-based approaches,
such as [6, 7]. Feature-based techniques try to locate facial features in an image
from which it is possible to calculate the actual head orientation. These features
can be obvious facial characteristics like eyes, nose, mouth etc. View-based tech-
niques, on the other hand, analyze the entire head image in order to decide a
person’s head orientation.

An ideal way to detect human’s attentive behavior is to estimate the eye
gaze, such as [8], where Stiefelhagen used a Hidden Markov Model (HMM) to
estimate the gaze and further infer the focus of attention. However, in many
cases, the eye area in the image is not large enough to detect gaze.

Another way is to model the head pose by dimensionality reduction methods
such as PCA, Isometric Feature Mapping (ISOMAP) [9] and Locally Linear
Embedding (LLE) [10], which have been used to solve vision problems. Pless
[11] used ISOMAP to visualize the image space for toy images and to find the
video trajectory for bird flying videos. Elgammal et al. [12] built a generative
model from LLE to reconstruct incomplete human walking sequences as well as
to generate laughing faces. Vlachos et al. [13] modified the ISOMAP algorithm
itself for classification and visualization. Efros [14] enhanced the ISOMAP by
solving the leakage problem.

Here we propose a novel scheme for the estimation of head pan orientation
and behaviour detection. Our algorithm works with an uncalibrated, single cam-
era, and can give accurate and robust estimate of the pan orientation even when
the person’s head is totally or partially turned back to the camera. As showing
later, our method requires only very few images to be labeled in the training
data in contrast to other methods which need intensive labeling of face or head.
In addition, our method works very well on low resolution video sequences. This
makes its use possible in monitoring systems where high resolution images are
hard to acquire.

2 Methodology

The algorithm for head pan angle estimation consists of: i) unified embedding
to find the 2-D feature space and ii) parameter learning to find a person-
independent mapping. This is then used in an entropy-based classifier to detect
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FCFA behavior. We use a simple foreground segmentation and edge detection
method to extract the head in each frame of the sequence. However, our method
can also be used with different head tracking algorithms (see a review in [15]).

All the image sequences used were obtained from fixed video cameras. To
successfully estimate the head pan angle regardless of the tilt angle, for every
person in the training set, we obtained three video sequences where the heads
faced horizontally, or somewhat downwards and upwards while panning. Ob-
tained sequences were first Gaussian filtered and histogram equalized to reduce
the effects of varying illumination and noise. Since the size of the head within
a sequence or between different sequences could vary, we normalized them to a
fixed size of n1 × n2. Preprocessed sample sequences for one person are shown
in Fig. 1.

(i) Facing horizontally (ii) Facing downwards (iii) Facing upwards

Fig. 1. Normalized sample sequences used in our proposed method

2.1 Unified Embedding

Nonlinear Dimensionality Reduction. Since the image sequences primar-
ily exhibit head pose changes, we believe that even though the images are in
high dimensional space, they must lie on some manifold with dimensionality
much lower than the original. Recently, several new non-linear dimensionality
reduction techniques have been proposed, such as Isometric Feature Mapping
(ISOMAP) [9] and Locally Linear Embedding (LLE) [10]. Both methods have
been shown to successfully embed manifolds in high dimensional space onto a
low dimensional space in several examples.

Fig. 2(a) shows the 2-D embedding of the sequence sampled in Fig. 1(ii) using
the K-ISOMAP (K varies according to the density of the nearest neighbors in
our experiments) algorithm. As can be noticed from Fig. 2(a), the embedding
can discriminate between different pan angles and forms an ellipse-like manifold.
The frames with head pan angles close to each other in the images are also close
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Fig. 2. 2-D embedding of the sequence sampled in Fig. 1(ii) (a) by ISOMAP, (b) by
PCA, (c) by LLE.
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in the embedded space. One point to be emphasized is that we do not use the
temporal relationships to achieve the embedding, since the goal is to obtain an
embedding that preserves the geometry of the manifold.

Fig. 2(b) and (c) showed the corresponding results using the classic linear
dimensionality reduction method of principal component analysis (PCA) and the
non-linear dimensionality reduction method of LLE on the same sequence. We
also choose 2-D embedding to make them comparable. As can be seen, ISOMAP
keeps the intrinsic property of the head pose change in the manifold according
to the pan orientation in an ellipse, while PCA and LLE don’t. Hence we adopt
the ISOMAP framework.

Embedding Multiple Manifolds. Although the ISOMAP can effectively rep-
resent a hidden manifold in high dimensional space into a low dimensional em-
bedded space as shown in Fig. 2(a), it fails to embed multiple people’s data
together into one manifold. Since typically intra-person differences are much
smaller than inter-person differences, the residual variance minimization tech-
nique used in ISOMAP tries to preserve large contributions from inter-person
variations. This is shown in Fig. 3 where ISOMAP is used to embed two people’s
manifolds (care has been taken to ensure that all the inputs are spatially reg-
istered). Here, the embedding shows separate manifolds (note one manifold has
degenerated into a point because the embedding is dominated by inter-person
distances which are much larger than intra-person distances.) Besides, another
fundamental problem is that different persons will have different-looking mani-
folds as can be seen in Fig. 5 (though they are essentially ellipse-like).
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Fig. 3. Embedding obtained by ISOMAP
on the combination of two person’s se-
quences
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Fig. 4. The results of the ellipse (solid
line) fitted on the sequence (dotted
points)

To embed multiple persons’ data to find a useful, common 2-D feature space,
each person’s manifolds are first embedded individually using ISOMAP. An in-
teresting point here is that, although the appearance of the manifolds for each
person differs, they are all ellipse-like. We then find a best fitting ellipse [16] to
represent each manifold before we further normalize it. Fig. 4 shows the results
of the ellipse fitted on the manifold of the sequence sampled in Fig. 1(ii). The
parameters of each ellipse are then used to scale the coordinate axes of each
embedded space to obtain a unit circle.
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Fig. 5. Separate embedding of two manifolds for two people’s head pan images

After normalizing the coordinates in every person’s embedded manifolds into
a unit circle, we find an interesting property that on every person’s unit circle the
angle between any two points is roughly the same as the difference between their
corresponding pan angles in the original images. However, when using ISOMAP
to embed each person’s manifold individually, it cannot be ensured that different
person’s frontal faces are close in angle in each embedded space. Thus, further
normalization is needed to make all persons’ frontal face images to be located at
the same angle in the manifold so that they are comparable and it is meaningful
to build a unified embedded space. To do this, we first manually label the frames
in each sequence with frontal views of the head. To reduce the labeling error,
we label all the frames with a frontal or near frontal view, take the mean of
the corresponding coordinates in the embedded space, and rotate it so that the
frontal faces are located at the 90◦ angle. In this way, we align all the person’s
frontal view coordinates to the same angle.

Next, since the embedding can turn out to be either clockwise or anticlock-
wise, which makes the left profile frames be located at about either 0◦ or 180◦,
we form a mirror image along the Y -axis for those unit circles where the left pro-
file faces are at around 180◦, i.e., anticlockwise embeddings. Finally, we have a
unified embedded space where different persons’ similar head pan angle images
are close to each other on the unit circle, and we call this unified embedding
space the feature space. Fig. 6 shows the two sequences in Fig. 1 (i) and (iii)
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Fig. 6. Unified embedding space for sequences shown in Fig.1 (i) and (iii) whose low-
dimensional embedded manifolds have been normalized (shown separately)
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Table 1. A complete description of our unified embedding algorithm

Step Description

1 INDIVIDUAL EMBEDDING
Define Y P = {yP

1 , · · · ,yP
nP

} the vector sequence of length nP in the original
measurement space for person P . ISOMAP is used to embed Y P to a 2-D
embedded space. ZP = {zP

1 , · · · , zP
nP

} are the corresponding coordinates in the
2-D embedded space for person P .

2 ELLIPSE FITTING
For person P , we use an ellipse to fit ZP , resulting in the ellipse with para-
meters: center cP

e = (cP
x , cP

y )T , major and minor axes aP and bP respectively,
and orientation ΦP

e .

3 MULTIPLE EMBEDDING
For person P , let zP

i = (zP
i1, z

P
i2)

T , i = 1, · · · , nP . We rotate, scale and translate

every zP
i to obtain z∗P

i =
�

1/aP 0
0 1/bP

���
cosΦP

e −sinΦP
e

sinΦP
e cosΦP

e

�
zP

i − cP
e

�
.

Identify the frontal face frames for Person P , and the corresponding {z∗P
i } of

these frames. The mean of these points is calculated, and the embedded space
is rotated so that this mean value lies at the 90 degrees angle. After that, we
choose a frame l showing left profile and test whether z∗P

l is close to 0 degrees.

If not, we set z∗P

i =
�

−1 0
0 1

�
· z∗P

i .

normalized into the unified embedding space. The details of obtaining the unified
embedded space are given in Table 1.

2.2 Person-Independent Mapping

RBF Interpolation. After the unified embedding as described in Table 1,
we learn a nonlinear interpolative mapping from the input images to the cor-
responding coordinates in the feature space by using Radial Basis Functions
(RBF).

We combine all the persons’ sequences together, Γ = {Y P1 , · · · , Y Pk} =
{y1, · · · ,yn0}, and their corresponding coordinates in the feature space, Λ =
{Z∗P1

, · · · , Z∗Pk } = {z∗1, · · · , z∗n0
}, where n0 = nP1 + · · · + nPk

is the total num-
ber of input images. For every single point in the feature space, we take the
interpolative mapping function to have the form

f(y) = ω0 +
M∑

i=1

ωi · ψ(‖y − ci‖). (1)

where ψ(·) is a Gaussian basis function, ωi are real coefficients, ci are centers of
the basis functions on RD (original input space), ‖·‖ is the norm on RD.

We used k-means clustering [17] algorithm to find the centers and variances
σ2

i of the basis functions.
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To decide the number of basis function to use, we experimentally tested
various values of M and calculated the mean squared error of the RBF output.
We found M = 14 to be a good choice.

Let ψi = ψ(‖y − ci‖) and by introducing an extra basis function ψ0 = 1, (1)
can be written as

f(y) =
M∑

i=0

ωiψi. (2)

With points in the feature space denoted as z∗i = (z∗i1, z
∗
i2), after obtaining

the centers ci, and widths σ2
i of the basis functions, to determine the weights

ωi, we solve a set of overdetermined linear equations

fl(yi) =
M∑

j=0

ωlj · ψ(‖yi − cj‖) = z∗il, i = 1, · · · , n0, (3)

where l = 1, 2. wlj’s are obtained by using standard least squares.

Adaptive Local Fitting. In a generic human attentive behaviour sequence, the
head poses will be geometrically continuous along the temporal axis when located
or mapped onto the learned manifold. Based on this observation, an adaptive
local fitting (ALF) technique is proposed, assuming temporal continuity and
temporal local linearity assumption, to correct unreasonable mappings, as well
as to smooth the outputs of RBF interpolation. Our ALF algorithm is composed
of two parts: 1) adaptive outlier correction; 2) locally linear fitting.

In adaptive outlier correction, estimates which are far away from those of
their S (an even number, e.g. S = 2s0) temporally nearest neighbor (S-TNN)
frames are defined as outliers. Let zt be the output of the RBF interpolator for
the t-th frame, and DS(t) be the distance between zt and the mean of its TNNs
{zt−k| − s0 ≤ k ≤ s0, k �= 0}:

DS(t) =

∥∥∥∥∥∥
zt − 1

S

s0∑

k=−s0,k �=0

zt−k

∥∥∥∥∥∥
, (4)

where ‖·‖ is the norm on the 2-D feature space.
For the t-th frame, we wait until the (t+s0)-th image (to obtain all S-TNNs)

for updating. We then calculate the relative difference RS(t) between DS(t) and
DS(t − 1) as:

RS(t) =
∣∣∣∣

DS(t)
DS(t − 1)

− 1
∣∣∣∣ . (5)

To check for outliers, we set a threshold R0. Different values of R0 can make
the system tolerant to different degrees of sudden change in the head pose. If
RS(t) ≥ R0, we deem point zt to be an outlier, and set zt = median(zt−s0 , · · · ,
zt−1, zt+1, · · · , zt+s0).

In locally linear fitting, we assume local linearity within a temporal window
of length L. We employed the technique suggested in [18] for linear fitting to
smooth the output of RBF interpolation.
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After the above process, the head pan angle can be easily estimated as

θt = tan−1(
zt2

zt1
). (6)

2.3 Entropy Classifier

Here we propose a simple method to detect FCFA behavior in a video sequence,
given the head pan angle estimated for each frame as in (6). The head pan angle
range of 0◦-360◦ is divided into Q equally spaced angular regions. Given a video
sequence of length N , a pan angle histogram with Q bins is calculated as

pi =
ni

N
, i = 1, 2, · · · , Q (7)

where ni is the number of pose angles which fall into the i-th bin. The head pose
entropy E of the sequence is then estimated as

E = −
Q∑

i=1

pilogpi. (8)

For focused attention, we expect that the entropy will be low, and become
high for FCFA behavior. Hence we can set a threshold on E to detect FCFA.

3 Experiments

In the first experiment, we tested the generalization ability of our person-indepen-
dent mapping function to determine head pan angles. To test our algorithm’s
ability to detect FCFA behavior, we performed a second experiment using new
video data exhibiting simulated FCFA and focused attention.

3.1 Data Description and Preprocessing

The data we used is composed of two parts: 1) Sequences used to investigate
person independent mapping to estimate pose angle (these sequences were also
used to train the system for FCFA detection); 2) Sequences exhibiting FCFA and
focused attention behavior. All image sequence data were obtained from fixed
video cameras. To simplify the problem, we set the camera to be approximately
level with the heads. As described in Section 2, the size of the head images is
normalized to n1 × n2 = 24 × 16 in preprocessing.

For parameter learning, we used 7 persons’ sequences, a subset of which is
shown in Fig. 1. The corresponding lengths of the 7x3=21 sequences are from
322 to 1462, totally 13832 frames in the sequences. One frontal face is labeled in
each sequences for the manifold embedding.

For use in classification and detection of FCFA behavior, we obtained 14 more
sequences, where six exhibited FCFA and eight exhibited focused attention. The
corresponding lengths of the 14 sequences are from 311 to 3368.
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3.2 Pose Estimation

To test our person-independent mapping method, we used leave-one-out cross-
validation (LOOCV). Fig. 7 shows the results of the person-independent map-
ping to estimate the head pan angle in each frame for the three sequences
corresponding to Fig. 1 where all 18 sequences of the other 6 persons’ were
used in parameter learning. The green lines correspond to the reference curve.
This is obtained by calculating the projection of the test sequence into the uni-
fied 2-D embedded space. The head pan angles on the reference curve are very
similar to what a human being perceives. This reference curve is for comparison
with the pan angles estimated from the person-independent RBF interpolation
system shown with red lines. It can be seen that the latter are very good approx-
imations to the reference curve. The values above the small head images are the
head pan angles of those images calculated from person-independent mapping.
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Fig. 7. LOOCV results of our person-independent mapping system to estimate head
pan angle where the sequences sampled in Fig. 1 were used as the testing data. The
pan angles can be corretly estimated within a normal range of the tilt angles. Green
lines correspond to the reference curve, while red lines show the pan angles estimated
by the person-independent mapping. The numbers above the images are the pan angles
estimated by our system. (The 3 sequences were tested separately because there was
no temporal continuity among these sequences).

We found that our proposed person-independent mapping system works well
even if the face displays small facial expressions. This is the case for one of the
people in our database, where he appears to be smiling.

3.3 Validation on FCFA and Focused Attention Data

After testing the framework for person-independent head pan angle mapping
system, we tested its use for detecting FCFA behavior. We processed every se-
quence in the person-independent mapping system to estimate the pan angle in
each frame and then calculated the pan angle entropy value E for that sequence
as described in Section 2.3. To visualize the pose angles in sequences of FCFA
and focused attention, we combined the estimated pose angle with temporal in-
formation to draw the trajectories as shown in Fig. 8 for one FCFA sequence
and in Fig. 9 for one focused attention sequence. Here the roughly circular tra-
jectory in Fig. 8 depicts the FCFA behavior of a person looking around, while
for focused attention when a person is looking roughly in two directions, the
trajectory in Fig. 9 depicts the situation quite well.
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Fig. 8. One trajectory of FCFA behavior
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Fig. 9. One trajectory of focused atten-
tion behavior

Table 2. The entropy value of head pose for the simulated sequences

Sequence 1 2 3 4 5 6 7 8

FCFA 3.07 3.00 3.31 3.24 3.18 2.72

Focused Attention 1.17 1.91 1.66 1.43 1.73 1.19 2.37 1.47
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Fig. 10. Trajectories for Sequence 6 of FCFA (left) and Sequence 7 of focused attention
(right)

Table 2 shows the corresponding value of E for the 14 sequences calculated
using Q = 36 angular bins. It can be seen that the entropy values of FCFA are
distinct from those of focused attention. By setting a threshold of E0 = 2.5, we
can detect FCFA behavior perfectly in the 14 sequences. However, for Sequence
6 of FCFA and Sequence 7 of focused attention (trajectories shown in Fig. 10),
the entropy values are near the threshold E0. As can be seen, for Sequence 6 of
FCFA, the range of the person’s head pan is over 180◦ but less than 360◦, while
for Sequence 7 of focused attention, the range is less than 180◦ but close to it.
Thus, we suggest that they are assigned to a new class between FCFA behavior
and focused attention behavior. To be noted that a small head change (nodding,
slight shaking) will be still recognized as focused behaviour, which is due to the
tolerance of the proposed method against the small tile and quantization of the
orientation in the entropy calculation.
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4 Discussion

Our method works on images acquired from an uncalibrated single camera and
can robustly estimate the head pan angle even when the person is totally or par-
tially turned back to the camera and within a normal range of the head tilt angle.
The data we used was acquired under different illuminations, in different rooms
and with different background (inhomogeneous), and the method was found
to be robust to these variations. The unified embedding using ISOMAP com-
bined with the nonlinear RBF mapping makes our method person-independent
regardless of whether the person is in our database. In addition, our system is
also robust to small facial expression changes, since the training data we used
to learn the non-linear mapping includes those where the person is smiling.

If the input data is well represented by the training data, the estimation
results will be quite accurate, such as the left and right figures in Fig. 7. However,
since our person-independent mapping system is based on an interpolative RBF
system, the results may degrade if the test images or sequences were not well
represented in the original training space.

As can be seen in the middle figure in Fig. 7, the LOOCV results are not as
good as the other two. The reason may be that the downward tilt of the faces
makes it difficult to extract it well in the segmentation stage so that it is not
accurately represented in our database. This we believe can be solved if a better
segmentation and head extraction algorithm is incorporated.

Here, we have assumed that the direction of visual attention is fully charac-
terized by the head pan angle and did not consider eye gaze. As the head images
we used in the experiment were relatively small and sometimes the eyes were not
clear, gaze detection was very difficult. Besides, in many cases, in order to look
at a big area, it is more convenient for people to change the head pose rather
than eye gaze, which motivated the development of the proposed method.

5 Conclusion

We have presented an attentive behavior detection system, where we used
ISOMAP to embed each individual’s high dimensional head image data into
a low dimensional (2-D) space. By ellipse fitting, and normalizing by rescaling,
rotating, and mirror imaging if needed, the individual embedded space is con-
verted to a unified embedded space for multiple people. A RBF interpolation
technique is used to find a person-independent mapping for new input head im-
age data into the unified embedding space, i.e. our feature space. For head image
sequences, we proposed an adaptive local fitting algorithm to remove outliers and
to smooth the output of RBF interpolation, which enhanced the robustness of
our system. The head pan angle estimate in each frame is then obtained by
a simple coordinate-angle converter. To detect FCFA behavior from video se-
quences, the entropy of the head pan angle estimates over the entire sequence
is used to classify the sequence as a FCFA or a focused attention behavior. The
experimental results showed that our method robustly estimate the head pan
angle even when the head is turned back to the camera and within a normal
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range of the head tilt angles. By setting a threshold on the entropy of head pan
angle, we can successfully detect FCFA behavior.

Future work includes extending our method to a system that can also work
with large facial expressions. Finding a 3-D embedding for both tilt and pan
angle of an individual is also a possible future work.
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