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Abstract. It has been pointed out by McMillan that modern satisfiability (SAT)
solvers have the ability to perform on-the-fly model abstraction when examining
it for the existence of paths satisfying certain conditions. The issue has therefore
been raised of whether explicit abstraction refinement schemes still have a role
to play in SAT-based model checking. Recent work by Gupta and Strichman has
addressed this issue for bounded model checking (BMC), while in this paper
we consider unbounded model checking based on interpolation. We show that
for passing properties abstraction refinement leads to proofs that often require
examination of shorter paths. On the other hand, there is significant overhead
involved in computing efficient abstractions. We describe the techniques we have
developed to minimize such overhead to the point that even for failing properties
the abstraction refinement scheme remains competitive.

1 Introduction

Model checking algorithms that employ propositional satisfiability (SAT) as basic deci-
sion procedure have enjoyed considerable success in the last few years. Bounded Model
Checking (BMC, [2]) can often find counterexamples to properties of models that are
too complex for other techniques. In BMC the problem of finding a trace violating a
linear-time property is formulated as the satisfiability of a formula derived from the
transition relation of the model, the initial state condition, and the property to be dis-
proved. The practical success of this approach is due in part to the great efficiency
achieved by today’s SAT solvers, and in part to the fact that storing a representation of
the set of reachable states of the model is not required.

Although theoretically complete for finite-state systems, the basic BMC algorithm
is not useful to prove properties (rather than refuting them). Auxiliary techniques have
been developed to provide termination conditions for true properties. The method of
[17] checks for simple paths of certain lengths that either start from initial states or
end in bad states. From the non-existence of such paths it is possible to deduce the
non-reachability of the bad states, and hence to prove an invariant. A criterion for all
linear-time properties also relying on simple paths was proposed in [1]; it is based on
representing the property as a Büchi automaton.

A different approach to proving termination is taken in [15], which relies on the no-
tion of Craig’s interpolant of an unsatisfiability proof. A properly chosen interpolant of
the proof that no counterexample of length L to an invariant exists can be interpreted as
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a set of states with two properties: It includes all states reachable in one transition from
the initial states; and it contains no state that can reach a state violating the invariant
in L − 1 transitions or less. This observation suggests an iterative procedure which, if
it converges without discovering any (possibly spurious) counterexample, guarantees
the unreachability of the bad states. The advantage of interpolation-based termination
check is that the paths to be encoded in the SAT instances are never longer than those
examined by the simple-path method and sometimes much shorter. Both approaches
turn bounded model checking algorithms into unbounded ones. There also exist SAT-
based algorithms that are not extensions of BMC (e.g., [14]) but so far they have proved
competitive only for a limited class of problems.

Abstraction refinement [10] is another technique that has greatly improved the ca-
pacity of model checkers. To prove a (universal) linear-time property, one starts with a
coarse abstraction that simulates the given model. If no counterexample is found in the
abstract model, the property is known to hold in the original, concrete system as well. If
a counterexample is found, which is not also a counterexample of the concrete model,
the abstraction is too coarse and is refined. Refinement may aim at removing the error
trace that was discovered [5], or all error traces of a certain length [16, 4, 20, 12].

Whether SAT-based model checking and abstraction refinement can be profitably
combined is an interesting question. It has been argued convincingly by McMillan
that modern SAT solvers effectively perform an on-the-fly abstraction of the model.
They can prove unsatisfiability of a formula without ever assigning values to many
of its variables. The heuristics used to choose decision variables indeed tend to iden-
tify a good subset of the variables and mostly work on them. With abstraction al-
ready taking place inside the SAT solver, it is not clear that abstraction outside the
solver would provide additional benefit. On the other hand, there may be significant
overhead in checking spurious counterexamples and computing the corresponding
refinements.

Gupta and Strichman [8] have addressed this issue for BMC, that is, for failing prop-
erties. They observed that SAT solvers may spend time on needless Boolean constraint
propagation and local conflicts if working directly on a large concrete model.

In this paper we look at the combination of abstraction refinement and interpolation-
based model checking. We show that termination test carried out on the abstract model
increases the ability to prove properties for large models by reducing the length of the
paths to be examined. This improvement depends on the model checker ability to keep
the abstract model small. Therefore, our algorithm invests considerable time in identify-
ing small refinements. This, however, adds a significant overhead in the case of failing
properties, for which the ability to prove termination sooner is immaterial. Therefore,
we present several techniques that we have devised to speed up the computation of re-
finements without compromising their quality. The resulting algorithm outperforms the
corresponding one without abstraction refinement for passing properties, while remain-
ing competitive for the failing ones.

The rest of the paper is organized as follows. Section 2 reviews background material.
Sections 3 and 4 present the abstraction refinement algorithm with termination check
based on interpolation. Experimental results are discussed in Sect. 5 and conclusions
are drawn in Sect. 6.
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2 Preliminaries

2.1 Open Systems and Safety Properties

Let V = {v1, . . . , vn} and W = {w1, . . . , wm} be sets of Boolean variables. We
designate by V ′ the set {v′1, . . . , v

′
n} consisting of the primed version of the elements

of V , and by V i the set {vi
1, . . . , v

i
n}. Likewise, W i = {wi

1, . . . , w
i
m}. An open system

is a 4-tuple 〈V, W, I, T 〉, where V is the set of (current) state variables, W is the set
of combinational variables, I(V ) is the initial state predicate, and T (V, W, V ′) is the
transition relation. The variables in V ′ are the next state variables. We assume that
T (V, W, V ′) is given by a circuit graph, that is, by a labeled graph C = (V ∪ W, E)
such that m ≥ n, node vi ∈ V is labeled by wi ∈ W , node wi ∈ W is labeled by
a Boolean formula Ti = wi ↔ δi(V, W ), (wi, vi) ∈ E for i ∈ {1, . . . , n}, and, for
x ∈ V ∪ W , wi ∈ W , (x, wi) ∈ E iff x appears in δi. The transition relation is then
defined by:

T (V, W, V ′) =
∧

1≤i≤n

(v′i ↔ wi) ∧
∧

1≤i≤m

Ti(W, V ) . (1)

In this paper, we use a form of circuit graph known as And-Inverter Graph [9] from the
only types of gates allowed in it. AIGs can be manipulated efficiently.

An open system Ω defines a labeled transition structure in the usual way, with states
QΩ corresponding to the valuations of the variables in V , and transition labels corre-
sponding to the valuations of the variables in W . Conversely, a set of states S ⊆ QΩ

corresponds to a predicate S(V ) or S(V ′). Predicate S(V ) (S(V ′)) is the characteristic
function of S expressed in terms of the current (next) state variables. State q ∈ QΩ is
an initial state if it satisfies I(V ). State set S ⊆ QΩ is reachable from state set S′ in k
steps if there is a path of length k in the labeled transition structure defined by Ω that
connects some state in S′ to some state in S; equivalently if

S′(V 0) ∧
∧

1≤i≤k

T (V i−1, W i, V i) ∧ S(V k) (2)

is satisfiable. State set S is reachable from S′ if there exists k ∈ N such that S is
reachable in k steps from S′. A state set is reachable (in k steps) if it is reachable (in
k steps) from I . A sequence of states ρ ∈ Q∗

Ω (∈ Qω
Ω) is a run of Ω if the first state is

initial, and every other state is reachable from its predecessor in one step.
An invariant is a property that states that a certain predicate holds of all reachable

states of Ω. Let P be the set of states that satisfy that predicate. We identify the property
with the set of states that satisfy it. Hence, property P is satisfied by Ω if there is no
k ∈ N such that

I(V 0) ∧
∧

1≤i≤k

T (V i−1, W i, V i) ∧ ¬P (V k) (3)

is satisfiable. This approach extends to all safety properties. (See, for instance, [12].)
The search for a k such that (3) is satisfiable can obviously be restricted to the range

{0, . . . , |QΩ|−1}. Hence, in theory, the process is guaranteed to terminate. In practice,
the number of states is too large to be of any practical use, and tighter upper bounds for
k are sought [17, 15].
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2.2 Abstraction Refinement

Open system Ω̂ = 〈V̂ , Ŵ , Î, T̂ 〉 is an abstraction of Ω if

– V̂ ⊆ V ;
– Ŵ = Ŵ1 ∪ (V \ V̂ );
– Ŵ1 ⊆ W such that vi ∈ V̂ implies wi ∈ Ŵ1;
– Î(V̂ ) = ∃(V \ V̂ ) . I(V );
– T̂ (V̂ , Ŵ , V̂ ′) = ∃(W \ Ŵ ) . ∃(V ′ \ V̂ ′) . T (V, W, V ′).

(Note that wi is the combinational variable associated to v′i). This definition entails that
every run of Ω has a matching run in Ω̂. Property P̂ is the abstraction of property P
with respect to Ω̂ if P̂ (V̂ ) = ∀(V \ V̂ ) . P (V ). If Ω̂ satisfies (or models) P̂ , then Ω

satisfies P . That is, Ω̂ |= P̂ → Ω |= P . This preservation result is the basis for the
following abstraction refinement approach to the verification of P . One starts with a
coarse abstraction Ω̂0 of the concrete open system Ω and checks whether Ω̂0 |= P̂0. If
that is the case, then Ω |= P ; otherwise, there exists a least k′ ∈ N such that

Î(V̂ 0) ∧
∧

1≤i≤k′

T (V̂ i−1, Ŵ i, V̂ i) ∧ ¬P̂ (V̂ k′
) (4)

is satisfiable. The satisfying assignments to (4) are the shortest-length abstract coun-
terexamples (ACEs). If Ω̂0 �|= P̂0 one or more ACEs are checked for concretization.
That is, one checks whether (3) has solutions that agree with the ACE(s) being checked.
Because of the additional constraints provided by the ACEs, a concretization test is of-
ten less expensive that the satisfiability check of (3). However, its failure only indicates
that the abstract error traces are spurious. Therefore, if the concretization test fails, one
chooses a refined abstraction Ω̂1 and repeats the process, until one of these cases occurs.

1. Ω̂i |= P̂i for some i, in which case Ω |= P is inferred.
2. The concretization test passes for some i, in which case it is concluded that Ω �|= P

and the satisfying assignment to (3) found is returned as counterexample to P .
3. The refinement eventually produces Ω̂i = Ω. In this final case, the satisfiability

check of (4) answers the model checking question conclusively.

The cone of influence (COI), or direct support, of a property is the union of the
COIs (direct supports) of all the variables mentioned in the predicate P that defines the
property. COI reduction refers to the abstraction in which V̂ is the COI of the property.
It is commonly applied before any model checking is attempted, because it satisfies

Ω̂ |= P̂ ↔ Ω |= P. (5)

2.3 Satisfiability Solvers, Proofs of Unsatisfiability, and Interpolants

The Davis-Putnam-Logemann-Loveland (DPLL) procedure is the basic algorithm for
most modern SAT solvers, which add conflict-driven learning and non-chronological
backtracking [18] to the basic branching and backtracking approach.
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Conflict-driven learning is an important feature of many modern SAT solvers, which
is normally based on conflict clause recording. Whenever SAT solvers detect a con-
flicting assignment to a formula f (one that causes f to evaluate to false), they conjoin
a conflict clause to f . The clause is generated by analyzing the so-called implication
graph, which shows which decisions and clauses are responsible for the conflict. The
new clause prevents the solver from attempting the same assignment again. It may also
exclude from future consideration other parts of the search space that can be inferred to
contain no satisfying assignments.

The clauses that make up the edges of an implication graph can be used to explain
the conflict clause deduced from it. Keeping track of the explanations of conflict clauses
results in the ability to identify an unsatisfiable core (or unsatisfiability proof) [7, 21]
of the given formula when it is indeed unsatisfiable. This can be done by recursively
replacing conflict clauses with those that produced them, the resolvent of which is ex-
actly the conflict clause. The process starts from the final empty clause (final unsolvable
conflict) and terminates when only clauses of the original formula are left.

When the check for existence of counterexamples of a certain length fails, the un-
satisfiable core produced by the SAT solver can be used to guide the refinement of the
abstract model. AROSAT [11] is a specialized SAT solver that tries to find an unsatisfi-
ability proof that relies on a small number of state variables of the model, so as to speed
up the computation of a minimal refinement.

From the proof of unsatisfiability it is also possible to extract interpolants, that is,
formulae that summarize part of the proof, while depending only on a specified set of
variables [15]. Interpolants can be computed in time linear in the size of the resolution
tree associated with the unsatisfiability proof.

3 Algorithm

Our algorithm is called IPAR because it combines interpolation and abstraction refine-
ment. The pseudocode of our main procedure is shown in Fig. 1. The input to the algo-
rithm is an open system Ω = 〈V, W, I, T 〉 whose transition relation T is specified by
a circuit graph C = (V ∪ W, E), and a predicate P (V ) describing a set of accepting
states. The return value is TRUE if the property passes, FALSE otherwise.

Initially, an abstract model Ω̂ is computed by collecting in V̂ only the state variables
that appear in P (V ); hence, P̂ = P throughout. Then the procedure of GETREFINE-
MENTFROMREFPREDICT is applied to get probable future refinement and add it to Ω̂.
After the initial abstract model is created, the algorithm progressively increases L from
its initial value 0 until either a counterexample of length L is found in the concrete sys-
tem Ω, or it is concluded that no counterexample exists in the current abstract model
Ω̂. For each abstract model, the procedure CHECKINTERPOLATION is invoked to de-
tect the existence of counterexamples as well as prove absence of counterexamples by
detecting convergence of the interpolants, which is similar to what is described in [15],
with the differences that 1) the constraint due to the property is added only to the last
timeframe, 2) each time the length is increased, its new value is the sum of the previous
length and the number of iterations in the previous termination check minus one [13].

CHECKINTERPOLATION returns two parameters. The first is CEXFOUND; if it is
FALSE, there is no counterexample of any length in the abstract model, and the prop-
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boolean IPAR(Ω,P, C) {
1 L = 0;
2 Ω̂ = CREATEINITIALABSTRACTION(Ω,P );
3 refinement = GETREFINEMENTFROMREFPREDICT(Ω,Ω̂);
4 Ω̂ = ADDREFTOABSMODEL(Ω̂, refinement);
5 while (Ω̂ �= Ω) {
6 (CEXFOUND,L) = CHECKINTERPOLATION(Ω̂,P ,L)
7 if (¬ CEXFOUND)
8 return TRUE;
9 Ω̃ = ADDLAYER(Ω̃, Ω, C);
10 while (EXISTCEX(Ω̃,P ,L)) {
11 if (Ω̃ == Ω)
12 return FALSE;
13 else
14 Ω̃ = ADDLAYER(Ω̃, Ω, C);
15 }
16 Ω̂ = GENERATENEWABSTRACTION(Ω̂,Ω̃,P ,L);
17 L = L + 1;
18 }
19 (CEXFOUND,L) = CHECKINTERPOLATION(Ω̂,P ,L);
20 return ¬ CEXFOUND;
21 }

Fig. 1. The IPAR algorithm

erty is true of the concrete model. Otherwise, an abstract counterexample has been
found, and we should try to find a corresponding real counterexample. The other pa-
rameter is L; if CEXFOUND is TRUE, there is no counterexample of length < L, but at
least one counterexample of length L in the abstract model. If CHECKINTERPOLATION

fails to prove termination, we try to find a sufficient model—one that has no coun-
terexample up to length L—by incrementally adding, with ADDLAYER, latches to the
current abstract model one layer at the time, until we either find a sufficient model or a
real counterexample. Function EXISTCEX decides whether a counterexample exists by
calling the SAT solver. Lines 9–15 in Fig. 1 implement a procedure called incremen-
tal concretization; more details can be found in [12]. Line 16 shows that if a sufficient
model is found, a refinement is computed and added to the abstract model; the detailed
pseudocode is shown in Fig. 2. Once a new abstract model is generated, we increase
the length L by one and iterate. The abstract model may eventually equal the concrete
model; in this case we just apply the interpolation algorithm to the concrete model, as
shown in Lines 19–20.

The pseudocode of GENERATENEWABSTRACTION is shown in Fig. 2. It takes four
input parameters—concrete model Ω, abstract model Ω̂, property P , current checking
length L—and returns a new abstract model. In this procedure, first a compact unsat-
isfiability proof is generated in procedure GENERATEUNSATPROOFFROMIAROSAT
by utilizing IAROSAT (see Sect. 3.1); then bridge abstraction is applied to extract a
sufficient refinement candidate set which, if added to Ω̂, would kill all abstract coun-
terexamples of length up to L. All latch variables (variables corresponding to some
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model GENERATENEWABSTRACTION(Ω, Ω̂,P ,L) {
Ψ = GENERATEUNSATPROOFFROMIAROSAT(Ω,P ,L);
ζ = GENERATESUFFISETBYBRIDGEABS(Ω, Ω̂, Ψ );
RCArray = COMPUTERELATIVECORRELATIONARRAY(ζ,Ω,Ω̂);
refinement = UNSATPROOFGUIDEDRM(Ω̂,RCArray);
Ω̂ = ADDREFTOABSMODEL(Ω̂, refinement);
refinement = GETREFINEMENTFROMREFPREDICT(Ω,Ω̂);
Ω̂ = ADDREFTOABSMODEL(Ω̂, refinement);
return Ω̂

}

Fig. 2. The refinement algorithm

latch in the AIG) in the unsatisfiability proof would guarantee a sufficient set; however,
too many latch variables in the proof may lead to too many refinement candidates and a
time-consuming refinement minimization procedure. Oftentimes, some latch variables
can be eliminated without affecting unsatisfiability. If we define the latch-bridge-pair
for a latch to be the pair of the present and the next state variables of a latch for the same
time frame, we can claim that a latch can be eliminated without damaging the unsatis-
fiability of the formula if none of its latch-bridge-pairs appears in the proof [11]. So if
we pick all latches that have at least one latch-bridge-pair in the unsatisfiability proof,
we can build a sufficient set. Since each such latch works like a bridge for propagating
the implications, we call this kind of abstraction extraction bridge abstraction.

After refinement candidates are generated, to keep the abstract model compact af-
ter refining, we use the structural guidance provided by relative correlation [12] to
order the candidates for the unsatisfiability proof-guided refinement procedure, UN-
SATPROOFGUIDEDRM, the result of which is a minimal refinement set (see Sect. 3.2).
This refinement will be added to the current abstract model to obtain a new abstrac-
tion. Then a refinement prediction procedure, GETREFINEMENTFROMREFPREDICT,
described in Sect. 3.3, is applied to it to generate another refinement. The final new ab-
stract model, which will be returned to the main procedure, will be obtained by adding
the second refinement to the abstract model.

In the abstraction refinement approach, if abstract models become close to concrete
models, due to the inner abstraction refinement mechanism of SAT solver, we may not
gain much by using abstraction refinement even after various techniques like IAROSAT,
URM and RP—descibed in the sequel—have been used. So, at each length, we calcu-
late what percentage the abstract model is in the concrete model. If it is larger than a
threshold, we switch to flat model checking. We call this simple, yet effective technique
abstraction switching.

3.1 Improved AROSAT

Given a circuit C, let V be a set of variables of C, and {V1, V2, . . . , Vn} a partition
of V . Then V1, V2, . . . , Vn are called layers of C. AROSAT [12] is a SAT algorithm
designed especially for the abstraction and refinement approach, to generate unsat-
isfiability proofs that use latch variables corresponding to fewer different latches. In
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AROSAT, layered constraints are enforced on the choice of decision variables and on
implication propagation to make sure only necessary latch variables are involved in
the SAT search. AROSAT normally obtains much better unsatisfiability proof than an
ordinary SAT solver, however, the speed of AROSAT is much slower, 5 times slower
according to [11]. Here we propose an improved version of the old AROSAT which is
called IAROSAT. Compared to AROSAT, IAROSAT has the following features:

In AROSAT, only latch variables are divided into different layers and given higher
priority to be selected as decision variables than other variables. This causes the de-
cision variables to be just latch variables in most cases. In [6] the observation was
made that the choice of branching variables should be very dynamic. Accordingly, in
IAROSAT, instead of concentrating only on latch variables for decision variable selec-
tion, we divide the whole variable space into different layers, and all variables in the
same layer have the same priority. We first form clusters of latches according to the
latch order with respect to their relative correlation values. We then start from latches
in higher priority clusters, cluster by cluster, to do cone-of-influence search. We gener-
ate the layers by collecting all variables which are in the direct cone-of-influence, DCOI
for short, of latches in a certain cluster but not in the DCOI of any latch in any higher
priority clusters, as the corresponding layer.

In AROSAT, latch variables are divided into different layers and implications can be
propagated beyond the border of a certain layer if and only if all variables in higher
priority layer have all been assigned. Hence, we have the following lemma:

Lemma 1. In AROSAT, if a variable in Layer i has been assigned a value, the sub-SAT
instance formed by collecting the clauses containing only variables belonging to the
i − 1 highest priority layers is satisfiable.

From Lemma 1, we see that once a variable has been assigned, keeping layers at higher
priority separate is meaningless because unless some variables outside these layers are
involved, there is no way that we can get an unsatisfiability proof. So, in IAROSAT,
if any layer is involved in the SAT searching process, we just merge this layer with
all the layers with higher priority. In IAROSAT, to gain more speed, score decay is
allowed, but only within each layer to guarantee the different priorities of layers. From
our experiments, the speed of IAROSAT is only 2.8 times slower than a conventional
SAT solver while AROSAT is 5 times slower.

3.2 Unsatisfiability Proof-Guided Refinement Minimization (URM)

In PureSAT [12], refinement minimization is an important technique to guarantee the
final refinement is minimal so that the cumulative abstract models do not grow too
quickly. However, even after we apply IAROSAT, the refinement candidates generated
directly from unsatisfiability proofs may still be numerous, which results in a time-
consuming refinement minimization procedure.

Here we propose an unsatisfiability proof-guided refinement minimization procedure
which works as follows: After the refinement candidates are generated, they are given
to the refinement minimization engine to be tested one by one. During each test, an un-
satisfiability proof is generated. Since we are trying to find a small set of latches, which,
when added to the old abstraction, can form a new abstraction without any current coun-
terexamples, any untested latches that do not appear in the current unsatisfiability proof
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can be eliminated from the candidate list. In this way, one test may eliminate multiple
candidates.

3.3 Refinement Prediction (RP)

The refinement minimization engine is only responsible for finding a sufficient set to
kill all counterexamples up to the current length without any concern about future re-
finements. Such an approach guarantees a minimal refinement. However, some latches
which are also eliminated would prevent spurious abstract counterexamples and de-
crease the number of refinement iterations.

Here we propose a refinement prediction approach that utilizes current available in-
formation. The criteria we use for judging whether a latch is a good candidate for future
refinements are the following:

1. Including this latch into the current abstract model will not add too much burden to
the model checking engine.

2. This latch is closely related to the current abstraction.

For the first criterion, since we only add all the gates in the DCOI of a latch into
our abstract model once we include this latch into the current abstraction, we tend to
add those latches such that most gates of their direct cones are already in the current
abstraction. For the second criterion, we have two assumptions: 1) If most gates in
the DCOI of a latch are in the current abstraction, then this latch is closely related to
current abstract model. 2) If we take the current abstraction as core and do a DFS and
we only consider latches, then a latch with a smaller DFS level is more closely related
to the current abstract model than a latch with a larger DFS level. Considering all these
criteria and assumptions, we regard a latch as a future refinement and add it to current
abstraction if most gates in its DCOI are already in the current abstraction and it has a
very small DFS level.

4 Implementation

4.1 AIG-Based Implementation

Our implementation is based on AIG, which is a Boolean circuit containing only AND
gates and inverters. To reuse the AIG nodes previously built as much as possible, when
we unfold the AIG, we directly build it for the whole concrete model. Then, for each
abstraction, we mark all the nodes which are in the current abstract model, and only
these nodes marked are involved in the SAT solving process.

If the SAT instance turns out to be unsatisfiable and an interpolant needs to be gener-
ated, a resolution graph is then created, the leaves of which are CNF clauses translated
from AIG nodes, and the root of which is the empty clause. The interpolant is then
computed based on this resolution graph.

4.2 Elimination of Pseudo-global Variables

In the interpolation-based model checking algorithm [15], the model checking problem
is first translated into a SAT instance in the form of CNF clauses, and then all clauses are
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Fig. 3. Elimination of pseudo-global variables

divided into disjoint subset {C1, C2}, which corresponds to placing a cut in the original
circuit. A variable is a global variable if it appears in both subsets; otherwise, it is a
local variable. Only global variables can appear in interpolants. If an interpolant is to
be an overapproximation of the reachable states, the global variables are normally latch
variables. However, if interpolants are computed on abstract models, we may introduce
pseudo-global variables, PGV for short.

Figure 3 illustrates this problem. In the figure, A and B are two latches. In the con-
crete model, a is a global variable since it appears in both clauses of (¬c ∨ a) and
(¬c ∨ b), which belong to C1 and C2, respectively. However, if we assume A is in the
abstract model while B is not, then a is treated as a pseudo-input, that is, all the logic
feeding latch B is eliminated. After this abstraction, a remains a global variable be-
cause it still appears in C1 and C2, which means that a may appear in the computed
interpolant, while an expression in terms of only visible latch variables is desired here.

There may be various ways to deal with this problem. In this paper, we use a method
called variable-splitting, which works as follows: Before the SAT instance is sent to
the SAT solver, a preprocessing step finds all the possible PGVs, and splits each of
them into two variables; one is connected to the nodes of Ci, the other is connected to
the nodes of Ci+1. After the preprocessing step, only visible latch variables are global
variables. A postprocessing step for recovering those PGVs is also utilized after the
interpolant is generated.

5 Experimental Results

To evaluate the efficiency of our algorithm, we compared different algorithms on 21 test
cases using models from both industry and the VIS verification benchmarks
[3, 19]. Thirteen of the properties fail; the other 8 pass. In the following tables, fail-
ing examples are shown on top, and both kinds of examples are sorted by increasing
number of latches in the concrete model. A line is used to separate the two kinds of
examples. All the experiments were run under Linux on an IBM IntelliStation with a
1.7 GHz Intel Pentium 4 CPU and 2 GB of RAM.

Table 1 shows the comparison among five algorithms: 1) the algorithm of [12],
named PureSAT, 2) the PureSAT+AROSAT algorithm [11], named AROSAT, 3) our
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Table 1. Experimental results

model size Fail/ PureSAT AROSAT AigIP IP IPAR
Pass time len. time len. time len. time len. time len.

D14-p1 96 F 486 14 824 14 158 14 36 14 31 14
28-batch 108 F 443 14 3723 14 155 14 51 14 36 14
03-batch 119 F 300 32 736 32 157 32 72 32 97 32

bj-2 122 F 88 17 201 17 54 17 65 17 40 17
18-batch 133 F 2148 23 TO (21) 1391 23 571 23 426 23
06-batch 140 F 1936 31 TO (29) 1935 31 257 31 218 31
04-batch 252 F 72 24 96 24 36 24 25 24 22 24
D5-p1 319 F 51 31 32 31 15 31 27 31 14 31

D18-p1 506 F MO (22) 1185 23 154 23 64 23 63 23
D20-p1 562 F MO (9) 3154 14 848 14 20 14 82 14

24-batch-3 701 F MO (21) TO (12) 6447 24 2425 24 1956 24
24-batch-1 766 F MO (20) TO (12) 5435 24 1133 24 2179 24
24-batch-2 766 F MO (21) TO (12) 6874 24 1760 24 2786 24

bj-3 122 P TO (48) TO (49) TO (16-14) 7352 13-14 507 6-10
bj-4 122 P TO (37) TO (52) 242 7-8 TO (25-2) 578 7-12

02-batch-2 140 P TO (109) TO (86) 6.7 7-19 1.2 4-12 6.8 7-19
02-batch-1 141 P MO (111) TO (84) 133 24-24 993 66-18 134 24-24
25-batch 218 P 7 9 20 9 3.8 6-4 1.2 4-4 3.1 5-3
motoro 222 P 2100 14 1219 14 39 4-3 70 3-6 45 4-3
IU-p1 4494 P MO (69) TO (19) 664 24-17 TO (35-6) 2136 72-8
IU-p2 4494 P 780 11 868 11 192 8-8 73 3-6 92 2-5

basic algorithm which combines together interpolation, abstraction by localization re-
duction, and refinement based on unsatisfiability proof and bridge abstraction, named
AigIP, 4) the flat interpolation algorithm of [15], named IP, and 5) our final algorithm,
which is built on top of AigIP by adding various techniques described in Sect. 3, called
IPAR. A comparison to PureSAT and AROSAT shows that our baseline algorithm,
AigIP, is competitive, and that our implementation of interpolation is efficient.

In Table 1, the first column gives the names of models, the second column shows
the size of each model in terms of latches in the COI of the property. The third column
tells whether the property of the model is passing or failing. In this and the following
tables, MO means memory out, and TO means time out where the time limit is set to
12000 s. Columns 4–13 indicate the results for the five algorithms. For each algorithm,
the left column is the total time, and the right one is the termination length: for a fail-
ing property, it is the length of the shortest counterexample; for a passing property, it
is the length at which the property is proved. For a passing property, in PureSAT and
AROSAT, the termination length is the longest simple path +1 [17], while for AigIP,
IP, and IPAR, the first number is the length on termination, the second number is the
number of iterations at the length on termination. For example, for IU-p1, IPAR termi-
nated at the 8th iteration of length 72. Since we increase the current checking length by
L = L+ iterations −1, it is fair to think of termination length as the sum of length on
termination and the number of iterations for this length. In this and the following tables,
a number in parentheses indicates the length at which the run was aborted due to insuffi-
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cient resources. From Table 1, if we compare PureSAT, AROSAT vs. IPAR, we see that
we got a substantial improvement over our starting point, which is due to two factors:
one is interpolation is more efficient than simple path checking in terms of termination
length and computational cost, the other is that various techniques we developed, which
are described in Sect. 3, prove to be very efficient in the abstraction refinement proce-
dure. If we compare IP and IPAR, we can see that for true properties, IPAR wins most
of the time, especially in large examples. For some passing examples, like IU-p2, even
though IPAR loses because of the overhead, it still wins if we consider the termination
length. For false properties, IPAR is a bit better, but generally, comparable to IP. Hence,
we can conclude that abstraction helps to shorten termination length.

Comparison of AigIP and IP shows that the former is significantly faster for passing
properties, but correspondingly slower for failing properties. Table 2 shows that the
problem is due to excessive time spent in refinement. The improvements brought by
the various techniques described in Sect. 3 (except for abstraction switching) are also
shown in Table 2, which compares the algorithms AigIP and IPAR3. Algorithm IPAR
is not used here because the information on refinement in algorithm IPAR may not
be accurate enough due to abstraction switching. Columns 4–6 and 7–9 represent data
from algorithms AigIP and IPAR3, respectively. In each algorithm, we collect the data
for refinement time, total time, and the percentage of total time spent for refinement.
From this table, we can see that the techniques in Sect. 3 drastically decrease refinement

Table 2. Impact of refinement computation on CPU time

Model Size F/P AigIP IPAR3
Ref. Total Perc. Ref. Total Perc.

D14-p1 96 14 128 158 81 29 54 54
28-batch 108 14 121 155 78 27 60 45
03-batch 119 32 106 157 68 42 142 30

bj-2 122 17 6 54 11 4 53 8
18-batch 133 23 920 1391 66 558 1432 39
06-batch 140 31 1643 1935 85 376 547 69
04-batch 252 24 20 36 56 8 21 38
D5-p1 319 31 4 15 27 3 13 23

D18-p1 506 23 120 154 78 93 128 73
D20-p1 562 14 760 848 90 736 814 90

24-batch-3 701 24 4930 6447 76 1380 2964 47
24-batch-1 766 24 4741 5435 87 1375 2198 63
24-batch-2 766 24 4455 6874 65 2038 2901 70

bj-3 122 P 58 >12000 <0.5 49 504 10
bj-4 122 P 109 242 45 47 180 26

02-batch-2 140 P 0.17 6.7 3 0.1 6.8 1
02-batch-1 141 P 0.16 133 0.1 0.16 48 0.3
25-batch 218 P 1.15 3.8 30 0.5 3 17
motoro 222 P 12 39 31 17 44 38
IU-p1 4494 P 101 664 15 452 2127 21
IU-p2 4494 P 11 192 6 0 92 0
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Table 3. Impact of different speedup techniques

model size F/P AigIP IPAR1 IPAR2 IPAR3 IPAR
D14-p1 96 14 158 133 118 54 31
28-batch 108 14 155 96 99 60 36
03-batch 119 32 157 168 144 142 97

bj-2 122 17 54 40 38 53 40
18-batch 133 23 1391 1272 1057 1432 426
06-batch 140 31 1935 658 535 547 218
04-batch 252 24 36 18 19 21 22
D5-p1 319 31 15 13 13 13 14
D18-p1 506 23 154 126 127 128 63
D20-p1 562 14 848 803 582 814 82

24-batch-3 701 24 6447 5793 5312 2964 1956
24-batch-1 766 24 5435 2046 1921 2198 2179
24-batch-2 766 24 6874 4123 3954 2901 2786

bj-3 122 P TO 502 498 504 507
bj-4 122 P 242 575 545 180 578

02-batch-2 140 P 6.7 3.4 3.4 6.8 6.8
02-batch-1 141 P 133 132 132 48 134
25-batch 218 P 3.8 2.5 2.6 3.1 3.1
motoro 222 P 39 46 42 44 45
IU-p1 4494 P 664 2232 2212 2127 2136
IU-p2 4494 P 192 128 128 92 92

time for failing properties. Even for examples like 24-batch-2, in which the percentage
of refinement time increases, we still get a much smaller absolute refinement time.
However, for passing properties, we don’t see much improvement, and even occasional
deterioration. The reasons are two: First, most time for passing properties is spent on
convergence checking instead of refinement, while techniques we described in Sect. 3
are mainly designed to tackle the problem of time-consuming refinement. Second, the
termination lengths for passing properties are not very stable.

A detailed examination of different techniques we described in Sect. 3 is shown in
Table 3, which compares five variants of the IPAR algorithm. The basic one is AigIP in
Table 1, the other four algorithms are formed by adding techniques one at the time: 1)
IAROSAT gives IPAR1, 2) Unsatisfiability proof based refinement minimization gives
IPAR2, 3) Refinement prediction results in IPAR3, and 4) Abstraction switching, which
finally gives IPAR. Columns 4–8 show the results for these algorithms, respectively. For
failing properties, a clear trend of improvements can be seen over these five algorithms
from this table. For passing properties, we don’t gain much because of the same reasons
as we pointed out in the discussion for Table 2.

6 Conclusions

We have presented an abstraction refinement algorithm for model checking that uses
interpolants to prove termination. Experimental results show that, in most cases, ab-
straction helps prove termination for passing properties. The challenge of combining
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the two techniques lies in the overhead associated with the computation of refinement,
which incurs a significant overhead for failing properties. We have therefore developed
a set of techniques designed to speed up refinement to the point that the new algorithm is
competitive for failing properties, while retaining its advantage for passing properties.
Our results support the conclusion that, in spite of the abstraction implicitly performed
by a modern SAT solver, there is benefit in applying an explicit abstraction refinement
scheme.
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