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Abstract. Composite web services can be orchestrated in a decentral-
ized manner by breaking down the original service specification into a set
of partitions and executing them on a distributed infrastructure. The in-
frastructure consists of multiple service engines communicating with each
other over asynchronous messaging. Decentralized orchestration yields
performance benefits by exploiting concurrency and reducing the data
on the network. Further, decentralized orchestration may be necessary
to orchestrate certain composite web services due to privacy and data
flow constraints. However, decentralized orchestration also results in ad-
ditional complexity due to absence of a centralized global state, and
overlapping or different life cycles of the various partitions. This makes
handling of faults arising from composite service partitions or from the
failure of component web services, a challenging task.

In this paper we propose a mechanism for handling faults in decen-
tralized orchestration of composite web services. The mechanism includes
a strategy for placement of fault handlers and compensation handlers,
and schemes for fault propagation and fault recovery. The mechanism
is designed to maintain the semantics of the original specification while
ensuring minimal overheads.

1 Introduction

A composite web service is created by aggregating the functionality of existing
web services (which act as its components) and can be specified using XML based
languages like BPEL4WS [1], WSIPL [9], WSCI [3], etc. Typically, a composite
service is orchestrated by an orchestrator node in a centralized manner. The or-
chestrator node receives the client requests, invokes the component web services
and makes the required data transformations as per the service specification. We
refer to this mode of execution as centralized orchestration. In this mode, all
data is transferred between the various components via the orchestrator node
instead of being transferred directly from the point of generation to the point of
consumption. This leads to unnecessary traffic on the network resulting in poor
scalability and performance degradation at high loads. Furthermore, centralized
orchestration may not be feasible in scenarios where component web services
place constraints on access to the data they provide or on the source from which
they can accept data.
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We have been investigating decentralized orchestration in our prior work
[6,7,15,16] in order to overcome the above mentioned limitations imposed by
centralized orchestration. In decentralized orchestration [15], the composite
web service specification is analyzed for data and control dependencies, and
broken down into a semantically-equivalent set of partitions known as topology.
The partitions execute independently without any centralized control and inter-
act with each other directly by transferring data using asynchronous messaging.
Our decentralization algorithm [15] reduces the data on the network by sending
it directly from its point of generation to point of consumption.

The benefits of decentralization come with the added complexity of the system
as decentralization involves partitions which execute independently and interact
with each other directly using asynchronous messaging. The global state of the
original composite service is now distributed across different partitions. A fault
occurring in one partition does not get noticed by other partitions or the client
issuing the request. Fault propagation (even in absence of fault recovery) be-
comes essential so that - a) a fault occurring in one partition does not lead to
any other partition waiting indefinitely for an input from the erroneous parti-
tion , and b) a client issuing a request is notified about the fault occurring in a
partition. Absence of fault propagation in decentralized orchestration will lead
to degradation of system performance with increasing load as resources get held
up. This is hardly an issue in centralized orchestration as faults are generated
locally on the centralized node and the client can be notified easily. Fault re-
covery, on the other hand, is required in order to correct the effects of partial
changes to the state of the system and restore the system to an error free state.

A mechanism for fault handling, has to be designed such that it does not
degrade the system performance under normal execution and at the same time
be as efficient as possible in case of a fault. However, designing such a mechanism
for decentralized orchestration is non trivial because of the following challenges:

– In contrast to centralized orchestration, there is no centralized global state
as different partitions execute on different nodes.

– When a composite service specification is partitioned, the fault and com-
pensation handlers have to be placed appropriately amongst the partitions
in order to maintain correct semantics of the original service specification.
Furthermore, the partitions need to be augmented with additional code to
correctly forward and handle faults.

– Composite service languages such as BPEL4WS define “scope” activity to
associate fault handlers and compensation handlers with a fault handling
and recovery context. However, in decentralized orchestration, a single scope
might get partitioned across various partitions and the partitioned scopes
might execute at different times and have either overlapping or different life-
cycles. No single context exists that can store the data of already completed
scopes which is needed to compensate them while recovering from a fault.

In this paper we propose a mechanism for handling faults in decentralized
orchestration of composite web services.The mechanism includes a strategy for
placement of fault and compensation handlers and schemes for fault propagation
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and fault recovery. The mechanism is designed to maintain the semantics of the
original service specification while ensuring minimal overheads.

2 Background and Related Work

Lot of work has been done in the area of fault handling in distributed systems.
Two types of approaches have been proposed for fault recovery - backward error
recovery and forward error recovery [14]. Forward error recovery is based on the
use of redundant data that repairs the system by analyzing the detected fault
and putting the system into a correct state. In contrast, backward error recov-
ery returns the system to a previous (presumed to be) fault-free state without
requiring detailed knowledge of the faults.

Various fault handling models for flat and nested workflow transaction hier-
archies have also been proposed in literature [8,18]. BPEL4WS uses a fault
handling model that supports nested transactions and allows inner transac-
tions (or sub-transactions) to make their results visible externally (referred to
as open nested transactions [18]). In this paper we adhere to the fault han-
dling model used by BPEL4WS and propose mechanisms that help conforming
to the BPEL4WS fault handling model during decentralized orchestration of
BPEL4WS composite services.

Application partitioning systems (JOrchestra [17], Coign [11], etc) that re-
place local method calls by remote method calls make use of various forms of
forward or backward error recovery scheme as the control for the application
remains centralized and there exists a single context in which faults are handled.

Various workflow systems (including systems that employ workflow partition-
ing) relied heavily on backward error recovery, (although forward error recovery
can also be used here) as most of the underlying resources were usually under
the control of a single domain. These are specified using proprietary languages
and usually do not handle nested scopes [10,13].

Fault recovery becomes a little more complex for composite web services as
component web services may be distributed across different autonomous do-
mains. Transactions (which fall under backward error recovery mechanisms),
which have been successfully used in providing fault tolerance to distributed
systems, are not suited in such cases because of following reasons:

– Management of transactions that span across web services deployed on dif-
ferent domains requires cooperation among the transactional systems of in-
dividual domains. These transactional systems may not be compliant with
each other.

– Locking resources until the termination of the embedding transaction is in
general not appropriate for such web services, still due to their autonomy,
and also to the fact that they potentially have a large number of concurrent
clients that will not stand extensive delays.

Forward error recovery is extensively used in composite web services in order
to handle errors. For instance, BPEL4WS provides support for fault handling
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to recover from expected as well as unexpected faults, and compensation to
“undo” already committed steps by providing user defined fault handler and
compensation handler constructs. Apart from the compensation handlers in
BPEL4WS, lot of other efforts are also underway for providing transactional
support for composite web services (BTP [2], and WS Transaction [4]). Other
related work includes Web Service Composition Action (WSCA) [12]. WSCA is
an extension of the Coordinated Atomic Action (CA Action) for web services,
and is used for handling concurrent exceptions.

Decentralized orchestration of composite web services further complicates
fault handling as discussed earlier. In addition to augmenting the existing for-
ward error recovery mechanisms, additional fault propagation and data collection
schemes are needed. Not much work has been done in this area.

3 Proposed Fault Handling Mechanism

As discussed in section 2, forward error recovery mechanisms are used for com-
posite web services. The proposed mechanism is also based on the same. It is de-
signed to maintain the semantics of original centralized specification and handles
only those faults which are handled either explicitly or implicitly in the original
centralized specification. The overall mechanism is based on correct partitioning
of the input service specification, such that the fault handlers and compensation
handlers are placed appropriately amongst the different partitions, and on aug-
menting the partitions with additional code that aids in fault propagation, data
collection and fault recovery. The fault handling mechanism consists of three
runtime phases when a fault occurs. The first phase ensures the propagation of
a fault to a partition where its corresponding fault handler resides. The second
phase consists of collecting the data, that is needed to initiate fault recovery,
from different partitions. The third phase consists of handling the fault in the
appropriate fault handler and initiating forward recovery by invoking compen-
sation handlers of already completed inner scope(s). These phases are described
in detail in the following subsections with the help of BPEL4WS constructs.

3.1 Placement of Fault Handlers and Compensation Handlers

BPEL4WS specification defines “scope” activities to associate fault handlers
and compensation handlers with a fault handling and recovery context . Every
BPEL4WS process has an implicit scope of its own. An explicit “scope” activity
or an implicit scope can consist of many activities, each of which could itself be
a “scope” activity, thereby resulting in nested scopes. Since, any activity may
generate a fault, the control may flow from any activity to the fault handlers.
Further, a fault handler may completely handle the fault or may re-throw it to
the outer scope. If a fault handler handles a fault, the execution in the outer scope
resumes normally. However, any scope, whose associated fault handler has been
invoked, is not considered to be completed normally and compensation is not
enabled for it and can not be called on it from an outer scope. Compensation is
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Fig. 1. Partitioning of scope and placement of fault and compensation handlers

enabled only for those scopes that have completed normally and a compensation
handler is always invoked from a fault handler or a compensation handler of the
outer scope.

In decentralized orchestration, activities inside a scope may get arbitrarily
partitioned and thus placement of fault and compensation handlers requires
special attention. The overall decentralization algorithm presented in [15] works
as follows. In the proposed solution, the decentralization algorithm partitions a
scope in such a manner that the start and end of each scope reside in the same
partition (which is referred to as the root partition of that scope) and the rest
of the activities of the scope are placed as per the algorithm described in [15].
We anchor the fault handlers and compensation handlers to the end of scope
(refer figure 1). This means that the fault handlers and compensation handlers
for a scope always reside in the root partition of that scope. Theoretically, the
end of each scope can reside on a partition that is the last partition in the
control flow of a particular scope. Thus, the start and end can reside on different
partitions. The end of the scope partition will then host the fault handlers and
compensation handlers according to the scheme given in this paper. However,
this will require creation of a logical “scope” that is different from the physical
“scope” activity in BPEL4WS. Furthermore, state information will have to be
transferred from the start of scope partition to the end of scope partition. To
avoid this complexity, the start and end of each scope are placed together. In
case of conditional activities like while and switch, the root partition is the
partition that contains the condition itself.
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The algorithm given in [15] has been modified to ensure that the fault han-
dlers and the compensation handlers are anchored to the root partition of a
scope. We prepare the Control Flow Graph (CFG) preserving the fault handlers
and compensation handler. A fault handler may have various Catch blocks for
handling different faults and a CatchAll block for handling any fault. A control
flow edge is added from every activity to the first activity under CatchAll since
control can flow from any activity to the fault handlers. For all the other fault
handlers, a separate control flow edge is added from all those activities which can
throw the fault handled by this handler to the first activity of the handler. Simi-
larly, a control flow edge is added from the last activity of the scope to the start
activity of the compensation handler because as per BPEL4WS specification,
the compensation handler, if invoked, will see a frozen snapshot of all variables,
as they were when the scope being compensated was completed. After that we
run the Reaching Definitions algorithm [5] to generate all the data flow edges
to discover data dependencies between activities and corresponding activities of
the fault and compensation handlers. These data flow edges are used to deter-
mine what data needs to be propagated to the root partition during the data
collection phase, which is subsequently used during fault handling and recovery.

The data flow edges getting in or out of the fault handlers and compensation
handler are marked as fault edges as these are different from the normal data
flow edges between activities of the scope. Before we construct the Control De-
pendent Graph (CDG) we cut the sub-trees corresponding to fault handlers and
compensation handler from their scopes. After this the Merge algorithm (given
in [15]) runs on the modified CDG in the normal fashion, ignoring the fault data
flow edges. Since, the sub-trees corresponding to fault handlers and compensa-
tion handler are absent from the CDG given to Merge algorithm, the algorithm
will not create partitions for the activities of these handlers. After creating all the
partitions, these handlers are added to the their respective scopes during code
generation, thereby ensuring that the fault handlers and compensation handlers
reside in the root partition.

3.2 Fault Propagation

Since a fault may occur in any partition and the corresponding fault handler
resides in the root partition, the fault needs to be propagated to the root parti-
tion. A partition forwards a fault, that has either occurred within that partition
or it has been received from another partition as part of the fault propaga-
tion scheme, to one of the following partitions (at the same level in PDG [15]),
whichever comes first, in the control flow path

– Root partition of the given scope: All the fault handlers and compensation
handlers associated with a scope reside in the root partition of the given
scope (shown in figure 1) and all faults occurring within a scope are eventu-
ally routed to the root partition (shown in figure 2).

– Next join partition (a partition having more than one incoming links): If
there is a join partition (shown in figure 2) in between the given partition
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Fig. 2. Fault Propagation Scheme

and the root partition, then the fault is sent to the join partition because
a join partition expects input messages from all the incoming links (which
execute in parallel legs) and it will continue to wait forever for a message from
the leg in which a fault has occurred in one of the partitions. To prevent this
condition, the fault is sent to the join partition. The join partition, in turn,
upon receiving all the incoming messages (including the fault), forwards the
fault to the next partition as per the fault propagation algorithm.

– Next fork partition (a partition having more than one outgoing links): If
there is a fork partition (shown in figure 2) in between the given partition and
the root partition, then the fault is passed to the fork partition which then
forwards the fault on all the outgoing links according to the fault propagation
algorithm. A fork partition results in more than one outgoing links and these
links may join at some other partition (which becomes a join partition) in
the control flow. This join partition will expect an input message from all its
incoming links, some of which are the outgoing links of the fork partition.
Therefore a fork partition needs to forward a fault on all its outgoing links.

During code generation, all partitions except root partition of the process
scope, are inserted with additional fault handlers (shown as inserted fault han-
dler in figure 2) that help in fault propagation. These fault handlers are inserted
in the outermost scope (which is there implicitly as all partitions consist of a
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BPEL4WS process activity and a process has an implicit scope of its own)
of each partition. One handler (a BPEL4WS Catch clause) is inserted for each
type of fault handled in the original specification. If the original specification
does not have a CatchAll fault handler, one such handler is inserted to catch
other unknown faults which may be generated and need to be propagated to
the root of the scope. These fault handlers pack the fault name and fault data
associated with the handler and forward it. The fault handlers then wait for a
control message to forward data (a snapshot of BPEL4WS variables) required
for fault recovery. The receive activities in all partitions, to which a fault can
be propagated (i.e., root partitions of all scopes, fork partitions and join parti-
tions), are replaced by pick activities during code generation. A pick activity
allows reception of one of n possible incoming messages. Out of these n possible
incoming messages, one is an actual input message and the rest n-1 incoming
messages correspond to the n-1 fault messages which a partition can receive
due to n-1 types of faults handled in that scope in the original specification.
In order to receive these n possible messages, a new operation is added to the
same port type (which existed for the actual incoming message) as part of a
new OnMessage activity inside pick, for each of the n possible messages. Upon
receiving a fault message, a partition throws a fault (representing the input fault
message), which is then caught by the inserted fault handlers in the inserted im-
plicit scope in case of fork partitions and join partitions, which then propagate
the fault according to the fault propagation scheme. In case of a root partition
the fault is caught and handled by the actual fault handlers associated with the
given scope. If a fault handler re-throws a fault, it is automatically caught by the
inserted fault handler that is associated with the implicit outer scope of the par-
tition in which the inner scope resides. The inserted fault handler is augmented
with code to propagate the fault to the root partition of the outer scope using
the fault propagation scheme explained above.

3.3 Data Collection

The second phase of the proposed mechanism consists of collecting the data
that is required to recover from a fault. All partitions that complete successfully,
wait for a control message. If the composite service completes successfully, the
root partition of the top level scope(i.e., the client facing partition) sends a
NormalComplete control message along the path traversed by request. All the
partitions exit normally on the receipt of this message. In case of a fault, the fault
handler of the root partition of the scope in which the fault occurred, sends a
DataCollection control message to its next partition(s) according to the control
flow (see figure 3). The message flows along the path traversed by the request till
it reaches the partition where the fault occurred. From there, it flows along the
path traversed by the fault (as per the fault propagation scheme). Each partition
upon receiving the DataCollection control message, appends its variables i.e., the
data to the payload of the message as a message part. The data that needs to
be appended is determined using the modified decentralization algorithm given
in section 3.1. The root partitions of all the scopes except the top level scope for
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Fig. 3. Flow of control messages in case of a fault

the composite service, now enter a state where they wait for a Compensation or
NoCompensation control message from their outer scope.

In implementation, a set of extra activities are added at the end of each parti-
tion. This includes a pick to receive either a DataCollection or a NormalCompl-
ete control message from previous partitions, a set of assign activities to pack
the data to be sent for fault handling and compensation and a set of invoke(s)
to send the control messages to next partitions in the control flow path. A similar
set of activities are also added at the end of the inserted fault handlers (associ-
ated with the inserted implicit scope) in all the partitions. The only difference
is that instead of a pick, a receive activity is added as it will never receive a
NormalComplete control message and can receive only DataCollection control
message, as a fault has already occurred in that scope.

3.4 Fault Recovery

Once the fault is propagated to the root partition of a scope, the corresponding
fault handler, if provided, is triggered. If no fault handler is provided, default
semantics are provided by the BPEL4WS engine hosting the root partition. The
data collected during the second phase is used by the root partition for recovering
from faults in its scope or faults thrown by its inner scopes. The fault handler
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associated with the root partition first executes the activities that are specified
in the original specification to handle the given fault.

Normally completed scopes may need to be compensated, if a fault occurs in
the outer scope or if the outer scope is being compensated. If a fault or compen-
sation handler is provided in the original service specification that consists of ex-
plicit compensate activities targeted at inner scopes, then these compensate ac-
tivities are replaced with invoke(s) that send a Compensation control message
to the root partitions of all such inner scopes. For all other inner scopes (which
don’t serve as targets for any explicit compensate activity), a NoCompensation
control message is sent to their root partitions. If there is no fault handler or com-
pensation handler provided in the original service specification, a Compensation
message is sent to the root partitions of all the inner scopes in the reverse order
of their occurrence. This is shown in figure 3, where the outer scope - Scope A,
has two inner scopes - Scope B and Scope C, that execute in parallel. Scope B
finishes successfully, while a fault occurs in Scope C, which is first propagated
to the root partition of Scope C. The root partition of Scope C initiates a data
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collection phase for its scope and then throws the fault to the outer scope - Scope
A, as there is no matching fault handler in Scope C. Scope A then initiates the
data collection phase for Scope B and Scope C and once the data collection
finishes, it compensates Scope B.

The Compensation (or the NoCompensation) control message is received by
the root partition of inner scopes (refer figure 3). During decentralization, an
additional fault handler is inserted in the top level implicit scope of each root
partition, since compensation handler can be invoked only from a fault handler
or a compensation handler of the immediately outer scope. When the root par-
tition receives the Compensation message, it throws a specific “Compensation”
fault which is caught by this inserted fault handler. This fault handler simply in-
vokes the compensation handler of the inner scope by using explicit compensate
activity as shown in figure 3.

Partitions containing while or switch blocks require further attention. The
switch block maintains information about the case that was chosen, so that
same leg is chosen for data collection and compensation phases. A while block
can result in a number of iterations each leading to an instance of all the parti-
tions that are part of that block. This raises issues related to the timing of data
collection and fault recovery. We are working on augmenting our scheme with
all these considerations for while loops.

All the code required for the mechanism is automatically generated by the
decentralization tool, so that developer of the original composite service specifi-
cation is not burdened with its complexity. The flowchart for the overall fault
handling mechanism is shown in figure 4.

4 An Example Scenario

In this section we explain the proposed fault handling mechanism with the help
of an example. To highlight all the important aspects of the scheme we created a
composite service specification which includes a switch, an inner scope and few
fork and join points. There are a total of 22 invokes, a switch in the outer scope,
and an inner scope. The arrangement of various activities in the BPEL4WS
code leads to a decentralized topology that helps us in explaining the scheme in
its full generality. We exclude the input BPEL4WS specification due to space
constraints.

4.1 Fault Propagation

The fault propagation scheme is shown in action for the example scenario in
figure 5. Four different requests resulting in four faults originating at different
partitions are shown in the figure.

In the first request, fault F1 occurs in P17, which then forwards it to the next
join partition P13. Partitions P18 (and the inner scope) and P19 are skipped
and do not get instantiated. The other leg forked at P12 proceeds as usual
and reaches the join partition P13. After receiving the two messages (the fault
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Fig. 5. Fault propagation in an example decentralized topology

message from P17 and a normal input message from P21), partition P13 sends
the fault to the end of the scope, P10. Remaining partitions after P13 in the
control flow are skipped and do not get instantiated for this request.

In the second request, fault F2 occurs in the inner scope at fork partition P5.
P5 sends two fault messages to the next join partition P6, one for each outgoing
leg. Partition P6 then sends the fault to the root partition of the inner scope,
P18, where it is handled. Partitions P7, P8, and P9 of the inner scope are not
instantiated for this particular request.

In the third request, fault F3 occurs in partition P21 which forwards it to the
next join partition P13. The other leg forked at P12 including the inner scope
completes normally. After receiving the two messages,(the fault message from
P21 and a normal input message from P19), partition P13 sends the fault to
the root partition the scope, P10. Remaining partitions in the control flow after
P13 are skipped for this particular request.

In the fourth request, fault F4 occurs inside the switch block in the outer
scope at P1, is sent to the root partition of the switch block P14, and is forwarded
to the root partition of the outer scope, P10. Partitions P2, P3, and P15 are
not instantiated for this particular request. The partitions preceding the switch
block in control flow, get completed before the fault occurs and may need to be
compensated by the compensation handlers present in the outer scope.

4.2 Data Collection

We demonstrate data collection phase for the second request which results in
fault F2, occurring inside the inner scope and for the fourth request which results
in fault F4, occurring inside the switch block, as explained above.

For the second request, the fault F2 reaches the root partition of the inner
scope P18, which then sends the DataCollection control message to first par-
tition (P4) in the control flow. The message then travels along the control flow
path till partition P5 where the fault occurred. After that it follows the fault
propagation path. On receiving the message, each partition appends its variables
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i.e., the data that are required for executing the fault handlers and compensa-
tion handlers, to the payload of the message as a message part, and forward the
message to the next partition and exit. The collected data finally reaches the
root partition, P18 which invokes the fault handler for this scope.

For the fourth request, the fault F4, reaches the root partition P10 of the
outer scope, which then sends the DataCollection control message to its first
partition (P11) in the control flow. The message then travels along the normal
control flow covering all partitions which were instantiated (all partitions except
P2, P3, and P15) during the course of execution of this particular request. These
partitions wait for the data collection message. On receiving the control message,
each partition appends its variables i.e., the data that are required for executing
the fault handlers and compensation handlers, to the payload of the message as
a message part, and forwards the message to the next partition and exits. When
the root partition of the inner scope, P18, gets the DataCollection message, it
collects the variables that are local to the inner scope as well as those belonging to
the outer scope. The variables local to the inner scope are stored at P18 and those
belonging to the outer scope are appended to the DataCollection message,
which is then forwarded to partition P19. The collected data finally reaches the
root partition of the outer scope P10. All the partitions except the root partition
of inner scope P18 exit after forwarding the data collection message.

4.3 Fault Recovery

The third phase of the scheme consists of execution of the activities inside a
fault handler for a given scope in which a fault has occurred and compensating
completed inner scopes. It makes use of the data collected during the second
phase. For fault F2, the root partition of the scope P18 executes the fault
handlers and the fault is not re–thrown to the outer scope.

For fault F4, the completed inner scope (root partition P18) needs to be
compensated while executing the fault handler associated with the root partition
of the outer scope - P10. The root partition P10 sends a Compensation control
message to partition P18 which executes the compensation handlers for the inner
scope using the data collected during the second phase and exits.

5 Conclusions

In this paper we have proposed a mechanism for handling faults in decentral-
ized orchestration of composite web services. We adhere to the fault handling
model used by BPEL4WS which employs forward error recovery (through com-
pensation) and supports open nested transactions. The mechanism is designed to
maintain the semantics of the original service specification while ensuring mini-
mal overheads. We have implemented the fault propagation part of our scheme
in the decentralization tool that we have developed and are currently working
on the implementation of the rest of the scheme. We did not touch upon per-
formance or complexity analysis of the proposed mechanism in this paper and
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plan to investigate it in the near future. The fault management scheme proposed
in this paper is centralized as fault handlers and compensation handlers for a
scope reside in the root partition. This has been done to keep the scheme simple
as the complexities associated with a decentralized fault management scheme
might not be worth its benefits. We are going to further explore decentralized
fault management in near future.
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