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Abstract. In the Data Grid environment, the primary goal of data replication is
to shorten the data access time that is experienced by the job and reduce the job
turnaround time as a consequence. After introducing a Data Grid architecture that
supports efficient data access for the Grid job, two dynamic data replication al-
gorithms are put forward. Combined with different Grid scheduling heuristics,
the performances of the data replication algorithms are evaluated with various
simulations. The simulation results demonstrate that the dynamic replication al-
gorithms can reduce the job turnaround time remarkably. Especially the combi-
nation of Shortest Turnaround Time (STT) scheduling heuristic and Centralized
Dynamic Replication (CDR) algorithm exhibits prominent performance in di-
verse conditions of workload and system environment.

1 Introduction

The Grid resources, including computing facility, data storage and network bandwidth,
are consumed by the jobs. For each incoming job, the Grid scheduler decides where
to run the job based on the job requirements and the system status. In data-intensive
computing, the locations of the data required by the job impact the Grid scheduling
decision and performance greatly. Creating data replicas can reroute the data requests
to certain replica servers and offer remarkably higher access speed than a single server.
At the same time, the replicas provide more choices for the Grid scheduler to achieve
better performance from the perspective of the job.

In this paper, a Data Grid architecture supporting efficient data replication and job
scheduling is introduced. Both a centralized and a distributed dynamic data replication
algorithms are put forward. The dynamic replication algorithms take into consideration
the changes of the Grid environments and automatically creates new replicas for the
popular data files. Three Grid scheduling heuristics are proposed and they work in an
online scenario where the job submission is unknown in advance. In order to evaluate
the performance of the scheduling heuristics combined with different replication algo-
rithms, a Data Grid simulator called XDRepSim is developed. Various simulations are
carried out with different system configurations and job workloads.

2 Related Work

Several recent studies have taken into account both job scheduling and data replication
in the Data Grid. Ranganathan and Foster [1] modelled the External Scheduler that
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assigns the job to a specific computing site, and the Data Scheduler that runs at each
site and dynamically creates replicas for popular data files. Various combinations of
scheduling and replication strategies are evaluated with simulations. Their results show
that data locality is an important factor when scheduling jobs. The simple scheduling
policy of always assigning jobs to the sites that contain the required data works very
well if the popular datasets are replicated dynamically. Takefusa et al. [2] also report
similar conclusions using the Grid Datafarm architecture and the Bricks Grid simulator.

Another closely related work of [3] uses the Data Grid simulator OptorSim for
studying scheduling and replication strategies. The simulated Grid architecture is simi-
lar to [1] in that a global Resource Broker schedules the jobs to the computing site and
a Replica Optimiser in each site performs local replica optimization. For every data ac-
cess required by the locally running job, the Replica Optimiser will determine whether
the data should be replicated to local storage and which old replicas should be removed
if there is not enough space. Their studied dynamic replication strategies are evolved
from traditional cache replacement methods. The economic replication strategies are
put forward and they attempt to improve the profits brought by the replicas and de-
crease the cost of data management at the same time. The simulation results show that
the scheduling strategy considering both the file access cost of the job and the work-
load of computing resources produces the shortest mean job execution time, and the
economic replication strategies can improve the Grid performance greatly.

3 System Model

The Data Grid architecture supporting data replication and job scheduling is shown in
Fig. 1. The Data Grid consists of a set of domains, and each domain contains a replica
server and many computing sites. The replica server provides storages for the replicas,
and the computing site offers computational resources for the jobs. A computing site
or a replica server is generally called a node. All nodes in a domain are served by
a LAN, and the domains are interconnected by WAN. Some isolated replica servers
might exist in the Data Grid to improve remote data access performance, and each of
them constructs a domain by itself.

If a computing site and a replica server are in the same domain, then the replica
server is defined as the computing site’s Primary Replica Server (PRS) and all other
replica servers are the computing site’s Secondary Replica Servers (SRS). In the system,
there are one or more Grid schedulers that assign jobs to the computing sites based on
particular strategies. Before the job runs in a computing site, the required input data
should be loaded into the local storage in advance. If the required data is not in the
computing site’s data cache, the site will send the data access request to its PRS, which
will search the data replicas in the system and select the one that provides the highest
available bandwidth to the computing site. The selected replica will be transferred to
the computing site.

In the real world, if there is no replica server in a domain, above architecture can
still be applied by placing a dummy replica server in the domain. The storage size of
the dummy replica server is zero so that no replicas will be created in the server. All
data requests from the computing site in the domain will be forwarded to the suitable
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Fig. 1. System architecture.

SRS. On the other hand, if a domain contains multiple replica servers physically, we
can regard them together acting as a single PRS, which aggregates the capabilities of
these replica servers.

Let W be the set of domains in the Data Grid. For each domain w ∈ W , the set
of computing sites located in w is denoted by CS(w) and the replica server in w is
denoted by RS(w). For a computing site i, its computing capability is Ci.

In distributed and parallel systems, the widely used performance metrics for the
job scheduling include turnaround time, throughput and utilization. Feitelson et al. [4]
claim that turnaround time is the main metric for the open online system with end-
less arrival of jobs. However, system utilization and throughput are only suitable for
closed systems, in which every job is re-submitted to the system when it terminates.
Turnaround time measures how long a job takes from its submission to completion. The
geometric mean of turnaround time is defined as GMTT = (

∏
k∈K TTk)

1
|K| , where

K is the set of jobs in the concerned scenario and |K| is the number of jobs, and it is
chosen by this research as the performance metric. The geometric mean equally con-
siders the performance improvement of any job [5], so it can evaluate the scheduling
performance more objectively than the arithmetic mean.

4 Dynamic Data Replication

The replication mechanism determines which file should be replicated, when to create
new replicas, and where the new replicas should be placed. The dynamic replication
algorithm breaks the time into sessions. At the beginning of each session, the replication
algorithm is invoked to adjust the replica placement based on the placement in the
previous session. The replica servers will be filled with replicas in long run and some
replicas must be evicted to make room for new ones. In this research, LRU is applied
for replica replacement with the constraint that only the replicas created in previous
sessions can be evicted from the replica servers.

It is believed that the popular data in the past phase will remain popular in the short
future. Thus, the dynamic data replication algorithms discussed in the paper find out
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the popular data by analyzing the data access history. Let FID be the abbreviation
for File ID, and NOA for Number Of Accesses. The history table is in the format of
〈FID, NOA〉, which indicates that the file of FID has been accessed for NOA times.
The field of FID is the primary key for the history table. For each record h in history H ,
let FID(h) denote its corresponding file ID, and NOA(h) be the number of accesses.

According to the replication infrastructure, the algorithms are classified into the
centralized and distributed ones. In addition to looking for popular data files, the cen-
tralized replication algorithm needs to determine the replica placement.

4.1 Centralized Algorithm

In the centralized dynamic data replication infrastructure, there is a replication master
running in the system. Every PRS collects the records of data accesses that are initiated
by the computing sites in its domain. When it is time to replicate data, all PRSs send
collected histories to the replication master. The master aggregates the histories and
summarizes the values of NOA for the same FID. The aggregation results are stored
in the history table H , which is maintained by the master. Each record h in H indicates
that data file FID(h) has been access for NOA(h) times for the whole system since
last replication session.

The centralized dynamic data replication algorithm is invoked by the replication
master, which will command the replica servers to carry out the replication. The algo-
rithm is shown as follows:

1. Compute the average number of accesses NOA = 1
|H|

∑
h∈H NOA(h), where |H | is the

number of of records in H (also the number of data files that has been requested).
2. Remove the history records whose NOA values are less than NOA. Sort the rest history

records based on the field of NOA in descending order. Let l be the last record in H , and
denote MNOA = NOA(l).

3. While H is not empty, do:
(a) Pop the first record h off H .
(b) Invoke the replica placement method to create a replica for FID(h).
(c) Update record h and let NOA(h)← NOA(h)−MNOA. If NOA(h) > MNOA,

then re-insert record h into H according to the descending order of NOA field.

The average number of accesses NOA is used as the threshold to distinguish the popu-
lar data files, and only the files that have been accessed more than NOA times will be
replicated. The replica placement method is introduced in following.

Replica Placement. The computing sites with higher CPU speed can finish more jobs
in a given duration. Meanwhile, they access data files more frequently. The computing
capability of domain w can be defined as Cw =

∑
i∈CS(w) Ci, and the computing

capability of all domains is CW =
∑

w∈W Cw. We can assume that the data request
rate from domain w is proportional to its computing capability. Let θ be the factor that
measures the proportional relationship between the computing capability and the data
request rate for any domain, then the data request rate from domain w can be denoted
by Q(w) = θ · Cw. Let Probf be the request probability for data f , then the request
rate from domain w for data f can be denoted by Q(w, f) = Probf ·Q(w).
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In the system, every computing site always accesses the replica that offers the high-
est bandwidth. All computing sites in the same domain should have the equivalent band-
width to a specified replica server. Let Bw,j be the bandwidth capacity from any node
in domain w to replica server j. Let Rf be the set of replica servers that contain the
replicas or the original copy of data f . The bandwidth capacity for any node in domain
w to access data f can be defined as AB(w, f) = maxj∈Rf

Bw,j . The size of data f
is denoted by Sizef . The average response time of all requests for data f in the system
can be defined as:

AvgRespT ime(f) =

∑
w∈W

Q(w,f)·Sizef

AB(w,f)
∑

w∈W Q(w, f)
=

Sizef

CW
·

∑

w∈W

Cw

maxj∈Rf
Bw,j

.

As Sizef

CW
is constant, we only need to consider

∑
w∈W

Cw

maxj∈Rf
Bw,j

to get the mini-

mum average response time for data f .
Let Rf be the set of servers that contain the replicas created in the current replica-

tion session or the original copy of data f . To create one more replica for data file f ,
the replica placement method will evaluate every candidate replica server x, which has
enough storages and x /∈ Rf . Attempt to let x be the choice of replica server and calcu-
late the value of Y (f, x) =

∑
w∈W

Cw

maxj∈Rf ∪x Bw,j
. Pick replica server x̂ that achieves

the minimum of function Y to be the location of the new replica for data f . If server x̂
has stored replica f that is created in a previous session, just stamp the replica’s creation
time as the current replication session, so that it will be treated as a newly created one.
Otherwise, transfer data f to server x̂ from a replica server that stores f and offers the
highest available bandwidth. LetRf ←Rf ∪ x̂.

4.2 Distributed Algorithm

In the distributed dynamic data replication infrastructure, for every data access request
from a computing site, the PRS records the request into its history. The histories will
be exchanged among all replica servers. Every replica server aggregates NOA over all
domains for the same data file and creates the overall data access history of the system.
At intervals, each replica server will use the replication algorithm to analyze the history
and determine data replications. The distributed dynamic data replication algorithm is
shown as follows:

1. Compute the average number of data accesses NOA and let threshold = NOA+δ, where
δ ≥ 0. Remove the history records whose NOA is less than threshold. Sort the rest of the
history records based on the field of NOA in descending order.

2. For each record h in the history according to the order, try to create a replica of FID(h) to
local replica server till the storages are used up.

3. Clean the history of data access.

The increment δ is used for avoiding excessive data replications that will cause
heavy network contention, and it can be chosen depending on how much we are willing
to compromise on the quality of replication.

Hereafter the centralized and distributed dynamic replication algorithms are referred
as CDR and DDR respectively for short.
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5 Grid Scheduling

For any incoming job, the Grid scheduler analyzes the system situations, communi-
cates with the low-level local schedulers and decides which resources should be used
for the job. On behalf of the end-users, the Grid scheduler submits the jobs to the local
schedulers. The policy of First-Come-First-Serve (FCFS) is adopted by the local sched-
ulers in this research. To optimize the local scheduling, jobs are allowed to move ahead
provided they do not delay the first job in the queue.

We assume that the jobs are of moldable, i.e. jobs can run with multiple partition
sizes. Each job is scheduled to a single computing site, and it runs on all processors in
the site. The jobs are independent and every job requires a single input data file to pro-
cess. For each job submission, the user needs to estimate the computational cost. The
job’s computational cost is the execution time when it runs on a benchmark computer,
and it is also called the benchmark execution time. Let BTk be the user estimated com-
putational cost and f(k) be the input data file for job k. The Grid scheduling heuristics
studied in this paper are of online mode.

5.1 Shortest Turnaround Time

For each incoming job, the Shortest Turnaround Time (STT) heuristic estimates the
job’s turnaround time on every computing site, and it chooses the site that provides the
shortest turnaround time. The estimated turnaround time of job k running in computing
site i is denoted by TTk,i = max{QT (i), DT (f(k), i)}+ ETk,i, where QT (i) is the
queuing time, DT (f(k), i) is the data transfer time, and ETk,i is the job execution time.

Assume that every job in the queue executes immediately when the prior one ter-
minates, then the new job queuing time in site i can be approximated as QT (i) =∑

job∈Queue(i) BTjob

Ci
, where Queue(i) is the set of jobs already in the queue of site i.

If job k’s input data file f(k) is in computing site i’s data cache, then DT (f(k), i) =
0. Otherwise, let Rf(k) be the set of replica servers that have data file f(k), and BW (i, j)
be the available bandwidth between computing site i and replica server j. The data file
downloading time can be estimated as DT (f(k), i) = Sizef(k)

maxj∈Rf(k) BW (i,j) .

Let the benchmark computer’s computing capability be normalized as one, then
the execution time for job k running in computing site i can be estimated as ETk,i =
BTk/Ci. Hence, TTk,i is figured out.

5.2 Least Relative Load

The relative load of computing site i is defined as RLi = NumOfJobs(i)+1
Ci

, where
NumOfJobs(i) is the number of jobs in computing site i at the moment, including
the running and queuing jobs. The Least Relative Load (LRL) heuristic assigns the new
job to the computing site that has the least relative load.

5.3 Data Present

The Data Present (DP) heuristic is an extension of JobDataPresent in [1], and it takes
the data location as the major factor when assigning the job. According to different
situations of the data file required by the job, DP works in following approaches:
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1. If there are a number of computing sites having the data in their caches, then assign the job
to the one with the least relative load among these sites.

2. Else if there are non-isolated replica servers having the data replicas, then assign the job to
the computing site that is in the same domain as one of these replica servers and has the least
relative load.

3. Else, all replicas of the data file must be in the isolated replica servers. Assign the job to the
least relative load computing site in the system. In this situation, DP works the same as LRL.

6 Performance Result

In order to evaluate the performances of the dynamic replication algorithms and the
Grid scheduling heuristics, a Data Grid simulator named XDRepSim is developed. With
XDRepSim, users can easily create a Data Grid with the desired parameters of system
environment and job workload. Under the same conditions of the Data Grid, various
dynamic replication algorithms and Grid scheduling heuristics can be chosen and com-
bined for performance evaluation.

There are 25 domains in the simulated Data Grid and each domain has a replica
server. 200 computing sites are scattered randomly to 20 domains. Thus, there are five
isolated replica servers. Let U(x, y, ∆) be a number sampled from the uniform distri-
bution with a range from x to y, and the sampling granularity is ∆. The computing ca-
pability of each computing site is U(1, 20, 1). There are 10,000 data files in the system,
and each file is in the size U(500MB, 5GB, 100MB). The primary copy of each data
file is randomly stored in a replica server. The data file popularity changes in epochs
and it follows Zipf-like distribution [6] with α = 1.0 in each epoch. Network band-
width sharing behaviors are modelled. The bandwidth capacity between any two nodes
is U(10, 100, 10)Mbps if they are in the same domain. Otherwise, the bandwidth ca-
pacity is U(1, 10, 1)Mbps. The outbound bandwidth limitation of every replica server
is 200Mbps. The relative capacity of all replica servers is defined as r = S/D, where S
is the sum of storage sizes of all replica servers and D is the sum of sizes of all data files
in the Data Grid. In each simulation, the relative capacity of all replica servers is given.
Then, each replica server is assigned with a specific size of storage in accordance with
the computing capability of the domain in which the replica server is located. There are
100,000 jobs in the workload for every simulation. Job arrivals follow Poisson distribu-
tion, and a new job arrives every 10 seconds on average. The actual computational cost
ta of each job is U(30sec, 10hour, 1sec). The estimated computational cost te of the job
may be different from ta [7]. The estimation error of the job computational cost is de-
fined as e = |te−ta|

ta
, and the average estimation error for a workload is the mean value

of estimation errors for all jobs. Appendix A presents the detailed simulation methods.
In order to demonstrate the advantages of the system architecture in which every

domain has a replica server, the method without any data replication is studied. We
refer this method as NoR shortly. To illustrate the performances of the dynamic replica-
tion algorithms, the static replication method is also studied. As the data file popularity
changes with time, it is impossible to deduce an optimal static replication method with-
out knowing the data access pattern in advance. Therefore, the Random Static Replica-
tion (RSR) policy is applied. Before each simulation is started, the data files are repli-
cated to the servers randomly till all available storages are used up. We then evaluate
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the performances of RSR, CDR and DDR under the same environment. For RSR, all
replicas created in the initialization step will not be changed and no new replicas will
be created during the whole simulation term. On the contrary, the dynamic replica-
tion algorithms will alter the replication status with different strategies after the unified
placement.

With four replication methods of NoR, RSR, CDR and DDR, and three scheduling
heuristics of STT, LRL and DP, there are a total of twelve method combinations to
evaluate. For each combination, we call it policy. The performance results of geometric
mean of turnaround time (GMTT) for different policies are shown in Fig. 2(a), where
the relative capacity of all replica servers is 50% and the average estimation error of the
workload is 2.0.

STT LRL DP
0

0.5

1

1.5

2

2.5

3

x 10
4

G
eo

m
et

ric
 M

ea
n 

of
 T

ur
na

ro
un

d 
T

im
e 

(s
ec

)

Grid scheduling heuristic

NoR
RSR
DDR
CDR

(a) Average estimation error is 2.0.

STT LRL DP
0

0.5

1

1.5

2

2.5

3

x 10
4

G
eo

m
et

ric
 M

ea
n 

of
 T

ur
na

ro
un

d 
T

im
e 

(s
ec

)

Grid scheduling heuristic

NoR
RSR
DDR
CDR

(b) Average estimation error is 0.

Fig. 2. Performance of different policies.

With the same scheduling heuristic, the performance of NoR is always the worst
and its GMTT is evidently larger than any static and dynamic replication algorithm,
which proves that data replication can shorten the job turnaround time. The performance
of RSR is better than NoR but worse than both dynamic replication algorithms. The
centralized dynamic replication algorithm CDR outperforms the distributed algorithm
DDR. Generally, DP scheduling heuristic works better than STT and LRL under the
simulated environment. The performance differences among the static and dynamic
replication algorithms are not distinct for DP scheduling heuristic. As a whole, policy
STT+CDR and DP+CDR produce the shortest GMTT.

Among the three scheduling heuristics, only STT takes the job computational cost
into consideration. The inaccurate estimation of job execution time will lead to im-
proper scheduling decision for STT. Consequently the performance of STT will be di-
minished. To study the properties of the policies comprehensively, we evaluate them
with the workload that is same as the previous one except that the estimated job com-
putational costs are accurate, namely the average estimation error is 0.

Figure 2(b) shows the performance results when the user estimations are accurate.
It can be noted that the performance of STT with any replication method is improved
prominently compared with Fig. 2(a). The GMTT values of LRL and DP also reduce
when the user estimation is accurate, but the changes are slim. Overall, the performance
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of STT scheduling heuristics is far better than LRL and DP, and particularly STT+CDR
works best among all policies.

To study the impact of the replica server storage size on the job turnaround time, the
relative capacity of all replica servers r is varied from 10% to 100% in ten simulation
cases. The used workload is the previous one whose average estimation error is 2.0.
We only show the performance results of STT scheduling heuristic combined with each
data replication method in Fig. 3.
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Fig. 3. Geometric mean of turnaround time vs. replica server capacity for STT.

As NoR does not create replicas, its performance remains constant irrespective of
the sizes of the replica servers. The horizontal line of NoR indicates the benefit gain of
data replication in reducing the job turnaround time clearly. For any storage capacity,
both dynamic replication algorithms work better than RSR, and CDR performs best.
By increasing the replica server capacity, the performances of the RSR and all dynamic
replication algorithms are improved with different degrees.

From the simulation results we know that for the same Grid scheduling heuristic,
the data replication methods of CDR, DDR and RSR can reduce the job turnaround
time significantly compared with the method without any data replication (NoR). The
dynamic replication algorithms perform better than the static replication algorithm be-
cause the dynamic algorithms can detect the changes of file popularity and update the
data replication status in real-time.

The centralized data replication algorithm CDR outperforms the distributed data
replication algorithm DDR for the same scheduling heuristic and same system configu-
ration. The reason is that CDR makes replication decision based on the global view of
the entire Data Grid environment, so the redundant replications are avoided and the stor-
age resources are utilized efficiently. On the contrary, by applying DDR, every replica
server tries to replicate the most popular data files to local storages, so the contents
of every replica servers are similar. Consequently, the top hot data files are replicated
in too many servers, while many medium hot data files do not have the chances to be
replicated due to the storage limitation. DDR does not use the replica server capacity
efficiently, and the performance differences between DDR and CDR are more distinct
when the replica server capacity is small. On the other hand, the distributed replication
infrastructure is more scalable than the centralized one especially when the system is in
tremendous size.
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When the execution time estimation is very inaccurate, the polices of DP schedul-
ing heuristic combined with any data replication algorithm and STT+CDR outperform
the others. However, when the user estimation is accurate, the performance of STT
scheduling heuristic with any data replication algorithm is far better than any other pol-
icy. Overall, the policy of STT+CDR is a sound choice as it works well under various
situations of the estimation accuracy and replica server capacity.

7 Conclusions

In this paper, the centralized dynamic replication algorithm CDR and distributed algo-
rithm DDR are put forward. At intervals, the dynamic replication algorithms exploit
the data access history for the popular data files and determine the replications in or-
der to improve data access performance from the perspective of the Grid job. The Grid
scheduling heuristics of STT, LRL and DP are proposed, and they are combined with
different data replication methods.

The simulator XDRepSim is developed to study the performances of the dynamic
replication algorithms and Grid scheduling heuristics. A simulated Data Grid is built
with XDRepSim and diverse simulations are carried out by varying the settings of
the job execution time estimation accuracy and the replica server capacity. The results
demonstrate that the dynamic replication algorithms can shorten the job turnaround
time effectively. Especially the policy of STT+CDR exhibits prominent performance
under various conditions of the job workload and system environment.
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