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Abstract. Parallel/Distributed application development is an extremely difficult 
task for non-expert programmers, and support tools are therefore needed for all 
phases of the development cycle of these kinds of application. This study spe-
cifically presents the development of an analytical performance model for pipe-
lined applications. This model is intended to be used in the POETRIES distrib-
uted-program development environment, which is aimed at dynamic perfor-
mance tuning based on frameworks with an associated performance model.  

1   Introduction 

Parallel/distributed programming constitutes a highly promising approach to the im-
provement of the performance of many applications. However, in comparison to 
sequential programming, several new problems have emerged in all phases of the 
development cycle of these kinds of application. One of the best ways to solve these 
problems would be to develop tools that support the design, coding, and analysis 
and/or tuning of parallel/distributed applications.  

In the particular case of performance analysis and/or tuning, it is important to note 
that the best way for analyzing and tuning parallel/distributed applications depends on 
some of their behavioral characteristics. If the application being tuned behaves in a 
regular way, then a static analysis would be sufficient. However, if the application 
changes its behavior from execution to execution, or even in a single execution, then 
dynamic monitoring and tuning techniques should be used instead. 

The key issue in dynamic monitoring and tuning is that decisions must be taken ef-
ficiently while minimizing intrusion on the application. We show that this is easier to 
achieve when the tuning tool uses a performance model associated to the structure of 
the application. Knowing the application’s structure is not a problem if a program-
ming tool, based on the use of skeletons or frameworks, is used for its development. 

In this sense, we have designed a distributed-program development environment 
(DPSE), called POETRIES [1][2], where knowledge of the application structure is 
used for automatic detection and correction of its performance drawbacks at run-time. 
Later we will summarize the main characteristics of this tool (section 3), but at this 
point we can say that it consists of a programming tool based on frameworks or 
skeletons, plus a performance model associated to them, and a dynamic tool, called 
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MATE, where this model is used for dynamically improving the application’s per-
formance, in [3] we describe the implementation of this environment for M-W appli-
cations. This study represents a further step, and is focused on the development of the 
performance model associated to the Pipeline framework 

In aiming to develop these concepts, we have organized the rest of this paper in the 
following way: In section 2, we present an overview of related studies. In section 3, 
we describe general structure of POETRIES. In section 4, we present a global analy-
sis of the Pipeline framework. Based on it, in section 5 we present the development of 
its associated performance model and in section 6 some experimental results for vali-
dating it. Finally, in section 7 we set out the conclusions of this study. 

2   Related Studies 

It is possible to classify the related studies into two main sets; firstly those that ad-
dress the problem of distributed application development in its different phases. Sec-
ondly, those related to performance issues, which in turn could be broadly divided 
into those that propose a static approach and those that propose a dynamic one. 

In the first set, we have found some studies, like the pattern language of [4], 
CO2P3S [5], and eSkel[6], which address the whole problem, based on the fact that 
there is a set of design patterns which could be applied to those problems suitable to 
be solved in parallel. We have also found, in this set, studies, like Skil [7] or [8], that 
take advantage of the high abstraction degree of functional languages, as well as other 
important properties of these languages, such as separation of behavior and meaning, 
and transformation possibilities. Other, studies such as [9] suggest taking advantage 
of a popular modeling language (UML), adding to it extensions to model the most 
important constructs of parallel/distributed paradigms, plus performance annotations.  

In the set of studies related to performance monitoring, analysis and tuning we 
have found tools that make a trace based analysis, such as Kappa-Pi [10] and 
EXPERT [11]. The former makes a two-step analysis based on a source of ineffi-
ciency knowledge base and generates a set of recommendations concerning ineffi-
ciencies in the application source code. The latter, a tool included in the KOJAK 
project, presents the complete performance behavior of the application in three di-
mensions: performance property, source code location and the execution phase where 
it occurred, and process or thread location. In this set we have also found a tool called 
P3T+ [12], which predicts application performance based on information gathered at 
compiler time, plus sequential simulation and architecture parameters. 

A tool with a dynamic approach is Paradyn [13] and its Performance Consultant, 
which dynamically searches for performance bottlenecks using the W3 search model 
(Why is there a performance bottleneck? Where is it? When did it happen?).  

It is worth noting that, of the programming tools, few mention the possibility of 
taking advantage of knowledge of the application structure to improve their perform-
ance, although the authors of eSkel [6] have recently published [14] a study of the use 
of this information, along with process algebras, to evaluate parallel-applications 
performance. Surprisingly, none of the performance analysis tools use the application 
structure information, even when it is available, to perform their analysis.  



Modeling Pipeline Applications in POETRIES      85 

3   POETRIES General Structure 

As mentioned in the introduction, we have designed a distributed-program develop-
ment environment (DPSE) with dynamic tuning, called POETRIES, which uses 
knowledge of the high-level application structure to perform its task. The structure of 
this tool is shown in figure 1.  

 

Fig. 1. Structure of the POETRIES DPSE 

The main idea is that it is possible to define a performance model associated to the 
most common application frameworks (frameworks that are offered by many parallel 
development tools [5][6][7]). This model includes a set of performance functions 
(aimed at the detection of performance drawbacks), some parameters that have to be 
monitored (measure points) to evaluate these functions, and some parameters (tuning 
points) that could be modified to activate the actions that should be taken to over-
come the detected performance drawbacks.  

These definitions make up the static part of the environment. Then, there is a dy-
namic tuning environment (Run-time) which, at application execution time, uses this 
performance model to monitor the appropriate parameters to evaluate the perform-
ance functions (performance analyzer) and, takes the required actions to improve the 
application performance (tuner). This phase, called MATE (Monitoring, Analysis and 
Tuning Environment) [15], has been implemented as an independent tool.  

To implement this DPSE we have created POETRIES [2] (Performance Oriented 
Environment for Transparent Resource-management, Implementing End-user paral-
lel/distributed applications), which integrates a framework-based parallel/distributed 
programming environment with the performance model needed to perform the dy-
namic analysis and tuning for these kinds of applications. 

4   Pipeline Framework Analysis 

The Pipeline framework is a well-known parallel programming structure used as the 
most direct way to implement algorithms that consist of performing an orderly se-
quence of essentially identical calculations on a sequence of inputs. Each of these 
calculations can be broken down into a certain number of different stages, and these 
stages can be applied concurrently to different inputs.  

For this study, we will assume that programmers use a linear pipeline framework, 
being one with every stage, but first, receiving its input from the previous stage of the 
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pipe and sending its output to the following one, but last. This is a simplification of 
the more general multiple-branch pipelined structure. However, it won’t significantly 
influence the fore coming performance analysis because analyzing a multiple-branch 
pipe implies an individual analysis of each branch as being an independent pipe and, 
in addition, being aware of performance unbalances among different branches.  

The possible inefficiencies of pipelined applications are also well known. At first, 
the concurrency is limited at the beginning of the computation as the pipe is filled, 
and at the end of the computation as the pipe is drained. Programmers should deal 
with this inefficiency at the design phase of the application because the way to avoid 
it is to assure that the number of calculations the application will perform is substan-
tially higher than the number of stages of the pipe.  

Secondly, it is important for there not to be any significant differences between the 
computational efforts of the pipe stages because the application throughput of a pipe 
is determined by its slowest stage. This is the most important inefficiency of this 
structure, and the most difficult to overcome because it does not depend exclusively 
on the application design, but also on run-time conditions. Consequently, this draw-
back is suitable for being solved dynamically. There are different approaches for 
doing it depending on the target index to be optimized and the resource availability.  

Therefore, we may want to improve the efficiency in the use of resources, or even 
try to free some underused resources to increase their availability, in this case dy-
namic mapping of stages could be used to group faster stages; thus improving the use 
of resources. On the other hand, we may want to improve the application throughput, 
in this case, if there are available processors, to replicate slower stages will increase 
its throughput, therefore decreasing the application execution time.  

Furthermore, we may want to increase the application throughput but also to make 
an adequate use of resources. Consequently, a mixed approach could be defined, as a 
compromise between optimizing throughput and efficient resource management.  

 

Fig. 2. Structure of a replicated stage. Stage i+1 has been replicated k times and a communica-
tion manager (CM) has been added to control the replicas’ state and distribute incoming tasks 

Our aim is to implement a mixed strategy, with the main objective being to opti-
mize the application throughput but also to make reasonable use of resources. How-
ever, as a first step towards this objective we have concentrated on optimizing appli-
cation throughput and, as a consequence, the model presented in this study does not 
include considerations about the efficiency of resource management.  

Therefore, we assume that the programmer writes an application using a linear 
pipeline framework, and then, at run-time, our tuning tool will dynamically decide 
which stages should be replicated in order to improve the application’s performance. 



Modeling Pipeline Applications in POETRIES      87 

In figure 2, we show the structure of a replicated stage. It can be seen that there is a 
new process called communication’s manager (CM). It is responsible for monitoring 
the replica’s state and for distributing work, when available, to free replicas. 

Finally, we should decide whether the CM should run in a separate processor or 
should share one with a replica. The first approach is simpler to model but could lead 
to a poorer use of resources. The second, in contrast, seems to lead to a better use of 
resources, but is more difficult to implement with some communication libraries, and 
is also difficult to model because the CM affects, and is affected by, the activity of the 
replica that shares a processor with it. We have modeled both options, but in this 
study we only present the model associated to the first. 

5   Performance Model of the Pipeline Framework 

Once the basic analysis of the framework has been performed and its structure has 
been defined, it is time to use the POETRIES methodology outlined in section 3 to 
develop the performance model associated to that framework. 

Our objective is to increase the throughput of the slower stages in order to increase 
the global application performance. The general strategy to reach this objective will 
consist of calculating the best replication pattern for the current application’s behav-
iour and available number of processors.  

Consequently, if we want to increase the throughput we must minimize the time 
needed by each stage to process its inputs, including the time required to deliver the 
results to the next stage. We call this production time. Thus, we need expressions to 
find the production time each stage can reach (its independent production time), and 
also expressions that explain its observed production time due to the influence of 
other stages (its dependent production time). Moreover, we should find different 
expressions to make these calculations for single (5.1), and replicated stages (5.2). 

In our analysis, we assume that there is just one process per processor, and we use 
the following terminology: 

• tl, λ = fixed network overhead per message and communication cost. 
• vi = data volume sent by stage i, in bytes. 
• tci = computation time stage i needs to process an input, in ms.  
• Trk

i = production time of k replica of stage i. 
• Tri = independent production time of stage i, in ms. 
• rTri = dependent production time of stage i, in ms. 

5.1   Production Time of Single Stages 

A single pipe stage is one which receives messages with data, except for the first, 
makes its portion of calculation of this data, and sends the results to the next stage, 
except for the last. 

The independent production time (Tri) of such a stage will depend on its position 
in the pipe, its computation time (tci), and the current communication conditions -
C(P,vi)- (communication protocol -P- and message size -vi-).  
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This way, we can define the independent production time of a single stage as: 

Tri = tci + C(P,vi) (1) 

Where C(P,vi) is defined as: 

0  if (i == n-1) (n = total number of pipe stages).  

The last stage will be able to process its next message just after it finishes the cal-
culation of the previous one. 

tl  if ( i  < n-1) and (P is not synchronous) 

If the communication protocol in use does not force synchronous sends, then the 
stage will just have to wait to deliver the message to the library interface.  

tl + λvi  if ( i < n-1 ) and (P is synchronous)  

Otherwise (synchronous sends), the stage will have to wait for the whole commu-
nication to finish before going to the next receive operation.  

The dependent production time of the current stage also depends on the dependent 
production times of the following and previous stages.  

 

(2) 

5.2   Production Time of Replicated Stages 

A replicated pipe stage is one where data messages are received by a special process 
called a communication manager (CM), which is responsible for deciding which 
stage replica will process the data. Then the chosen replica makes the stage portion of 
calculation of this data and sends the results to the next stage, unless it is the last. The 
CM is executed on an independent processor. 

To calculate the independent production time of such a stage, we should now con-
sider the managing time associated with the CM (tgi), and the waiting time for one 
free replica (wci).  

The term tgi depends on the communication protocol and possibly on the message 
size. Basically, the CM looks at the communication channel and waits for messages 
that could come from the previous stage or from one of the stage replicas (indicating 
that the replica is free). As there could be many message sources it should look at the 
channel without blocking. In consequence, the managing time will be the time needed 
to make 1 or 2 probes of the channel with its corresponding receives plus the time 
needed to send the requirements to the free replica.  

Therefore, if the communication protocol is synchronous then the CM should wait 
2*(3tl + λvi) to be ready to process the next requirement message. It has to spend 
twice the communication time because, except when filling the pipe, it has to syn-
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chronously receive the message from the previous stage (3tl + λvi) and then synchro-
nously send it to a free replica (3tl + λvi). On the other hand, if the communication 
protocol is asynchronous then the CM will only have to wait for some network over-
head before seeing if there is a new requirement message, because in this case, library 
buffers allow for overlapping communications. 

The term wci depends on the processing capacity of the replicas and the managing 
capacity of the CM. Given m replicas, if the CM spends more time managing m input 
messages than the time spent by the set of replicas processing the same number of 
messages then there will be always free replicas (wci = 0), which is an undesirable 
situation because of the waste of resources. 

If the CM has the capacity to feed the m replicas, then the term wci will less or 
equal to the production time of the set of replicas, plus the time needed to send the 
message to a replica. Except if the protocol is synchronous, because in such a case the 
communication time is included in tgi. Furthermore, the production time of a given 
set of replicas depends on the independent production time of each replica Trk

i, which 
in turn is calculated in the same way as the independent production time of a single 
stage plus the time needed to send the acknowledgement message to the CM. 

Summarizing, the definition of independent production time of replicated stages is: 

Tri = tgi + wci (3) 

Where,  tgi =  tl + c    if (protocol is asynchronous) 
  2*(3tl + λvi) + c  if not 

and wci =    0               if ∑
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Finally, knowing that the dependent production time of a stage just defines the ef-
fect of its neighbors on the stage, we can say that the dependent production time of a 
replicated stage is defined in exactly the same way as for a single stage. 

6   Experimental Validation of the Model 

In this section, we first want to show the results of some relevant experiments that 
have been designed to validate the proposed analytical model for calculating the pro-
duction time of a pipe stage. In order to get these results we have written a synthetic 
parametrical pipeline application. This application uses the MPI communication li-
brary and all experiments have been executed on clusters of workstations in the com-
puter science department of the U. of Wisconsin at Madison. 

Examples of figures 3 and 4 are included with the objective of showing that the 
expressions described in section 5 closely match the behavior of real applications, and 
the example of figure 5 is included with the objective of showing how the model can 
be used to improve the application’s throughput. 
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Table 1. Independent, dependent, and measured production times for figure 3 pipe stages 

 Stage 0 Stage 1 Stage 2 Stage 3 Stage 4 
(1) Tr

i
 1.002 s. 1.202 s. 1.002 s. 2.002 s. 1 s. 

(2) rTr
i
 2.002 s. 2.002 s. 2.002 s. 2.002 s. 2.002 s. 

Measured 2.015 s. 2.015 s. 2.03 s. 2.03 s. 2.03 s 

In figure 3 we can graphically see how the slower stage (3 in this case) affects all 
other stages. It is clear that stage 4 has to wait for the output of stage 3, but we can 
also see how stages 0, 1, and 2 synchronize with stage 3 due to communication syn-
chronization.  

 

Fig. 3. Execution trace for a pipeline of five stages with message size of 200 Kb. and comput-
ing times of: 1 s. for stages 0, 2, and 4; 1.2 s. for stage 1; and 2 s. for stage 3 

In table 1 we show the independent, dependent, and measured production times for 
all stages of the pipeline in figure 3. We should first note that expression (2) for cal-
culating dependent production times tells us that stage 3 is the bottleneck of the ap-
plication, and secondly that the difference between the dependent production times 
(rTr) and the measured ones is a result of the communication protocol change that 
MPI performs when its buffers become full. 

 

Fig. 4. Execution trace for a 5 stage pipeline, stage 3 with two replicas. Messages of 512 b. and 
computing times of: 1 s. (stages 0, 2, & 4); 1.5 s. (stage 1); and 3 s. for each replica of stage 3 

In figure 4 we can see how replication improves the throughput of a slow stage. 
However, we can see that even with this replication, stage 3 does not match the inde-
pendent production time of stage 4 (the last) yet.  

In table 2 we show the independent, dependent, and measured production times for 
all stages of the pipeline in figure 4. It can be seen how replication improves the 
throughput of the application, but also that the model captures its behavior. 

Finally, in figure 5 we can see the result of applying the performance model to an 
application (a) for optimizing its throughput by replication (b). In this example the 
computation times associated to stages 1, 2, and 3 are four, three, and two times re-
spectively the one associated with stages 0 and 4 (the shortest). In addition, the com-
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munication protocol is asynchronous, except if forced by the communication library. 
In this case, if there are 10 available processors the model tells us that to optimize 
throughput we should replicate stage 1 four times, stage 2 three times, and stage 3 
two times. However, if only 5 available processors were available the model would 
have advised us to introduce 2 replicas of stage 1, and 1 replica of stage 2, thus im-
proving the throughput to that of stage 3 which is the second fastest stage.  

Table 2. Independent, dependent, and measured production times for figure 4 pipe stages 

 Stage 0  Stage 1  Stage 2  Stage 3  Replica 0 Replica 1  Stage 4  
Tr

i
 1.001 s. (1) 1.501 s. (1) 1.001 s. (1) 1.502 s.(3) 3.001 s. 3.001 s 1 s. (1) 

(2) rTr
i
 1.001 s. 1.501 s. 1.502 s. 1.502 s. -- -- 1.502 s. 

Measured 1.0009 s. 1.5009 s. 1.5018 s. 1.5017 s. 3.0045 3.0018 1.503 s 

 

Fig. 5. Execution traces of a pipeline application of 5 stages and message size of 10 Kb. Com-
puting time for stages 0 and 4 is 100 ms, for stage 1 is 400 ms, for stage 2 is 300 ms, and for 
stage 3 is 200 ms. Without replicas (a), whit the replicas indicated by the model (b) 

In this example, the application throughput is improved by 3.7 times from 2.48 to 
9.15. If this application were able to produce outputs at the pace determined by its 
fastest stage, it would have a throughput of 9.64, which is only 5% better than the one 
we have obtained.  

7   Conclusions and Future Work 

The main goal of our study was to demonstrate that advance knowledge of the struc-
ture of the application is a good way to make appropriate global decisions to dynami-
cally improve its performance. To fulfill this goal we have designed POETRIES as a 
distributed-program development environment that integrates a framework based 
parallel/distributed programming tool with the performance model needed to perform 
the dynamic analysis and tuning of the applications generated using this tool.  

We have defined a performance model associated to the pipeline framework with 
the aim being to improve the throughput of pipelined applications, and we have 
shown experimental results that demonstrate that it is possible to define a realistic 
analytical model that closely reflects the real behavior of an application developed 
with this framework.  

Completing this model to include efficient resource management considerations is 
the next challenge. However, we believe that combining frameworks and model 
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based dynamic performance tuning is a very promising approach for broadening and 
encouraging the use of parallel/distributed applications. 
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