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Abstract. The major challenge facing model checking is the state explosion
problem. One technique to alleviate this is to apply symmetry reduction; this
exploits the fact that many sequential systems consist of interchangeable compo-
nents, and thus it may suffice to search a reduced version of the symmetric state
space. Symmetry reduction has been shown to be an effective technique in both
explicit and symbolic model checking with Binary Decision Diagrams (BDDs).
In recent years, SAT-based model checking has been shown to be a promising
alternative to BDD-based model checking. In this paper, we describe a symmetry
reduction algorithm for SAT-based unbounded model checking (UMC) using cir-
cuit cofactoring. Our method differs from the previous efforts in using symmetry
mainly in that we do not require converting any set of states to its representative
or orbit set of states except for the set of initial states. This leads to significant
simplicity in the implementation of symmetry reduction in model checking. Ex-
perimental results show that using our symmetry reduction approach improves
the performance of SAT-based UMC due to both the reduced state space and sim-
plification in the resulting SAT problems.

1 Introduction

Model checking [1] is an important technique for verifying sequential systems. The use
of BDDs in symbolic model checking [2] has led to the successful verification of many
industrial designs that could not be verified previously. However, BDD-based model
checking does not scale well and suffers from a potential state space explosion problem.
In order to alleviate this problem, symmetry reduction techniques have been explored
in both explicit and BDD-based symbolic model checking [3, 4, 5, 6, 7, 8, 9]. In recent
years, SAT-based model checking [10, 11, 12, 13] has been shown to be a promising
alternative to BDD-based model checking. However, symmetry reduction techniques
specific to SAT-based model checking have not been developed thus far. This paper
aims to fill this gap.

The existence of more than one instance of the same component indicates the pos-
sible existence of symmetry in the design. Such high level symmetric descriptions im-
ply symmetries in the underlying Kripke structure. The basic idea behind most of the
existing work on symmetry reduction is to partition the state space into equivalence
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classes and choose one or more representatives from each equivalence class during
model checking. Previous work has demonstrated reductions in both memory and time
consumption when symmetries are exploited in model checking. Therefore, it is worth-
while exploring the possibility of using symmetry reduction in SAT-based model check-
ing. However, due to their different approaches of computing and representing state sets,
symmetry reduction techniques in explicit and BDD-based symbolic model checking
cannot be applied directly in SAT-based model checking.

In this paper, we describe a symmetry reduction approach based on the SAT-based
model checking algorithm recently proposed by Ganai et al. [13]. We show that adding
symmetry reduction in SAT-based model checking using circuit cofactoring gives uni-
form speedups on all the instances that we have tried. Further, our symmetry reduction
can be easily applied to those systems where symmetry exists in only part of the system.
To verify properties for the whole system, we do not need to scale down the symmetric
part, or reason about it separately as a (meta-)theorem. Rather, we can simply incor-
porate the symmetry reduction into the verification of the whole system, where the re-
duction will automatically ensure that only the representative states from the symmetric
part are explored.

2 SAT-Based Model Checking: A Review

Solutions of SAT instances have been used in two scenarios in model checking: Bounded
Model Checking (BMC) [10] and Unbounded Model Checking (UMC) [11, 12, 13, 14,
15]. BMC unrolls the transition relation and uses a SAT solver to search for counterex-
amples of certain length. BMC tends to be robust and quick for finding bugs, which are
reported as counterexamples. However, if no counterexample exists, verification is in-
complete unless a completeness threshold is reached. SAT-based UMC is complete and
provides the capability to prove properties that are true. Image and pre-image computa-
tions are the key operations of UMC. In the interpolation-based method [12], the refu-
tation produced by a SAT solver is used to get an over-approximated image, while for
other SAT-based UMC methods, quantifier elimination is at the core of image and pre-
image computations. SAT-based existential quantification is done by enumerating satis-
fying solutions. Repeated enumerations of the same satisfying solutions are prevented
by adding blocking constraints which are negations of the previously enumerated solu-
tions [11, 13]. Suppose we want to compute g(X) = ∃Y f(X,Y ), where X and Y are
sets of Boolean variables and f(X,Y ) is a propositional formula. A partial assignment,
also called a cube, of the X variables can be derived each time a satisfying solution
of f(X,Y ) is returned by a SAT solver. The blocking constraints are conjuncted with
f(X,Y ) until the resulting propositional formula is unsatisfiable. g(X) is the disjunc-
tion of all the enumerated cubes of the X variables. Many approaches [11, 14, 15] use
this cube enumeration method to do existential quantification. A variation uses a SAT-
based decision procedure to disjunctively accumulate sets of solutions computed using
BDD-based quantification methods [16]. Alternately, a recently proposed method [13]
does existential quantification by enumerating the cofactors 1 with respect to complete

1 A cofactor of a function f(X, Y ) with respect to an assignment Y = a is the function f(X, a).
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assignments (minterms) of the Y variables, and adding the negations of these cofac-
tors (represented as circuits) as blocking constraints. g(X) is the disjunction of all the
enumerated cofactors. It is demonstrated in [13] that the cofactor enumeration method
captures a larger set of satisfying assignments with each enumeration than the cube
enumeration method, thus giving much better performance when utilized in SAT-based
UMC. We use the algorithms proposed in [13] to do our pre-image and fixed-point
computations and add symmetry reduction to this framework.

It is generally known (though not documented!) that image computation using SAT
results in an explicit enumeration of the state set, while pre-image computation allows
avoiding this problem by state enlargement techniques. Thus, we focus on backward
reachability using pre-image computation for our implementations of model checking.

3 Symmetry Reduction: A Review

3.1 Preliminaries

For a sequential system that contains k identical components, usually a unique integer
index is assigned to each component in the description of the system. Informally, two
components are identical to each other if exchanging their indices does not affect the be-
havior of the system. This means that permuting the indices of symmetric components
does not change the state transition relation of the system.

If the set of component indices is denoted as I , the set of all permutations acting
on I forms a group, denoted as GI , under the composition operation. Permuting the
component indices induces corresponding changes of the evaluation of the state vari-
ables. For a Kripke structure M = (S, S0,∆, L), where S is the state space, S0 is the
set of initial states, ∆ is the transition relation and L is the labeling function, a compo-
nent index permutation α is a symmetry if and only if the following condition holds:
∀s, t ∈ S((s, t) ∈ ∆ → (αs, αt) ∈ ∆). GI is a symmetry group of M iff for each
α ∈ GI , α is a symmetry of M . Given a group G, the orbit of a state s is defined
as the set of states θ(s) = {s′|∃α ∈ G,αs = s′}. Two states are symmetric if and
only if they are in the same orbit. We require that all states in an orbit have the same
labeling function, i.e. ∀t ∈ θ(s), L(s) = L(t). The orbit of a set of states S is de-
fined as θ(S) = ∪s∈Sθ(s). The orbit relation is Θ = {(s, t)|s, t ∈ S; t ∈ θ(s)}. The
set of representative states SR is obtained by choosing one or more representatives in
each orbit. The representative relation is defined as Γ = {(s, r)|s ∈ S; r ∈ SR;∃α ∈
GI , (αs = r)}. The selection of representative states is described in section 4.3. When
each state has a single representative, the representative relation is a function denoted
by γ(s) = {t|t ∈ SR, t ∈ θ(s)}. The representative set of a set of states S is defined as
γ(S) = ∪s∈Sγ(s). A symmetry group GI of M is an invariance group for an atomic
proposition p if ∀α ∈ GI∀s ∈ S(p(s) ⇔ p(αs)). The quotient model of the model
M = (S, S0,∆, L) is defined as MR = (SR, SR0,∆R, LR), where SR = γ(S),
SR0 = γ(S0), ∆R = {(r, r′)|r, r′ ∈ SR;∃α1, α2 ∈ GI , (α1r, α2r

′) ∈ ∆} and
LR(γ(s)) = L(s). It has been shown that given a formula f and the condition that
GI is an invariance group for every atomic proposition in f , f holds in M if and only
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if it holds in MR[4, 5]. Therefore, model checking over M can be reduced to model
checking over MR.

3.2 Symmetry Reduction in Model Checking: Previous Work

Symmetry reduction is beneficial for explicit state model checking due to the reduction
of the state space [3, 4]. Many research efforts have considered combining symmetry
reduction with BDD-based symbolic model checking [5, 8, 9]. To compute the set of
representative states for a given set of states represented by a BDD, an orbit relation
is needed if a unique representative is chosen for each orbit [5]. Although computing
the orbit relation is of exponential complexity in general, it can be done in polynomial
time for certain practical symmetric systems [6]. It has also been proposed to allow
multiple representatives for each orbit [5, 6]. Although choosing multiple representa-
tives gives less savings in terms of the state space reduction, it has been pointed out that
computing the orbit relation can be avoided in this case and better overall performance
obtained. On-the-fly representatives have also been proposed [8], where at any iteration
of the fixed-point computation, states whose symmetric states are not encountered in the
previous iterations are chosen to be the representative states of their respective orbits.
Thus, it is possible to have multiple representatives for each orbit. Another way to ex-
ploit symmetry is to first translate the description of the symmetric system into a generic
form, where the local state variables of the symmetric components are substituted by
global counter variables, then translate the generic representation into corresponding
BDDs [9]. Such translations require modifications to the front-end of the verification
tool that cannot be done easily.

3.3 Symmetry Reduction in SAT: Previous Work

There has been some work done in exploiting symmetry in solving SAT instances. Sym-
metry breaking predicates can be added to a SAT instance in conjunctive normal form
(CNF) to prune the search of SAT solvers by restricting the satisfying assignments to
contain only one representative member of a symmetric set [17, 18]. These works con-
sider symmetries in the CNF formula only and cannot be directly applied for using
symmetry reduction in model checking. When high level descriptions are translated
into Boolean functions and further encoded as SAT instances, most of the high level
symmetries are lost. Specifically, automorphisms of the state transition graph do not
necessarily translate to automorphisms of the corresponding Boolean next state func-
tions and their CNF formulations. Moreover, symmetry breaking for a SAT problem
only ensures that its satisfiability does not change. It blocks some of the satisfying so-
lutions of the original formula. This is not acceptable for our use of SAT in model
checking, as the solutions corresponding to representative states should not be blocked.
Therefore, breaking symmetries in the Boolean formula cannot guarantee the correct-
ness of the model checking algorithms. Symmetries in the state transition sequences
have also been explored in prior work [19]. Symmetry breaking constraints that allow
only one transition sequence in a symmetric set are added to the Boolean representation
of the transition systems. Although this approach can be beneficial for BMC, it is not
clear how to use it in SAT-based UMC.
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4 Symmetry Reduction in SAT-Based Model Checking

4.1 Overview of the Algorithm

We add our symmetry reduction scheme to the pre-image computation and fixed-point
computation algorithms using SAT-based circuit cofactoring[13]. The algorithm for
checking the CTL [20] AG property, enhanced by symmetry reduction, is shown in
algorithm 1. The major differences between this algorithm and the one without sym-
metry reduction are in lines 2, 5 and 11. The characteristic function for the set of rep-
resentative states Rep(X) are determined before the CHECK AG procedure. We will
describe in section 4.3 how Rep(X) is derived. In line 2, the orbit Iorb(X) of the set
of initial states I(X) is computed. Computing the orbit of a set of states is discussed in
section 4.4. The set of representative states R(X) that can reach a bad state are calcu-
lated iteratively in the while loop. In the ith iteration, fi(X,W ) is an unrolling of the
transition relation for i time frames with the last state constrained by the predicate B.
Let Wj(j = 1, · · · , i) denote the set of primary input variables for the jth time frame.
A cofactor of fi(X,W ) with respect to the primary input sequence W = W1W2 · · ·Wi

yields a circuit CW that has only the X variables as inputs. In the ith iteration, the
predicate B ensures that every state in CW can reach a bad state in i steps. The pred-
icates ¬R and Rep, also depending on only the X variables, respectively ensure that
every state in CW has never been reached in previous iterations and is a representa-
tive state. The frontier representative set F (X) is the disjunction of all the enumerated
CW . It is worth emphasizing that to compute F (X) in the SAT-based UMC approach
proposed in [13], no state set at any intermediate time frame of fi(X,W ) needs to be
computed because an unrolling implicitly represents such intermediate state sets at the
price of quantifying out more variables. Note also that these intermediate states are not
restricted to be representative states, only the states at the ith time frame (expressed in
terms of the X variables) are restricted to be representative states. Furthermore, in our
setting, the SAT-based existential quantification using circuit cofactoring is performed
directly on the circuit with the constraint ¬R(X) ∧ Rep(X). Thus, non-representative
states as well as previously reached states of the X variables are never enumerated. If
the set F (X) overlaps with Iorb(X) in any iteration, the property p is false (line 13).
On the other hand, if R(X) has no intersection with Iorb(X), AG(p) must hold (line
16).

Note that in the existential quantification step (line 11), only representative states
are enumerated as the input formula has the conjunct Rep(X), All other states, even
though they might be backward reachable from the set of bad states, are blocked. For the
correctness of this algorithm, we need to make sure that for every backward reachable
state, its representative state is also backward reachable.

Lemma 1. Given a Kripke structure M = (S, S0,∆, L) and a symmetry group G of
M , if Sq is the orbit of a set of states, then the set of pre-image states Sp of Sq is also
an orbit of a set of states.

Proof: We prove this by contradiction. Assume Sp is not an orbit of a set of states. Then
there must exists two states s and t such that they are in the same orbit and s ∈ Sp and
t �∈ Sp. Let s′ and t′ be the image states of s and t respectively. Since s ∈ Sp and Sq
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is the image state set of Sp, s′ ∈ Sq. Since s and t are in the same orbit, ∃α ∈ G such
that s = αt. Since G is a symmetry group of M , α is a symmetry of M . This means
that s′ = αt′. Therefore, s′ and t′ are in the same orbit. Because Sq is an orbit of a set
of states and s′ ∈ Sq, we must have t′ ∈ Sq. Thus t ∈ Sp as Sp is the pre-image of Sq.
This contradicts the assumption. Therefore, Sp is an orbit of a set of states. 	


Using Lemma 1, we can prove the following theorem.

Algorithm 1 Algorithm for computing AG with symmetry reduction
1: procedure CHECK AG(p)
2: Iorb(X) ← COMPUTE ORBIT(I(X)) � X is the present state variables
3: i ← 0
4: R(X) ← ∅
5: B(X) ← COMPUTE ORBIT(¬p(X))

� This line is for sanity check, it should be equivalent to B(X) ← ¬p(X)
6: F (X) ← B(X) ∧ Rep(X)
7: while F (X) �= ∅ do
8: R(X) ← R(X) ∨ F (X)
9: i ← i + 1

10: fi(X, W ) ← Unroll(B(X), i)
11: F (X) ← ∃W (fi(X, W ) ∧ ¬R(X) ∧ Rep(X))

� SAT-based existential quantification using circuit cofactoring
12: if (F (X) ∧ Iorb(X)) �= ∅ then
13: return false
14: end if
15: end while
16: return true
17: end procedure

Theorem 1. Let B be the set of bad states from which we want to compute the set of
backward reachable states R. If B is an orbit of a set of states, then the representative
state of every state in R is also in R.

Proof: As B is an orbit of a set of states, from Lemma 1, we know that the pre-image
state set at every iteration is an orbit of a set of states. Thus every backward reachable
state and its representative are reached at the same iteration. 	


Note that algorithm 1 uses the fact that the symmetry group GI of M is an invariance
group of p. This implies that states belonging to the same orbit either all satisfy p or all
violate p. Thus p and ¬p are both characteristic functions of an orbit set of states. As the
orbit of an orbit set is the set itself, line 5 of algorithm 1 can simply be B(X) ← ¬p(X).
Thus COMPUTE ORBIT(¬p(X)) provides a mechanism to check whether p is truly
an invariance with respect to GI . Although only the algorithm for checking the AG
property is given here, similar ideas can be applied to derive algorithms for computing
other CTL modalities by using Rep(X) appropriately in pre-image computations to
restrict enumerations to representative states only.
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4.2 Discussion and Comparison to Related Work

In previous work, representative states are obtained by either converting the reached
states to their representatives [5] or picking the first reached states in each orbit as rep-
resentatives for that orbit [8]. Figure 1(a) illustrates previous approaches for symmetry
reduction in backward reachability analysis with BDDs. B is the set of bad states for
backward reachability analysis. Fi(i = 0, 1, · · · , n) is the set of frontier representative
states at iteration i. Si(i = 1, · · · , n) is the pre-image set of Fi−1. A dotted line in the
figure maps a set of states to its frontier representative set. The solid line indicates the
process of pre-image computation. Converting a set of states to their representatives
can be done symbolically by image computation where the representative relation is
treated as the transition relation. Although this conversion can be done using BDDs
once the representative relation is known, it is hard for SAT as SAT-based image com-
putation explicitly enumerates the image states. The on-the-fly scheme for choosing
the representatives [8] in this context essentially lets every state be the representative,
unless the approximations of state sets that are not orbits are used. This is because, by
Lemma 1 and the fact that B is the orbit of a set of states, states symmetric to each
other are reached at the same iteration. Figure 1(b) illustrates our approach for obtain-
ing the representatives. The dashed lines indicate the pre-image computation, denoted
as Preimagei, with the transition relation unrolled i times. In general, our algorithm
for symmetry reduction differs from the symmetry reduction techniques used in previ-
ous BDD-based model checking [5, 8] in the following two ways:

1. Our approach does not require either the orbit relation or the representative relation.
Except for the initial states, we do not convert any state to its orbit. States that are
not representatives are blocked during the existential quantification, and thus are never
enumerated as intermediate data. This implies that our algorithm searches for solutions
over the smaller representative state space without the more complicated re-encoding
of the original model as a quotient model.
2. Except during the initialization step where the orbit of the bad states and the initial
states are computed, we do not need to expand any state to its orbit. In practice, the
orbit calculation during the initialization step for the bad states and the initial states is
often simpler than on-the-fly orbit/representative calculations for the intermediate sets
of backward reachable states.

Note that if there is no symmetry reduction in algorithm 1, most of the computation
is in the existential quantification step. Therefore, accelerating existential quantification
is key to improving the performance of SAT-based model checking. Our approach for
symmetry reduction is likely to speed up the SAT-based existential quantification due
to the following two reasons:

1. Doing existential quantification using SAT requires multiple calls to the SAT proce-
dure. As described in section 2, SAT-based existential quantification is done by enumer-
ating cofactors of the variables to be eliminated. Constraining the input of the existential
quantification procedure by adding the conjunct Rep reduces the number of satisfying
solutions of the input propositional formula. Therefore, it is possible to have fewer co-
factor enumerations and thus fewer calls to the expensive SAT procedure.
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Fig. 1. Backward reachability analysis with symmetry reduction

2. It has been shown that adding symmetry breaking predicates to SAT instances gives
significant speed-ups [17, 18]. This is because the search space of the SAT solver is con-
fined to only non-symmetric regions. Rep is a high-level symmetry breaking constraint
that often cannot be extracted from low-level representations like CNF. Thus, Rep can
also confine the search space of the SAT solver which results in reduced SAT runtime.

4.3 Using the Representative Predicate as a Symmetry Breaking Constraint

As stated in section 3.1, the symmetry considered in this paper is that between isomor-
phic components of the same sequential system. Similar to the shared variable model of
computation[4, 6], the state of the system is described by the local state li(i = 1, ..., k)
of each component and the assignment to the global state variables. There are two types
of global state variables: those that are not relevant to any symmetric component and
those that are relevant to one or more symmetric components. For example, in a shared-
memory multiprocessor system, state variables indicating the status of the memory are
the first type of global state variables; state variables describing which processor has
write access to the shared-memory are the second type of global state variables. Per-
muting the indices of the symmetric components implies permuting the local states and
remapping the values of the second type of global state variables. The assignments to
the first type of global state variables remains the same. Let us illustrate this by using
the example of a shared-memory multiprocessor system whose components indices are
1, 2, ..., k. Suppose after index permutation operation α, the new sequence of indices are
i1, i2, ..., ik. α can also be viewed as renaming the symmetric components. If before the
index permutation, the local states are l1, l2, ..., lk, then after renaming, the local states
become li1 , li2 , ..., lik

. If the state variable Widx stores the index of the component that
has write access to the shared memory and the value of Widx is j before the index per-
mutation, then the new value of Widx after permuting the indices is ij . Two states s and
t are symmetric if there exists an index permutation α of the symmetric components
such that s can be transformed to t by the state mapping illustrated above.

The set of representative states are those states that satisfy the symmetry breaking
constraint Rep. Rep must make sure that there exists a representative for every state.
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In another words, each orbit has at least one representative. Representatives can be
chosen by imposing a certain order on the components. For example, we can order the
components by sorting the binary encodings of the local states. In this case, Rep =
(l1 ≤ l2 ≤ · · · ≤ ln). Note that we use ≤ instead of < in this formula. This is because
for a state where two components with indices i and j are in the same local states, i.e.
li = lj , its representative state, which must satisfy Rep, also has two components with
indices i′ and j′ that satisfy li′ = lj′ . We can also select the representative states as
those that have the value of some global variables fixed. For example, the index of the
processor that has the write access to the shared memory of the multiprocessor system
is fixed to be 1. In this case, Rep = (Widx == 1). To ensure the presence of at least
one representative for each orbit, Rep should not be over constrained. For instance,
Rep = (Widx == 1) ∧ (l1 ≤ l2 ≤ ... ≤ ln) is over constrained, while Rep =
(Widx == 1) ∧ (l2 ≤ ... ≤ ln) is a valid constraint. In general, a more constrained
symmetry breaking predicate means fewer representatives, thus more reductions in the
state space. Currently, the symmetry breaking constraints are provided manually. Since
symmetry breaking constraints are essentially characteristic functions for representative
states, their correctness can be checked by checking whether the orbit of the states
satisfying Rep is equivalent to the state space of the original model.

4.4 Computing Orbits

In this section, we describe two approaches to compute the orbit of a set of states given
the characteristic function of an arbitrary set of states.

The first approach is essentially a pre-image computation. In section 4.3, we de-
scribed how a state can be mapped to its symmetric state by permuting the local states
of the symmetric components and re-assigning the global state variables given a per-
mutation α of the component indices. If all possible α in the symmetric group GI of
the system to be verified are applied on a state, then we can get the orbit of this state.
In this way, the orbit of an arbitrary state set can be obtained by applying every α in GI

on the state set. Based on this, we construct a combinational circuit Oc(Id, S, T ) where
Id and S are sets of input variables and T is the set of output variables for this circuit.
For a k component symmetric system, Id is an array of k integers: id1, id2, · · · , idk.
The values of Id are all permutations of 1, 2, ..., k, where each permutation is inter-
preted as a permutation of the component indices. It maps the states S into their sym-
metric states T . Let A denote the set of states whose orbit needs to be computed. Let
Perm denote all possible assignments to Id resulting from permuting 1, 2, ..., k. Then
Perm(Id) = (

∧
i=1,···,k(1 ≤ idi ≤ k)) ∧ (

∧
i �=j(idi �= idj)). The orbit of A is de-

noted as Orb. It is easy to see that Orb(T ) = ∃Id, S. Oc(Id, S, T )∧Perm(Id)∧A(S)
and Orb(S) = ∃Id, T. Oc(Id, S, T ) ∧ Perm(Id) ∧ A(T ). The above two equations
compute the same set of states in terms of state variables T and S respectively. If Oc

is viewed as the transition relation from S to T , then computing Orb(T ) and Orb(S)
correspond to image and pre-image computations respectively. As mentioned earlier, it
is not efficient to do SAT-based existential quantification for image computation. There-
fore, we use the pre-image computation for Orb(S) to compute orbits.

The second method to compute orbits uses generators of GI . Let g1, g2, ..., gm be
the generators of GI . If A is a set of states and Orb is the orbit of A, then Orb is the
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least fix-point of the equation f(x) ≡ x ∨ (g1x ∨ g2x ∨ ... ∨ gmx) where x = A
initially. This is similar to the approach used in [8], although [8] does not require that a
fixed-point is obtained.

The first method of computing orbits requires eliminating the Id variables through
existential quantification. Since the existential quantification is done by multiple calls
to SAT, this method of computing orbits may be slow. Although the second method of
computing orbits does not require quantification, it needs to run many iterations before
reaching a fixed-point. Each iteration conjuncts m state sets, which usually results in a
large circuit representation of the state sets even when circuit simplification techniques
are used. This large representation of state sets tends to slow down the subsequent pre-
image computation. Moreover, the fixed-point has to be checked using SAT solvers.
Such SAT problems become harder as the circuit representation gets larger. Both of the
above methods to compute orbits are computationally expensive. Luckily, we only need
to invoke orbit computation for the initial states. This makes our approach different
from past efforts. Computing the orbit of an orbit of a set of states returns the same set,
thus it can be used to check whether a state set is an orbit.

5 Experimental Results

We implemented the SAT-based framework using circuit cofactoring as described in [13].
This is then augmented with the symmetry reduction techniques described in section 4.
We chose four examples to conduct our experiments. One is a handmade example called
swap described in [11]. The state variables of swap are an array of k integers. The state
transition is swapping the neighboring integers. The property that we verified was that
for all 1 ≤ i ≤ k, the ith integer at time t is different from the ((i + k/2) mod k)th in-
teger at time (t + k/2− 1), i.e. you cannot move a value by k/2 positions in (k/2− 1)
steps. The other three examples all come from the VIS package [21]. All of the four
examples consist of symmetric components and the number of components can be in-
creased. All experiments were run on a workstation with Intel Pentium IV 2.8 GHz
Processor and 1GB physical memory running Linux Fedora Core 1. We imposed a five
hour time limit on each property checking run.

We compared the performance of SAT-based model checking with and without sym-
metry reductions. The results are shown in table 1. Column 2 shows whether a safety
property of the instance in column 1 is true or false. Column 3 shows the number of
components that are symmetric to each other. The number of state variables for each in-
stance is indicated in column 4. Columns 5-8 show the number of pre-image iterations
finished within the time limit and the CPU time needed to finish these iterations with and
without symmetry reduction respectively. The results demonstrate the effectiveness of
our symmetry reduction technique. Our approach can either compute more pre-images
within the time limit or finish the same number of pre-image computations in less time.
To obtain a more detailed analysis of the impact of symmetry reduction on the number
of cofactor enumerations and the difficulty of the SAT problems, we compare the re-
sults at each step of the fixed-point computation for the gigamax example and the swap
example, both with 8 components. The results are shown in table 2. Column 1 shows
the depth of the fixed-point computation, columns 2-9 show the number of cofactor
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enumerations and the time used at the corresponding depth with and without symmetry
reduction. In general, using symmetry reduction reduces the number of cofactor enu-
merations as shown in the gigamax example. The time spent on these enumerations is
reduced with symmetry reduction because of two reasons: one is that the time spent
on the extra enumerations is omitted by exploiting symmetry; the other is that the SAT
problems become easier when the symmetry breaking constraints are added. The lat-
ter of the two reasons can be demonstrated by the swap example. Here, the number of
cofactor enumerations remains the same even when symmetry is exploited, but there is
significant reduction in runtime.

Table 3 shows the effect of symmetry reduction with increased number of compo-
nents. The label of each column has the same meaning as that of table 1 and 2. The
last column shows the time used to check the correctness of the representative pred-
icate. We can see from table 3 that greater benefit from symmetry reduction can be
obtained with increased number of components. This can be expected since the ratio
of the original number of states to the number of representative states increases when
the number of symmetric components increases. In general, checking the correctness of
the representative predicate by computing its orbit requires n! SAT solution enumera-
tions since all possible permutations of component indices may need to be enumerated.
This scales poorly with increased number of components as shown in table 3. However,
the representative predicate is usually a parametric description in terms of the number
of replicated components. Thus, once it is known that the representative predicate for
smaller n is correct, this can be used to infer that the representative predicate for larger
n is also correct.

Although we do not have a BDD-based model checker with symmetry reduction to
compare our symmetry reduction approach against, we implemented previous symmetry-
based techniques in our SAT-based model checker. Specifically, the standard iterative
procedure (as shown in figure 1(a)) using pre-image computations, where each interme-
diate state set is converted to a set of representatives, is adapted for SAT-based UMC.
Representative computation is done by first computing the orbit set and then conjoining
the orbit set with the representative predicate. The experimental data for this approach
are shown in table 4. The pre-image and representative computation time for each itera-
tion are shown in columns 2-9 for different instances. The number inside the parenthesis
besides the instance name is the number of components for that instance. From the data
which shows larger runtime for representative computation than pre-image computa-
tion, it can be seen that previous symmetry reduction techniques used in BDD-based
model checking do not work well with SAT-based UMC. This is mainly due to the
inefficiency of converting a set of states to its representative set using the SAT-based
method. Moreover, this method of symmetry reduction needs to use the result of pre-
image and representative computation for the next iteration, thereby losing the possible
benefit of compact state set representation introduced by unrolling.

Most model checkers will generate a debugging trace when a testcase does not sat-
isfy a certain property. Due to the use of a representative predicate, the trace returned
by our algorithm may be the result of permuting the component indices of a real trace.
As an alternative to the process of getting the actual trace by permuting back the com-
ponent indices on the counter-example returned by our algorithm, we use BMC method
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Table 1. Performance summary

w/o symm w/ symm
Testcase T/F #Comp #Var #Iter Time(s) #Iter Time(s)

swap T 8 24 3 >5Hr 4 0.54∗

coherence T 3 43 6 >5Hr 8 >5Hr
needham(buggy) F 3 54 8 8142.28∗ 8 3948.53∗

needham(fixed) T 3 57 8 6542.73∗ 8 1853.49∗

gigamax T 8 41 5 >5Hr 11 17844.70∗

* indicates either a bug is found or fixed-point is reached

Table 2. Detailed comparison of performance

swap w/o symm swap w/ symm gigamax w/o symm gigamax w/ symm
Iter# #Enum Time(s) #Enum Time(s) #Enum Time(s) #Enum Time(s)

1 8 0.01 8 0.03 7 0.03 2 0.02
2 21 0.32 21 0.32 18 0.31 5 0.07
3 18 10.86 18 0.06 152 14.37 32 0.89
4 0 >5Hr 0 0.07∗ 461 586.11 46 12.72
5 - - - - 1091 9838.08 119 54.01
6 - - - - 0 >5Hr 85 316.76
7-11 - - - - - - 109 17196.35∗

* indicates either a bug is found or fixed-point is reached

Table 3. Performance with increased number of components

gigamax w/o symm gigamax w/ symm Check Rep
#Comp #Var #Iter #Enum Time(s) #Iter #Enum Time(s) Time(s)

4 21 9 114 167.21∗ 9 77 61.84∗ 0
5 26 11 421 8845.18∗ 11 157 1183.48∗ 0.01
6 31 7 901 >5Hr 11 243 3259.92∗ 0.22
7 36 6 1555 >5Hr 11 272 6343.68∗ 11.64
8 41 5 1729 >5Hr 11 398 17844.70∗ 392.87

* indicates either a bug is found or fixed-point is reached

Table 4. Performance of SAT-based procedure using standard pre-image computations

swap(8) time(s) coherence(3) time(s) needham(buggy)(3) time(s) gigamax(8) time(s)
Iter# Pre-image Rep Pre-image Rep Pre-image Rep Pre-image Rep

1 1.98 >5Hr 0.02 0.06 0.03 0.10 2.13 377.34
2 - - 0.14 0.68 1.28 128.85 65.80 7568.49
3 - - 5.83 46.66 73.84 5349.00 16.48 >5Hr
4 - - 1041.63 >5Hr 1192.04 >5Hr - -
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to generate the counter-example once its length is known from our algorithm. BMC for
this length is likely to be much simpler than UMC using the cofactoring technique used
here. For example, for the buggy version of the needham example, we know that there is
a counter-example with length 8. A counter-example was generated using BMC under
one second.

6 Conclusions and Future Work

Significant research has been done on exploiting symmetry reduction techniques in ex-
plicit and BDD-based symbolic model checking with some demonstrated benefits of
the proposed approaches. Compared to BDD-based UMC, SAT-based UMC offers pos-
sibly better behavior with respect to memory utilization and is therefore gaining interest
in the verification community. We propose a symmetry reduction algorithm for model
checking using SAT-based methods. Our symmetry reduction approach is not a natural
extension of the previous works. It takes advantage of the structure of the algorithm for
SAT-based UMC using circuit cofactoring. Experimental results show the effectiveness
of our approach, especially when the number of components gets large. An interest-
ing future direction is to see how our symmetry reduction method can be extended to
checking fairness properties, as has been done in explicit model checking [22, 23]. It
is also worth investigating the application of symmetry reduction in SAT-based UMC
using interpolation[12].
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