
A Study of the Yosemite Sequence
Used as a Test Sequence for
Estimation of Optical Flow

Ivar Austvoll

Signal and Image Processing Group,
Department of Electrical Engineering and Computer Science,

University of Stavanger, N-4036 Stavanger, Norway
Ivar.Austvoll@uis.no

Abstract. Since the publication of the comparative study done by Bar-
ron et al. on optical flow estimation, a race was started to achieve more
and more accurate and dense velocity fields. For comparison a few syn-
thetic image sequences has been used. The most complex of these is the
Yosemite Flying sequence that contains both a diverging field, occlusion
and multiple motions at the horizon. About 10 years ago it was suggested
to remove the sky region because the correct flow used in earlier work
was not found to be the real ground truth for this region. In this paper
we present a study of the sky region in this test sequence, and discuss
its usefulness for evaluation of optical flow estimation.

1 Introduction

It took about 30 years from the introduction of the conception of optical flow
by Gibson [1] till the breaking through of algorithms for estimation of optical
flow [2, 3]1. Since then we have had a steady growth in the number of new
approaches for optical flow estimation. An important event was the comparative
study done by Barron et al. [5, 6], that started a competition towards better
accuracy for a few synthetic image sequences. Here it is preposterous to mention
all the participants in this struggle towards better results. We have chosen some
of the best results reported and visualized the latest developments in this area
graphically. Names will be missing, but we hope to present a representative
choice of techniques and their results.

The focus in this paper is to demonstrate some of the peculiarities of the sky
region for the Yosemite sequence and look at the consequences this has for the
use as a test sequence.

In the next section we give some information on the Yosemite sequence. Then
we discuss the error measure used for comparison of the different techniques, and

1 We have here not mentioned the efforts in motion estimation connected to image
sequence processing. Some of the earliest results in this field are from Limb and
Murphy [4].

H. Kalviainen et al. (Eds.): SCIA 2005, LNCS 3540, pp. 659–668, 2005.
c© Springer-Verlag Berlin Heidelberg 2005



660 I. Austvoll

we present some of the results reported since 1980. We continue with some simple
experiments on the sky region, and finally we give a discussion of the results and
conclude our work.

2 The Yosemite Sequence

The Yosemite sequence was created by Lynn Quam at SRI [5]. This sequence
is based on an arial image of the Yosemite valley and synthetic generated by
flying through the valley. In the sky region clouds are generated based on fractal
textures. The ground truth for the motion field is known for the valley part,
but it is questionable if the ground truth used for the sky region is correct [7].
According to Black in [7] there is no ground truth for the cloud motion. The
cloud pattern is fractal and undergoing Brownian motion. The assumption of
brightness constancy does not hold for the clouds. So reporting errors in the
cloud region is completely meaningless. According to our view this statement is
a bit too strong and only partly true.

The first image frame in the Yosemite sequence is shown in Figure 1, left.
To analyze the situation in the sky region we will use a simple approach, where
space-time-slices, ST-slices [8], are extracted for the rows (The motion is purely
horizontal in the sky region.). Examples are found in Figure 1, right. The up-
permost ST-slice is from the original signal, the middle is the phase output from
a directional filter and the nethermost is the magnitude output from the di-
rectional filter. It is well known, and also illustrated in these ST-slices, that
the component velocity in the direction of the ST-slice is given by the ori-
entation of the ST-signal. To estimate the component velocity we can use a
method for orientation estimation. This problem is discussed in [9], where a
new set of quadrature filters, loglets is introduced. As stated in [9] the esti-
mation of orientation and estimation of velocity is identical when the signal

Yosemite sequence, frame 1
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Fig. 1. Left: first image of the Yosemite sequence. Right: space-time-slices, original
signal, phase and magnitude from directional filter
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is bandlimited. In our work we have used a quadrature filter bank based on
the discrete Prolate Spheroidal sequence (DPSS) (equivalent to the Kaiser-
window) [10, 11]. To bandlimit the signal we used the scale space filter sug-
gested in [12].

2.1 Error Measure

In most published work on optical flow estimation after Barron et al. and their
comparative study, the angular error measure introduced by Fleet and Jepson
[13] has been used. The argument for introducing this error measure was that
the length of the vector error (v− vcorr), where v is the measured velocity and
vcorr the ground truth, is not useful as a measure of error because it depends on
the speed (speed = magnitude of the velocity vector). To compute this measure
we use the 3D space-time velocity vectors, υ = [v 1]T and υcorr = [vcorr 1]T

with lengths, ‖υ‖ and ‖υcorr‖ respectively. The angular error measure is
then given by:
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Fig. 2. Angular error measure as a function of magnitude error, verr,for absolute an-
gular errors, αe, of 0, 2, 4, 8, 10 degrees, at different correct speeds, computed from
equation (1)
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ϕe = arccos(
υT υcorr

‖υ‖ ‖υcorr‖ ). (1)

For the estimated velocity vectors there can be an error in direction, angular
error αe = ang(v) − ang(vcorr), and in the length of the vector, magnitude
error verr = |v| − |vcorr|. Some of the properties of this error measure can be
seen from Figure 2.

2.2 Error Statistics

Succeeding the work of Barron et al. [5] a bunch of competing methods for
estimation of optical flow has been published. We will here only focus on the
average error and the standard deviation found for the Yosemite sequence. Two
versions of the results exist, with clouds and without clouds. From about 1994
some researchers followed the attitude of Black [7] and skipped the clouds.

For the Yosemite sequence including clouds, error measures is shown in Fig-
ure 3, left. Here we have only included published results where the density is
100 % and have chosen the best in each time slot. The results without clouds is

1980 1985 1990 1995 2000 2005
0

5

10

15

20

25

30
Yosemite sequence

er
ro

r 
in

 d
eg

re
es

approximate year

 Horn&Schunk

 Nagel

 Uras Singh

 Liu et al.

 Srinivasan

 Memin&Perez

 Bab−
 Hadiashar
 &Suter

 Chen et al.

 Liu et al.

 Gibson
 &Spann

 Brox
 et al.

1990 1992 1994 1996 1998 2000 2002 2004 2006
0

1

2

3

4

5

6

7
Yosemite sequence without clouds

er
ro

r 
in

 d
eg

re
es

approximate year

 Szeliski&Coughlan

 Ju

 &Black

 &Jepson Memin

 &Perez

 Bab−

 Hadiashar

 &Suter

 Farnebäck

 Liu et al.

 Brox

 et al.

Fig. 3. History of error measures for the Yosemite sequence. The asterisks is placed at
the average error while the arrows indicates the standard deviation

shown in Figure 3, right. Here only results from about 1994 are given. We have
excluded the newly published results in [14] because the numbers seem not to
be reasonable 2. The best results sofar is from Brox et al. [15] with less than

2 The velocity arrows in Figure 1c) in the article does not correspond to the average
error of 0.2 degrees that is given in the Table I for comparison with other methods.
The published accuracy is almost an order of magnitude better than other methods!
The reason is probably that a different error measure has been used.
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2 degrees average error with clouds, and less than 1 without clouds. Very close
is the work of Bab-Hadiashar and Suter [16]. For the Yosemite sequence with
clouds these results stands out, especially with much better standard deviation.
For the sequence without clouds the results are more even. In addition to the
former, Liu et al. [17], Farnebäck [18] among others, have reported nice results.
The best results seem to come from differential methods including multiscale ap-
proaches and both global and local smoothing [15] and methods based on robust
statistics [16, 19, 20]. Orientation tensors combined with affine models [18, 17] is
another approach with good results. Reasonable results is also achieved with a
wavelet based method [21].

From the results of the average angular error the relative contribution of
angular and magnitude error it is not known. This can be of importance for
practical applications. From Figure 2 we can deduce some conclusions. If the
correct velocity is 2 pels (picture elements, pixels) the average magnitude error
is less than about 0.2 pels in the worst case (no angular error) and the average
angular error is less than 2 degrees when the average error is less than 2 degrees.
This is the case in the sky region.

3 Experiments

The aim of this work has not been to give prominence to a special technique for
estimation of optical flow. We only want to demonstrate the relative ability to
estimate motion in the sky region. For our experiments we have therefore used
a method at our hand, available from earlier work, with some smaller modifica-
tions. The accuracy of the results is therefore also moderate.

3.1 Velocity Estimation Method

The ST-slices are smoothed by a scale-space filter and each row is filtered by a
1D one-sided complex bandpass filter. The method is a simplified version of the
one described in [10]. The output is a complex ST-slice. The component velocity
in the direction of the spatial axis for the ST-slice (in our case horizontal) can
be computed from the direction of the pattern in the ST-slice, either from the
original signal, the smoothed ST-slice or the phase from the filtered ST-slice.
This can be done by a structure tensor [22, 8], by a set of quadrature filters
[22, 10] or any suitable method for estimation of directional patterns. We have
chosen the approach in [10], used only one scale and computed the component
velocity in the horizontal direction.

3.2 Results

To demonstrate the problems introduced in the sky region we have computed
the horizontal component of the velocity (the vertical component is zero in this
region) for rows. From visual inspection of the ST-slices, see Figure 1, right, it
is obvious that the velocity is about 2 pels from left to right. From the original
signal we can also confirm that the brightness constancy is violated, but the
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Fig. 4. ST-slices

space-time tracks have the expected direction. The signal from the directional
filter is more conclusive. The phase has a very distinct direction in space-time,
visually, when we use a global view. For local regions the case is not so ob-
vious, with many dislocations from the main direction. The ST-slices for two
more rows is found in Figure 4. The left figures show ST-slices at row num-
ber 40. The motion in a direction to the right is obvious. The right part of
this figure show ST-slices from row number 60. This is just at the horizon.
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Fig. 5. ST-signals, original and phase for row number 20, upper figures. Estimated
magnitude velocity for row number 20 at frame number 7 and corresponding errors,
lower plots
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Fig. 6. Estimated magnitude velocity and corresponding errors for row number 5 to
55 for steps in 5, i.e. 11 rows, at frame number 7

The horizon is broken at two places, approximately columns 0 - 30 and 170 -
200, where the motion is to the left under the horizon. Accurate estimation of
these velocities are not trivial. The result from estimation of the velocity for
row number 20 is shown in Figure 5. The average error for this line is 0.25
pels when the correct velocity is 2.0 pels. The standard deviation is 0.19. The
density is 67%. This corresponds to an average angular error less than 4 de-
grees when the absolute angular error is less than 4 degrees (see Figure 2). If
the absolute angular error is approximately zero the average angular error is 2
degrees. The result for 11 rows covering the complete sky region is shown in
Figure 6. It can be seen from this figure that there is a bias towards higher
values for the magnitude velocity. The total average angular error is 0.3 with
density 63%. This also corresponds to less than 4 degrees average angular er-
ror for small absolute angular errors. The accuracy is in the same range as the
best reported results except for Brox et al. and Bab-Hadiashar and Suter (see
Figure 3, left). This means that we have been able to detect and measure the
velocity in the sky region despite the fact that the simulation of the clouds have
been based on fractal patterns. The real problems come when we want to esti-
mate the velocity for positions at the horizon. Here we have multiple motions
as demonstrated in Figure 4, right. This is a much tougher problem than what
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the clouds represents. We will not give any results on this, but just confirm
that the challenge for the motion estimation algorithm is in this region and not
in the sky.

4 Discussion

When we want to evaluate a method we should use realistic data. From our opin-
ion the translating/diverging tree sequence and the Yosemite sequence without
clouds are not sufficient to make a proper evaluation of a technique for estimation
of optical flow. By excluding the sky region the occlusion boundary represented
by the horizon is simplified. There will be a step between the velocities below
the horizon and the zero velocity in the sky region, but this is much easier than
the opposing velocities at the horizon when clouds move to the right.

We suggest to replace the Yosemite sequence with a new test sequence that in-
cludes occlusion boundaries and multiple motions. The Yosemite sequence could
be modified by replacing the clouds with some flying objects (plane(s), bal-
loon(s),etc.) with known velocity.

It is insufficient to publish the average angular error. We would like to know
the distribution between angular and magnitude errors. In addition histograms
of the errors, both magnitude and angular, will give a more complete picture of
the performance for the actual algorithms.

To make a differentiation between different techniques it is also of interest to
know what kind of structures or motion patterns that cause the largest errors.

5 Conclusions and Future Work

As we have argued in this paper, the problem is not the clouds, but it is mainly
the occluding boundary with multiple motions. This challenge is reduced appre-
ciable by removing the clouds such that the motion vectors in the sky region is
zero. Our suggestion is to introduce flying objects in the sky instead. This will
give a more realistic situation for test of the optical flow methods.

More work on error analysis is needed. This could be done in a manner as
suggested in [23]. The performance at occlusion boundaries and more challenging
motion patterns should be described in more detail for each algorithm.

In addition new and more challenging test sequences should be developed.

6 Call for New Test Sequences!

We will continue our work on estimation of optical flow and try to develop some
new test sequences. We also calls for (thanks to the reviewer for this idea of a
call for ...) suggestions from other workers in the field of motion estimation to
suggest better test sequences and evaluation methods.
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