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Abstract. Consider the solution of a large sparse linear system Ax = b
on multiprocessors. A parallel sparse matrix factorization is required in
a direct solver. Alternatively, if Krylov subspace iterative methods are
used, then incomplete forms of parallel sparse factorization are required
for preconditioning. In such schemes, the underlying parallel computa-
tion is tree-structured, utilizing task-parallelism at lower levels of the
tree and data-parallelism at higher levels. The proportional heuristic has
typically been used to map the data and computation to processors.
However, for sparse systems from finite-element methods on complex do-
mains, the resulting assignments can exhibit significant load-imbalances.
In this paper, we develop a multi-pass mapping scheme to reduce such
load imbalances and we demonstrate its effectiveness for a test suite of
large sparse matrices. Our scheme can also be used to generate improved
mappings for tree-structured applications beyond those considered in this
paper.

1 Introduction

Many computational science and engineering applications concern the numeric
solution of models based on nonlinear partial-differential-equations on complex
domains, which are discretized using finite-element or finite-difference methods.
When implicit or semi-implicit schemes are used in the solution process, the
total application time can be dominated by the time required for the solution of
the underlying sparse linear systems of the form Ax = b. Consequently, effective
parallel sparse linear system solution is of critical significance in such large-scale
applications.

A solution to Ax = b, where A is sparse, can be achieved using either direct
methods or preconditioned iterative methods. In parallel sparse direct solvers,
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a Cholesky (A = LLT ) or an LU (A = LU) factorization is first computed and
then used for triangular solution [1, 2, 4, 6, 8, 16]. For preconditioning, incomplete
counterparts of both types of factorizations can be utilized to compute a sparse
approximation to the factors to accelerate the convergence of an iterative method
such as Conjugate Gradients or GMRES [7, 10, 17, 18, 19]. Efficient implementa-
tions on distributed memory multiprocessors require data and task assignments
that can balance the computational load for the factorization step among pro-
cessors. The computations in the factorization step are tree-structured and are
formulated bottom-up on a supernodal tree using either effectively dense panels
of columns in a left-looking panel scheme [1] or using dense triangular matrices
in a multifrontal scheme [8, 9, 13, 16].

In this paper, we focus on mapping tree-structured computations typical of
sparse factorizations where assignments generated by the popular proportional
mapping [5, 15] scheme often exhibit large imbalances. Our main contribution
is the formulation of a new multi-pass refinement scheme that can substantially
improve the quality of the assignment and thus the performance of parallel fac-
torization codes. In the next section, we provide a brief review of parallel sparse
factorization. In Section 3, we begin with a review of the original proportional
mapping scheme [15] and then describe our new multi-pass schemes. In Sec-
tion 4, we provide an empirical evaluation of the performance of our multi-pass
schemes and the original proportional mapping. In Section 5, we summarize our
contributions and discuss further extensions and applications.

2 Parallel Tree-Structured Sparse Factorization

Sparse matrix factorization and its incomplete variations typically require a four
step process: (1) ordering to compute a fill-reducing numbering, (2) symbolic
factorization to determine the nonzero structure of the factor, (3) numeric fac-
torization, and, (4) triangular solution. The first ordering step is also critical for
determining the parallelism and the total computational costs over all remain-
ing steps. A well-established practice is to compute orderings, using for example,
nested dissection techniques that recursively partition the graph of A using ver-
tex separators [3, 11]. After this step, the parallelism available for the subsequent
factorization and triangular solution step can be represented by a tree. This tree
can be weighted to represent computation costs and the tree can be mapped to
processors to enable load-balanced computation of the factorization step.

We provide a brief overview of parallel sparse Cholesky factorization using a
small example to illustrate the main ideas, which are described in greater detail
in the survey article by Heath et al. [8]. Figure 1 concerns the sparse matrix
A of a five-point 7 × 7 finite-difference grid, which is widely used as a model
problem in this area. The columns of the Cholesky factor L of this matrix, can
be grouped into supernodes [12]. A supernode is a set of consecutive columns
that have nested sparsity structure, and can essentially be treated as a dense
block, see for example, the last seven columns in Figure 1. As a consequence of
sparsity in L, columns in a supernode need not be updated by columns in all
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Fig. 1. The structure of a sparse matrix A from a 7 × 7, 5-point finite-difference
grid reordered to reduce fill (left), the structure of L shown with a recursive partition
(middle) and a multifrontal scheme on the binary supernodal tree (right)

preceding supernodes in the numeric factorization, instead columns in a supern-
ode v are updated only by columns in supernodes within the subtree rooted at
v [12]. The sparsity structure of L can be viewed in terms of effectively dense
column-blocks or alternatively, in a recursive manner in terms of submatrices, as
shown in Figure 1. The two types of cache-efficient numeric factorizations are a
column-block scheme [14] and a multifrontal scheme [2]. The two schemes differ
in how they compute and apply updates to columns in a given supernode from
columns in earlier supernodes. In a multifrontal scheme, dense triangular matrix
operations are used to factor the columns in a supernode and to accumulate
and propagate updates from these columns to those at the parent and ancestor
supernodes, as shown in Figure 1. Multifrontal schemes typically lead to efficient
parallel implementations [6, 16].

Parallel implementations of both left-looking or multifrontal factorization de-
pend on the supernodal tree which can be weighted to represent the correspond-
ing computation and communication costs [5, 6, 16]. For illustrative purposes,
view this tree as a complete binary tree with more leaves than the number of
processors P and with all nodes having the same computational cost. Now, at
some level l = log2 P , P disjoint nodes can be identified and the subtrees rooted
at these nodes can be assigned to distinct processors. These subtrees represent
disjoint local computations at processors with ideal task-parallelism. At a level
higher than this one, disjoint processor groups of size 2 can cooperate to perform
data-parallel computations at the supernode and so on, until all processors par-
ticipate at the root. This is known as the balanced subtree to processor mapping.
The proportional mapping scheme is a generalization of this scheme to derive
assignments for practical problems where the supernodal tree can be highly ir-
regular and the computation at a node and total computations in subtrees can
vary dramatically.
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3 Multi-pass Mapping Schemes

In this section, we begin with an overview of the original proportional mapping
scheme [15] and continue with the formulation of our multi-pass assignment
schemes. The latter seek to refine and improve an assignment obtained from the
proportional mapping, which is used in the first step.

To provide a precise statement of our mapping schemes, we start with a
definition of the weighted supernodal tree and a valid mapping, i.e., an assign-
ment of computations represented by the tree to a set of processors. Consider
a supernodal tree T (r) = (V,E,NW,SW ) with V vertices, E edges, rooted at
r ∈ V with two weighting functions SW and NW representing a suitable mea-
sure of computational costs. For each vertex v ∈ V , NW (v) is the nodal weight,
corresponding to the cost of computations at the node v. The subtree weight
of v, SW (v) is defined as the sum of nodal weights of all vertices in T (v), the
subtree rooted at v. A mapping M = (T, P ) indicates an assignment of a set of
P disjoint subtrees T (v0), T (v1), · · · T (vp−1) (including all leaf vertices in V ) to
processors 0, 1, · · · (P − 1). These disjoint subtrees represent local task parallel
computations; computations at an interior vertex v are shared equally among
all processors assigned subtrees in T (v). However, such computation cannot pro-
ceed until all processors can synchronize at the internal node. Consequently, load
imbalances among processors along different paths leading to a vertex v, result
in some processors remaining idle until all can synchronize and proceed with the
computations at v.

The proportional mapping [15] is a recursive scheme with an initial assign-
ment of P processors to the root r and thus T (r). Consider T (v) the subtree at v,
which has been assigned p processors. If p = 1, the recursion terminates; other-
wise for p > 1, for each child c of v assign pc to T (c) where pc = p× SW (c)

SW (v)−NW (v) .
Some rounding scheme must be used to ensure that pc is an integer number of
processors and that

∑
c,(c,v)∈E pc = p. We experimented with several rounding

schemes to select the one that leads to the best mappings for our test collection.
In this scheme, at a vertex v with T (v) assigned p processors, we compute for
each child c, p̂c = �p × SW (c)

SW (v)−NW (v)�, and the projected load Ŵ (c) = SW (c)
p̂c

.
Next, we compute p̃ = p − p̂ where p̂ =

∑
c,(c,v)∈E p̂c. Let c1, c2, · · · cp̃ be the

children vertices of v with the p̃ highest values of the projected load Ŵ (ci); for
these vertices we set pc ← p̂c + 1 while for the others, we set pc ← p̂c. Our
multi-pass assignment scheme uses this proportional mapping as the first step.

Rounding effects, incurred to ensure an integer number of processors at each
node, can be exaggerated by irregular subtree weights resulting in assignments
with processor loads that are not well-balanced. Consequently, the highest load
at a processor, i.e., the critical path weight, can be substantially higher than the
ideal of SW (r)/P as shown in the next section in Figure 2.

Our multi-pass schemes attempt to refine the assignment from the propor-
tional mapping in order to improve the worst load at a processor. We therefore
start with a precise definition of this quantity. Consider any mapping M =
(T (r), P ) of the supernodal tree T (r) = (V,E,NW,SW ) with disjoint sub-
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Fig. 2. Critical overload for the original proportional heuristic (left) and and the Robin
Hood and multi-pass schemes (right) for augustus7 on 8 – 64 processors

trees T (v0), T (v1), · · · T (vP−1) assigned to processors 0, 1, · · · (P − 1). Let π(v)
denote the number of processors assigned to a node v; note that π(r) = P .
Let path(i) denote the intermediate vertices in T from the parent of vi to
the root r. Now the workload of a processor pi, 0 ≤ i ≤ (P − 1) is given
W (pi) = SW (T (vi)) +

∑
v∈path(vi)

NW (v)/π(v). An ideal assignment would
lead to the ideal load I(M) = SW (r)/P . The heaviest load at a processor, which
corresponds to a critical path is given by H(M) = maxpi,0≤i≤P−1 {W (pi)}; like-
wise, we define the lightest load L(M) = minpi,0≤i≤P−1 {W (pi)}; Our goal is
compute mappings where H(M) is close to I(M) for a given T and P .

We next present two refinement schemes, followed by our final multi-pass
scheme which enables their effective combination.

A Robin Hood Refinement Scheme. Assume that an assignment M has
been provided either from proportional mapping or the application of one or
more refinement schemes. First, determine H(M) and L(M) corresponding to
the heaviest and the lightest loads at a processor. Let ph and pl denote the
corresponding processors assigned to subtrees T (h) and T (l), rooted at vertices
h and l respectively. We consider ph, the overworked processor to be “poor ”and
the lightly loaded pm to “rich.” Our Robin Hood scheme, removes a processor
assigned along the lightest path, path(l) and uses it to refine the mapping of
the local subtree T (h) and thus reduce the load along critical path path(h). The
Robin Hood scheme is typically applied four times to allow refinement of paths
with weights close to the weight of the critical path, and the best assignment is
retained.

Iterative Correction with Processors in Reserve. Assume we are seeking
an assignment M = (T (r), P ) with P processors. We first obtain a mapping with
M̃ = (T (r), P̃ ) with P̃ processors where P̃ < P . Let P̂ = P − P̃ denote the
remaining processors “held in reserve.” Our correction algorithm proceeds thus in
P̂ iterations, starting with a mapping M1 initialized to M̃ with P1 = P̃ processors.
At iteration i, compute H(Mi) and let ph be the corresponding processor with the
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heaviest load. Refine the mapping of T (h) by adding another processor to vertex
h to obtain a new mapping Mi+1 with Pi+1 = Pi + 1 processors. A disadvantage
of this scheme is that improvements depend on the initial choice of P̃ .

A Multi-pass Mapping Scheme. We now combine the two refinement schemes
with the original proportional mapping to present our final multi-pass mapping
scheme. The first pass is the proportional mapping scheme. In the second pass,
this mapping is refined using the Robin Hood scheme. Let this result in a map-
ping M̂ with the specified number of processors, P . Compute H(M̂); if this quan-
tity is more than the ideal load (SW (r)/P ), then compute P̃ = SW (r)/H(M̂),
where P̃ < P . Apply the proportional mapping to obtain a mapping M̄ with P̃
processors. Refine it using the Robin Hood scheme to obtain a new mapping M̃
with P̃ processors. Finally, refine this mapping using iterative correction with
P̂ = P − P̃ processors in reserve. This defines our overall multi-pass mapping
scheme.

4 Empirical Results

In this section, we empirically evaluate the quality of assignments for performing
parallel sparse Cholesky factorization. We report on the improvements observed
when our schemes are used to refine the assignments computed by the original
proportional scheme. We use a collection of well-known sparse matrices from
finite-element analysis of three dimensional structures and shells, and one prob-
lem from computational fluid dynamics.

Our test suite of matrices and best observed improvements are shown in
Table 1. We consider the factorization of these matrices using 8-64 identical pro-

Table 1. Description of test matrices, relative critical loads (RCL), and numeric fac-
torization times using the original proportional scheme and the multi-pass scheme.
Each matrix - processor pair corresponds to the best observed improvements of the
RCL metric using our multi-pass scheme. The column labeled “Error” indicates the
difference between predicted and observed execution times

Matrix Characteristics Relative Critical Load and Numeric Factorization Time
Matrix Rank |A| |L| Proc- Proportional Map Multi-pass Map

(103) (104) (104) essors RCL Time RCL Predicted Observed Error
(sec) (sec) (sec) (%)

bmw7st1 141 374 9,134 24 134 97 114 82.52 80.72 2
bmwcra1 148 539 18,924 14 146 493 129 435.6 454 4
bmw3 2 1 227 575 17,998 24 130 263 122 246 242 2
augustus7 1,060 518 79,995 24 133 1,989 117 1,749 1,653 6
augustus5 134 64 4,598 26 145 32.42 117 26.16 25.97 1
af shell3 504 904 11,425 26 137 43.65 116 36.96 40.11 9

cfd2 123 160 7465 23 154 75.67 118 57.98 57.84 0
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cessors after ordering using a nested dissection scheme. The supernodal trees
were weighted to represent computational costs (for floating point operations,
and not for communication or for other integer operations) in a parallel multi-
frontal scheme, for example, such as the scheme in the DSCPACK software [16].

Our results concern the quality of mappings as defined by the heaviest work-
load at a processor, i.e., the critical path weights. Consider T (r) corresponding
to a specific problem. For each mapping M of T (r) using some P processors in
the range 8 — 64, we focus on heaviest load at a processor, i.e., the critical path
cost, as the main metric indicative of the quality of the mapping. The closer this
metric, H(M) (defined in the earlier section) is to the ideal load (I = SW (r)/P ),
the better is the quality of the mapping. Over the range of processors, problems
and mapping the actual value of this metric can vary significantly making direct
comparisons difficult. We therefore use the following two scaled forms: (i) the
relative critical load, (RCL) defined as H(M)

I ×100, and (ii) the critical overload,
(CO) defined as H(M)−I

I × 100.
We begin with some experiments (reported in the right half of Table 1) to verify

that the relative critical load (and the critical overload) metric corresponds well
to the actual performance of the numeric factorization step. We used the DSC-
PACK software [16] with two different mappings, one from the original propor-
tional scheme and the other from our multi-pass scheme. Our experiments were
performed on a cluster with 81 dual-processor compute nodes with AMD Athlon
MP2200+ processors, with 71 nodes having 1GB of main memory, and 10 nodes
having 2GB of main memory, and a 9 × 9 torus Scali interconnect. Table 1 shows
the relative critical load (RCL) and CPU time for numeric factorization using the
original proportionalmapping.We then compute assignments using ourmulti-pass
scheme and their corresponding values of the relative critical load (also reported
in Table 1). Using the relative critical load metrics for the original and multi-pass
mappings and the CPU time for numeric factorization with the proportional map-
ping, we can project the estimated numeric factorization time for the new assign-
ment (reported in the column labeled “Predicted” time). We next performed nu-
meric factorization with the new assignments and observed actual CPU time. As
shown in Table 1, these observed times are in close agreement with our predicted
values, thus indicating that it is valid to use the relative critical load metric and
the closely related critical overload metric to evaluate the quality of assignments.

Figure 2 plots the critical overload metric for the original proportional map-
ping, the Robin Hood scheme and our final multi-pass scheme for augustus7 on
8 through 64 processors. The plots indicate that Robin Hood scheme can improve
the assignments produced by the original proportional mapping. However, as ex-
pected, these improvements are not as substantial as the improvements from our
final multi-pass scheme. Consequently, in the remainder of this section, we focus
on more detailed comparisons between the quality of assignments produced by
the original proportional scheme and our final multi-pass scheme.

Figure 3 (left) indicates how our scheme can improve the worst mapping
generated by the original scheme. For each matrix, we select the instance with
the largest value of the critical overload metric from an assignment by the pro-
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Fig. 3. Quality of assignments for worst load instances (left) and the best observed
improvement instances (right); each group of two bars indicates the critical overload
from the original proportional scheme and our multi-pass scheme. Average values are
indicated by horizontal lines
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Fig. 4. Cumulative critical overload over all matrices for each processor, from assign-
ments using the original proportional scheme (left) and from our multi-pass scheme
(right). Each patch in a stacked bar represents the critical overload for one matrix.
Average values are indicated by horizontal lines

portional scheme. For this instance, i.e., problem-processor pair, we show the
value of the overload metric when our multi-pass scheme is used. Our multi-pass
scheme successfully reduced the worst case overload from almost 60% to 27%
for the bmw7st1 matrix. On average, the metric is halved from nearly 50% for
the original to 25% for our multi-pass scheme. Figure 3 (right) shows the best
observed improvement from our new multi-pass scheme when compared to the
original mapping for each matrix in the test set. Assignments from our multi-
pass scheme reduced the critical overload for bmw7st1 from approximately 60%
to 27% and from 55% to 17% for cfd2. Additionally, on average over these in-
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Fig. 5. Cumulative critical overload for 16 – 64 processors for each matrix, from as-
signments using the original proportional scheme (left) and from our multi-pass scheme
(right). Each patch in a stacked bar represents the critical overload for one processor
size in the range 16 – 64. Average values are indicated by horizontal lines

stances, the critical overload from the proportional scheme was 46%, whereas it
was reduced to 17% from our multi-pass schemes.

We next consider the overall quality of the assignments produced by the
original proportional scheme and our multi-pass scheme for the 7 matrices using
16 – 64 processors. We now consider a cumulative form of the critical overload
metric shown as a stacked bar in Figures 4 and 5. In Figure 4, each stacked bar
represents the critical overload value summed over all 7 matrices for a specific
number of processors. Figure 4 clearly indicates that our multi-pass scheme
significantly improves the quality of mapping over all problems for the entire
range of processors. On average, the cumulative critical overload is reduced from
a value of approximately 150 to 100 through the use of our multi-pass scheme.
Figure 5 shows the improvements for each matrix cumulatively over the range
of processors; each stacked bar represents the critical overload value summed
over all 49 processor sizes (from 16 — 64) for a specific matrix. Now the average
value from the original scheme is approximately 1050 which is reduced to under
725 by our multi-pass mapping scheme. These results show that our multi-pass
schemes are indeed effective in producing assignments that substantially improve
the balance of loads among processors.

5 Conclusions

In this paper, we have presented a multi-pass scheme that improves workload
distribution among processors in tree-structured computation. Through experi-
ments using trees weighted to represent sparse multifrontal factorizations on dis-
tributed memory multiprocessors we show that our multi-pass mapping scheme
can significantly improve the quality of assignments.
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Our scheme can be applied with a more complex weighting scheme to take into
account both computation and interprocessor computation costs. Our scheme
can also be used with a weighting function to model memory requirements to
produce more balanced assignments. Additionally, we can compute assignments
for applications where the triangular solution costs following the factorization
are dominant, i.e., one factorization is followed by solutions for a sequence of
right-hand-side vectors [20]. We can also extend the weighting schemes to model
parallel incomplete factorization for preconditioning [18] and the subsequent
application of the preconditioner using tree-structured parallel schemes.
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