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Abstract This paper focuses on the usability of the PINPAS tool. The PIN-
PAS tool is an instruction-level interpreter for smartcard assembler lan-
guages, augmented with facilities to study side-channel vulnerabilities.
The tool can simulate side-channel leakage and has a suite of utilities to
analyze this. The usage of the tool, for the analysis of a cryptographic
algorithm is illustrated using the standard AES and RSA. Vulnera-
bilities of the implementations are identified and protective measures
added. It is argued, that the tool can be instrumental for the design
and realization of secure smartcard implementations in a systematic
way.
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1. Introduction

Since the ground-breaking papers of Paul Kocher Kocher, 1996; Kocher
et al., 1999 a vast amount of research on power analysis and other
side-channel attacks have been reported in the literature (e.g. Boneh
et al, 1997; Messerges, 2000; Coron et al, 2001; Quisquater and Samyde,
2001). Taking all types of attacks into account for a concrete implemen-
tation of a cryptographic algorithm on a specific smartcard and, fur-
thermore, investigating the feasibility of all appropriate countermeasure
is a daunting task. Apart from experience and engineering principles,
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feedback on intermediate stages during the development —instead of af-
ter the implementation phase— is valuable to the smartcard algorithm
programmer. The PINPAS tool, discussed here, can be used to provide
this information. More generally, the tool aims to contribute to a better
understanding of side-channel vulnerability and systematic hardening of
a smartcard application.

PINPAS is an instruction-level interpreter for smartcard assembler
together with facilities to collect and process side-channel information.
In this paper we focus on the usability aspects of the tool when assessing
the side-channel vulnerability of an implementation of a cryptographic
algorithm. As running examples, we investigate the vulnerability for
differential power analysis (DPA) of the AES and RSA algorithm. We
show, for basic smartcard implementations, how attacks and the effec-
tiveness of subsequent countermeasures can be analyzed.

In outline, the approach works as follows: First, a candidate algorithm
is implemented in the assembler language of the targeted smartcard.
Then, power traces are collected by the PINPAS tool while interpreting
the implementation. Next, iteratively, the feasibility of a DPA attack is
estimated and necessary countermeasures are put in place.

The PINPAS tool is still only a prototype. However, it clearly shows
the advantage of software-based feedback for side-channel attacks on
smartcards. The benefits of the tool include the following:

• Side-channel analysis can already start early in the development
process as no physical card or laboratory setup is needed.

• Time consuming measurements and signal-analysis can largely be
avoided.

* It is easy to switch platform and card type and change the attack
parameters such as the side-channel, attack point, etc.

• The tool provides quick feedback on the effectiveness of introduced
countermeasures.

• The simulation environment enables one to balance resource uti-
lization, performance and security, respectively.

• The flexible setup allows for easy experimentation with new poten-
tial attack or defense techniques. Additionally, the PINPAS tool
provides a setting to study hypothetical side-channel leakage.

The idea of performing timing attacks and differential power analysis on
a simulator is a clear one and may not be completely new. However,
the PINPAS tool is, to our best knowledge, the first tool reported in the
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academic literature. Moreover, the increase of computing power and ma-
turity of object-oriented programming languages have witnessed further
evolution since the advent of SPA and DPA. Today, an industrial-sized
tool based on PINPAS has come in reach. In fact, the prototype has
been adopted for further development.

Because of its broad applicability in early development stages, its flex-
ibility and ease of use, while avoiding involved physical measurements,
the PINPAS tool can be valuable to smartcard manufacturers, algo-
rithm designers, evaluators as well as researchers. The PINPAS tool
provides an instrument to study information leakage via side-channels
in a systematic sway. With the tool, countermeasures can be evaluated
for their effectiveness. This way, the prototype may serve as a stepping
stone toward a general theory of generating safe code from vulnerable
algorithms. An overview of the PINPAS tool was reported in den Hartog
et al, 2003.

2. The PINPAS tool

The PINPAS tool is a Java program that provides a number of vir-
tual machines for various smartcard assembler languages. On top of
this, the tool facilitates various type of side-channel attacks, both first
and higher-order. (The former type focuses on side-channel information
from one single source; the latter seeks to combine such information re-
trieved from several places.) Given a particular implementation code of
a cryptographic algorithm the tool provides an environment to assess
the vulnerability of the implementation, in particular for timing attacks
and for power analysis. Thus, the PINPAS tool consists of two main
building blocks: a simulator and an analyzer.

The simulator part for a particular brand of smartcard is based on
the overall architecture and the instruction set of the smartcard. If one
wishes to do so, one can restrict the so-called power profile to the mod-
eling of the CPU and storage, neglecting possible co-processors or ded-
icated components. Typically, a number of registers and memory space
is allocated by the simulator, comprising -together with the program
counter- its state. Instructions then are interpreted as state transfor-
mations. They affect the program counter, the registers and memory.
For each instruction a Java method is defined in the class implementing
the simulation of the smartcard. Interpretation of a program for the
smartcard consists of a loop that repeatedly calls the Java method that
corresponds to the card instruction to be executed. As an aside, note
that system calls and native APIs need not to be represented as low
level operations; Java methods that reflect the input/output behavior of
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such card components suffice. This way, the simulator abstracts away
from aspects that are not directly related to the cryptographic algorithm
itself.

The analyzer part supports the collection of abstract power traces.
A physical model of the smartcard architecture and the instruction set
are parameters to the tool. A rather coarse approach, very much like
common practice in actual power attacks to smartcards though, only
takes the Hamming weight of data into account. On the other side of
the spectrum, one can generate sampling information in a format com-
patible to that of the oscilloscope. Although the tool-generated power
traces cannot, by their nature, be exactly the same of those generated
physically, experiments have shown a clear similarity between the two.
While obtaining selected or randomly generated input values from file
one-by-one, the tool produces, by running the algorithm on the virtual
machine, as many abstract power traces as desired.

In addition, the tool provides a few built-in mechanisms for further
manipulation. In particular the DPA selection criteria or brute-force
byte attacks can be launched automatically. Note that, power traces
are produced directly from the assembler code, thus bypassing time and
effort needed to collect power traces physically from the algorithm loaded
onto a smartcard. Also, post processing of power traces to eliminate
noise and jitter has become a non-issue in this setting; by construction,
the traces are noise-free and lined up. However, in principle, physically
collected power traces can be presented to the analyzer part of the tool
as well.

3. A case study: AES and RSA

In the previous section we described the tool developed in the PINPAS
project. In this section, we demonstrate the steps in the development
of a secure smartcard implementation of a cryptographic algorithm. In
particular, we will create, in several steps, implementations of the AES
and RSA algorithms for a typical smartcard. For simplicity we have
chosen a generic platform based on the Hitachi H8 RlSC-processor.

3.1 AES and the PINPAS tool

The advanced encryption standard AES algorithm NIST, 2001; Dae-
men and Rijmen, 2002 is a block cipher which uses a number of rounds
consisting of reversible linear 'confusion' and non-linear 'diffusion' trans-
formations. The linear transformations exploit exclusive ors with key
material and AES's typical shifting and moving of rows and columns.
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The non-linear transformation includes a manipulation of bytes by S-
boxes.

Starting point for the smartcard implementation discussed here, was
a C-coded version of the AES algorithm. The C-code was optimized
with the efficiency of the resulting machine code in mind. Next, the gcc
compiler was run to generate Hitachi H8 code from this. In the discussion
below we will concentrate on the case of an 128-bit key length.

The analysis of the smartcard implementation starts off with some
standard procedures that are provided by the tool. A preliminary power
analysis shows that the different rounds can be distinguished from the
power signature. Also other information, such as the use of specific input
bytes, can be revealed.

Partial power trace for AES showing 6 complete rounds

Zoomed view of the usage of second input byte and the power trace (gray)

Starting from the assumption that Hamming weights of data may leak,
an attacker can focus on the first linear transformation using key ma-
terial, a socalled addroundkey. The crucial instruction in this code
fragment is

data[i] XOR key[i] (1)

which, obviously, xors two bytes. In the first round the data value is
known: It is simply the input to the algorithm. Thus, guessing the ith
byte of the key will allow one to predict the outcome of the xor. Having
such a criterion available a power attack can be launched.
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In the tool this criterion, or trace condition, - forming two groups of
traces with Hamming weights larger and smaller than 4, respectively -
can be reflected by the following piece of Java code.

boolean select( Trace trace )
{ wgt = hammingWgt( trace.getlnputByteC i ) keyguess ) ;

if ( wgt > 4 ) return t rue;
if ( wgt < 4 ) return fa lse;
throw new UnsortableExceptionO ;

The exception UnsortableExceptionO ; is used to discard traces, as
is done in this example with traces for which the Hamming weight wgt
equals 4. (Other, more advanced trace conditions can be used as well,
but for the purpose here, the above will do.)

The tool will divide the power traces in two groups according to the
trace condition. The average power consumption over these two groups
is compared, resulting in a so-called difference trace. If the key byte is
guessed correctly, a difference in average power consumption will occur
at the position of the instruction in equation (1) and result in a peak in
the difference trace. For an incorrect guess, a random partition of the
traces without significant peaks in the difference trace is expected.

To facilitate a quick and automatic attack, the PINPAS tool was
directed to record the power traces only for a small window including the
instruction to be analyzed. Apart from speeding up the simulation, such
facilities are also convenient when memory usage becomes a bottleneck.

An experiment using 250 traces discovered all but a few bits of the 128
bit round key. Because of the linearity of the attacked xor instruction,
a relatively high spike in the difference trace will already occur when 6
or more bits of the key byte are guessed correctly. Therefore, there is
a small probability that a false positive might be given while iteratively
stepping through all possible key byte values. This probability can be
reduced by using more traces. The same experiment based on 500 traces
predicted all key bytes without error.

Difference trace for an incorrect, almost correct and correct guess
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Several coimtermeasures have been proposed to protect against the power
analysis attacks, including hiding of data by random masking Golic and
Tymen, 2003 or distribution of critical data over different locations Chari
et al., 1999; Goubin and Patarin, 1999. Other countermeasures seek to
make the aligning traces and the averaging of power consumption more
difficult. In particular, 'no-op' insertion introducing random waits and
randomization of control flow. Of course, due to the limited resources,
one needs to carefully balance the improvement of security yielded by
these techniques and the resource utilization and performance of the
resulting algorithm.

In order to defend the AES implementation described above, we intro-
duce a countermeasure that randomizes the flow of control. The observa-
tion is that in the exclusive or with bytes of the key in the addroundkey
section can be done in any order. The adapted code is as follows:

int [] order = permutation of 0..15
data[ order[i] ] = data[ order[i] ] XOR key[ order[i] ]

Experiments with the PINPAS tool show that the countermeasure is
effective. Repeating the DPA based on 500 traces no longer revealed
the key. We expected that simply more traces would suffice for a suc-
cessful DPA attack. Surprisingly, using 8000 traces (with 8000 traces
being 16 times 500 traces) did not prove successful either. Thus, the
tool helped not only in providing experimental evidence of the strength
of the countermeasure in reducing the vulnerability, but also provided
feedback on our engineering intuition. Recall that in the setting of the
tool the synthesized traces are noise-free; in physical experiments even
more traces need to be collected. However, it should be noted that
other DPA attacks are still possible, e.g. in the subbytes or shif trows
routines.

3.2 RSA and the PINPAS tool

As a second example we discuss the familiar RSA algorithm Rivest
et al, 1978. Encryption in the RSA algorithm uses exponentiation mod-
ulo a large composite n. For our implementation of RSA we assume to
have a co-processor available on the card. The co-processor is used for
two operations: squaring and multiplication in Z/nZ. We focus on the
common case of 512 bit numbers.

Using the operations provided by the co-processor, exponentiation can
be implemented as follows.

r = 1;
for( int i = 0; i < 512;
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{ r = SQR( r , n ) ;
if ( keybit( i) == 1 ) r = MUL( r , m, n ) ;

An SPA attack on this code is well-known, see e.g. Kocher, 1996; Dhem
et al , 1998. The multiplication MUL in the code above is done only if
the current bit of the key equals 1. By inspection of the shape of the
power consumption trace, one can distinguish the different rounds in
the algorithm. Moreover, one can determine for a round, by examin-
ing its length, whether it consists of only a squaring or also includes a
multiplication. This way, the key can directly be read from the power
trace.

The standard countermeasure to remedy this vulnerability is to intro-
duce a dummy multiplication into the code above for key bits which are
zero.

if ( keybit( i) == 1 ) r = MUL( r , m, n ) ;
else dummy = MUL( r , m, n ) ;

As all rounds are then of equal length, one can no longer decide the
value of a key byte by simply looking at the power consumption trace.
Unfortunately, as a side-effect of this defense, the vulnerability to DPA
attacks has been increased.

In the RSA algorithm the intermediate result for the variable r de-
pends on part of the key only. A DPA attack can be launched attacking
this value. By guessing e.g. the first byte of the key, the intermediate
value after 8 rounds can be predicted for given inputs. As before, a spike
in the difference trace indicates a correct guess for the key.

In contrast to the attack on the AES discussed above, the attack on
RSA has a cumulative nature. In order to find a byte of the key, all more
significant bytes should already have been found. If no byte value results
in a significant peak it is likely that one of the previous byte values has
been guessed incorrectly.

The correct key guess for the first byte of the key1

^The tooi has been instructed to only recorä power ccmsumpfcion vaiues at points relevant to
the attack.
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Experiments with the tool showed that the correct key could be ob-
tained using 125 traces. A complication in the attack is that significant
peaks are induced by a wrong guess, such as a shifted key value. How-
ever, one can eliminate these peaks by narrowing the window of analysis
to the correct round, for example the 8th round for the first byte (MSB)
of the key. The availability of the tool helped unraveling the occurrence
of peaks at unexpected locations in the difference traces.
Due to the mathematical setting of RSA several countermeasures avail-
able for block ciphers, such as (non-multiplicative) masking and dis-
tribution, do not apply here. Perhaps they are applicable for a com-
pletely different implementation of RSA, but it is hard to see how the
co-processor can then be exploited. In the same vein, although random
waits can be introduced, it seems likely that in practice, the attacker
can recognize and remove these from the power trace. When simulating
traces in the tool this is straightforward.

Experiments with the tool indicate that hardware defenses are effec-
tive. For example, adding to the coprocessor an internal buffer that
does not leak for storage of the intermediate result can help reduce the
DPA sensitivity. Countermeasures in hardware can be incorporated in
the tool, relatively easy, by adapting the Java classes implementing the
various machine instructions and adjustment of the power profile. As
seen from our discussion above, this coprocessor must also implement a
dummy multiplication operation which yields the same power signature
as a real multiplication, but does not update the internal buffer.

4. Significance of theoretical attacks

In the previous section we have demonstrated how attacks on AES
and RSA can be simulated in the PINPAS tool. Here we discuss the
practical relevance of the results found using the tool.

4.1 Measured vs. synthesized traces

Power traces generated by the simulation cannot, by their nature,
be the same as physically measured traces. However, a reasonable ap-
proximation is possible. So, what is a reasonable approximation? From
a security standpoint the amount of information leaked in the power
consumption is more relevant than, for example, the absolute difference
with actually measured values.

To do a correct analysis using the tool it is important that attacks
possible on the physical card can also be mimicked in the tool. This
means that information leakage in the power consumption trace of a
physical card should also be present in the simulated power trace. On
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the other hand, adding countermeasures cost money, time, performance,
etc. Thus, from a practical stand point, having too much information
in a simulated power trace is also not too attractive as this may cause
a waste of effort defending against attacks which are not really possible
anyway.

The power traces synthesized by the tool contain no noise, in contrast
to physically measured traces. Experiments, in which random noise has
been added to the synthesized power traces, have confirmed that this
does not affect the vulnerability to a DPA attack. The absence of noise
has several clear advantages in the analysis. One can concentrate on
the actual vulnerabilities in the code without a need for advanced signal
processing to align traces and reduce noise and jitter. Also, because
less traces are required for an attack, the amount of computation is
limited. Note that, when testing only with traces obtained from physical
measurements one may miss a vulnerability merely due to the fact that
an insufficiently many traces were used.

In comparing generated traces versus power traces with noise obtained
from physical measurement we observe the following: First, if no attack
is found on the generated traces, there will be none on the measure
power traces either. Second, if an attack was found, one will likely be
able to reconstruct this for measured power traces, possibly requiring
more measurements. The absence of a vulnerability for measured traces
may very well be due to the signal-tonoise ratio. By using generated
traces one can focus on the intrinsic lack of safety of an implementation
and devote time to finding the proper countermeasures.

4.2 Hamming weight and other side-channel
information

In the simulations used for the power analysis attacks in the previous
section, the Hamming weight of manipulated data leaks in the power
trace. Different cards may leak different information in their power
consumption. The PINPAS tool is rather flexible in the power profile
that is used, allowing the simulation to be adapted to the card under
consideration. Experience with smartcard hardware has shown that the
leakage of information in the power consumption is, in large part, due to
activity on the memory bus. Depending on the implementation of the
memory bus, the power consumption of the memory bus may be related
to changes of the value on the bus rather than to the actual value on
the bus. This means that in many cases assuming that the Hamming
weight leaks in the power consumption is probably an overestimation of
the amount of information that an attacker can obtain through power
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analysis. A power profile that captures the more restricted information
leakage has also been included in the tool.

As with noiseless traces, using Hamming weight leakage is playing
it safe: If no attacks are found with this strong form of leakage, it is
unlikely that there will be attacks on measured traces. It does mean,
however, that the practicality of attacks found in the tool needs to be
considered. In other words, if an attack is found, does one need to spend
considerable effort to prevent it or is it merely a theoretical attack? To
answer this question, the attack can be repeated on a different power
consumption profile which contains less information leakage, all the way
down to the actual hardware if needed (and a card is available). Having
predefined and tested the attacks and potential weak points expedites
the testing process on the hardware.

The attack on the AES in the previous section relies in an essential
way on leakage of Hamming weights. This means that this attack does
work directly on cards with a more restricted form of information leak-
age. The attack may still provide useful information if the attacker can
determine part of the value on the bus before the attacked instruction.
Intimate knowledge of the smartcard architecture and ad-hoc analysis
of the smartcard, along with heuristics, can be used to obtain the previ-
ous value on the bus. If one can safely assume, that the attacker is not
able to obtain this information, using a power profile with less informa-
tion leakage is appropriate. Tests in the tool using such a power profile
confirmed, that the described attack no longer works in this setting.
However, other attacks on AES can still be mounted. For example, by
guessing one byte of the key, the value of the output of the first non-linear
transformation (S-box) can be predicted. By looking at only a single bit
of this predicted value the attack will still work using the adapted power
profile. Note that, a defense using randomization of control flow, such
as introduced in the previous section, can also be used to help to protect
against this attack.

The SPA attack on RSA using timing of rounds only uses the general
shape of the power graph and easily translates to an attack on physical
traces. The DPA attack on the version of RSA strengthened against the
timing attack also used the fact that Hamming weights leak, but not in
an essential way; instead of predicting a byte of the intermediate value,
a single bit could be used. This attack requires more traces, but will
still work with the power profile with less information leakage.

In conclusion, one can use a liberal leakage profile for an initial anal-
ysis of an implementation. If vulnerabilities are found either counter-
measures can be introduced or attacks can be re-tested with a more
restrictive power profile. In this way, one can make precise which as-
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sumptions about the power consumption are essential for the safety of
the particular implementation.

5. Concluding remarks

Above we have illustrated the usability of the PINPAS tool for the
case of AES and RSA. It was explained how implementations of these
two algorithms can be run on the tool and side-channel vulnerabilities
can be identified. Next it was discussed how the effectiveness of the
countermeasures can be assessed. Finally the relevance of attacks on
synthesized traces for the security of a smartcard was treated.

We have argued, that it is advantageous to have a software tool for
the analysis of side-channel vulnerabilities available. The discussed at-
tacks are relatively straightforward. However, the approach is flexible
and suited to examine, e.g., higher-order strategies. For the particular
case of the strengthened AES implementation discussed above, summing
up the power consumption at all locations in the power trace where the
particular instruction can be loaded in the randomized execution will
reveal the key using the same number of traces. For RSA the results
for multiple bits or bytes can be combined to strengthen the correlation
and amplifying the spikes. It should be noted, that such refined attack
scenarios are also necessary in order to keep up with the developments of
unconventionally wired smartcard (glue logic) and associated a-typical
power profile. More generally, the tool can be deployed for higher-order
scenarios on implementations using masking or duplication Chari et al.,
1999; Goubin and Patarin, 1999; Akkar and Goubin, 2003 to test, e.g.,
the increase in the number of power traces needed. Currently, the points
of attack are selected manually, but it would be an interesting add-on
to the tool to do this automated (most likely, through integration with
other tools for security analysis, such as dependency checkers and high-
level program verifiers). A long-term goal of the PINPAS project is the
construction of a code optimizer that eliminates side-channel vulnerabil-
ities automatically. For the development of a theory of secure program
transformations, building on the notion of non-interference (see, e.g.,
Goguen and Meseguer, 1982; Ryan and Schneider, 2001; R. Focardi,
2000), the experiments performed with the tool play a crucial role.

In the previous sections we mainly focused on power analysis. How-
ever, also for other flavors of side-channel attacks the PINPAS tool can
be exploited fruitfully. For example, successful timing attacks have been
conducted. Also, the general idea of injecting hardware faults into the
smartcards execution Boneh et al., 1997; Biham and Shamir, 1997 can
easily be mimicked in the tool, much more precisely and practically as
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compared to a physical set-up. The virtual machine can be instructed
to temporarily step outside its main interpretation cycle and perform
a state transformation according to a faulty instruction (as physically
could have been enforced by a power glitch, light flash, card tear or other
means of card stressing). Due to the modular architecture of the tool
this can be implemented straightforwardly, e.g. along the lines of Dusart
et al, 2003 for AES and Boneh et al , 1997 for RSA. Thus, also for fault
analysis, the clean setting of the tool helps to avoid time-consuming and
labourious experiments (with, occasionally, annihilating consequences
for the smartcard used) while still obtaining a clear indication of the
particular vulnerabilities of the algorithm on the card.

Recent work Schramm et al., 2003; Schramm et al., 2004 reports on
enhancing cryptoanalytical collision attacks Dobbertin, 1998; Biham,
2002 with side-channel information resulting in successful attacks on
DES and AES. The crux in this hybrid approach is that high corre-
lation of power traces indicate that a collision has occurred. Practical
experiments support the view that collision attacks constitute a power-
ful technique, that is insensitive to various countermeasures. It turns
out that relatively few power traces are needed. However, having total
control, as in the software setting of the PINPAS tool advocated in this
paper, may be advantageous in collecting further experimental evidence
for the reach of collision attacks.
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