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Abstract Recent influential models of audiovisual speech
perception suggest that visual speech aids perception by gen-
erating predictions about the identity of upcoming speech
sounds. These models place stock in the assumption that vi-
sual speech leads auditory speech in time. However, it is un-
clear whether and to what extent temporally-leading visual
speech information contributes to perception. Previous studies
exploring audiovisual-speech timing have relied upon psycho-
physical procedures that require artificial manipulation of
cross-modal alignment or stimulus duration. We introduce a
classification procedure that tracks perceptually relevant visu-
al speech information in time without requiring such manipu-
lations. Participants were shown videos of a McGurk syllable
(auditory /apa/ + visual /aka/ = perceptual /ata/) and asked to
perform phoneme identification (/apa/ yes-no). The mouth
region of the visual stimulus was overlaid with a dynamic
transparencymask that obscured visual speech in some frames
but not others randomly across trials. Variability in partici-
pants’ responses (~35 % identification of /apa/ compared to

~5 % in the absence of the masker) served as the basis for
classification analysis. The outcome was a high resolution
spatiotemporal map of perceptually relevant visual features.
We produced these maps for McGurk stimuli at different au-
diovisual temporal offsets (natural timing, 50-ms visual lead,
and 100-ms visual lead). Briefly, temporally-leading
(~130 ms) visual information did influence auditory percep-
tion. Moreover, several visual features influenced perception
of a single speech sound, with the relative influence of each
feature depending on both its temporal relation to the auditory
signal and its informational content.
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Introduction

The visual facial gestures that accompany auditory speech
form an additional signal that reflects a common underlying
source (i.e., the positions and dynamic patterning of vocal
tract articulators). Perhaps, then, it is no surprise that certain
dynamic visual speech features, such as opening and closing
of the lips and natural movements of the head, are correlated in
time with dynamic features of the acoustic signal including its
envelope and fundamental frequency (Chandrasekaran,
Trubanova, Stillittano, Caplier, & Ghazanfar, 2009;
Munhall, Jones, Callan, Kuratate, & Vatikiotis-Bateson,
2004; Yehia, Kuratate, & Vatikiotis-Bateson, 2002).
Moreover, higher-level phonemic information is partially re-
dundant across auditory and visual speech signals, as demon-
strated by expert speech-readers who can achieve extremely
high rates of accuracy on speech-(lip-)reading tasks even
when effects of context are minimized (Andersson &
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Lidestam, 2005). When speech is perceived in noisy environ-
ments, auditory cues to place of articulation are compromised,
whereas such cues tend to be robust in the visual signal
(Campbell, 2008; Miller & Nicely, 1955; Summerfield,
1987; Walden, Prosek, Montgomery, Scherr, & Jones, 1977).
Together, these findings suggest that information in the acous-
tic speech signal is somewhat preserved in – or at least en-
hanced by – the visual speech signal. In fact, visual speech is
quite informative as evidenced by large intelligibility gains in
noise for audiovisual speech compared to auditory speech
alone (Erber, 1969; MacLeod & Summerfield, 1987; Neely,
1956; Ross, Saint-Amour, Leavitt, Javitt, & Foxe, 2007;
Sumby & Pollack, 1954). However, there remains the ques-
tion of exactly how visual speech is informative. One possi-
bility is that the combination of partially redundant auditory
and visual speech signals leads to better perception via simple
multisensory enhancement (Beauchamp, Argall, Bodurka,
Duyn, & Martin, 2004; Calvert, Campbell, & Brammer,
2000; Stein & Stanford, 2008). A second possibility – one
that has achieved considerable attention recently and will be
explored further here – is that visual speech generates predic-
tions regarding the timing or identity of upcoming auditory
speech sounds (Golumbic, Poeppel, & Schroeder, 2012; Grant
& Seitz, 2000; Schroeder, Lakatos, Kajikawa, Partan, & Puce,
2008; van Wassenhove, Grant, & Poeppel, 2005).

Support for the latter position derives from experiments
designed to explore perception of cross-modal (audiovisual)
synchrony. Such experiments artificially alter the stimulus on-
set asynchrony (SOA) between auditory and visual signals.
Participants are asked to judge the temporal order of the sig-
nals (i.e., visual-first or audio-first) or indicate whether or not
they perceive the signals as synchronous. A highly replicated
finding from this line of research is that, for a variety of au-
diovisual stimuli, simultaneity is maximally perceived when
the visual signal leads the auditory signal (see Vroomen &
Keetels, 2010 for a review). This effect is particularly pro-
nounced for speech (although see also Maier, Di Luca, &
Noppeney, 2011). In a classic study, Dixon and Spitz (1980)
asked participants to monitor audiovisual clips of either a con-
tinuous speech stream (man reading prose) or a hammer strik-
ing a nail. The clips began fully synchronized and were grad-
ually desynchronized in steps of 51 ms. Participants were
instructed to respond when they could just detect the asyn-
chrony. Average detection thresholds were larger when the
video preceded the sound, and this effect was greater for
speech (258-ms vs. 131-ms) than the hammer scenario (188-
ms vs. 75-ms). Subsequent research has confirmed that audi-
tory and visual speech signals are judged to be synchronous
over a long, asymmetric temporal window that favors visual-
lead SOAs (~50-ms audio-lead to ~200-ms visual-lead), with
replications across a range of stimuli including connected
speech (Eg & Behne, 2015; Grant, Wassenhove, & Poeppel,
2004), words (Conrey & Pisoni, 2006), and syllables (van

Wassenhove, Grant, & Poeppel, 2007).Moreover, audiovisual
asynchrony only begins to disrupt speech recognition when
the limits of this window have been reached (Grant &
Greenberg, 2001). In other words, results from simultaneity
judgment tasks hold when participants are asked to simply
identify speech. This has been confirmed by studies of the
McGurk effect (McGurk & MacDonald, 1976), an illusion
in which an auditory syllable (e.g., /pa/) dubbed onto video
of an incongruent visual syllable (e.g., /ka/) yields a perceived
syllable that matches neither the auditory nor the visual com-
ponent (e.g., /ta/). Indeed, the McGurk effect is robust to au-
diovisual asynchrony over a range of SOAs similar to those
that yield synchronous perception (Jones & Jarick, 2006;
Munhall, Gribble, Sacco, & Ward, 1996; V. van Wassenhove
et al., 2007).

The significance of visual-lead stimulus onset
asynchronies (SOAs)

The above research led investigators to propose the existence
of a so-called audiovisual-speech temporal integration win-
dow (Massaro, Cohen, & Smeele, 1996; Navarra et al.,
2005; van Wassenhove, 2009; van Wassenhove et al., 2007).
A striking feature of this window is its marked asymmetry
favoring visual-lead SOAs. Low-level explanations for this
phenomenon invoke cross-modal differences in simple pro-
cessing time (Elliott, 1968) or natural differences in the prop-
agation times of the physical signals (King & Palmer, 1985).
These explanations alone are unlikely to explain patterns of
audiovisual integration in speech, though stimulus attributes
such as energy rise times and temporal structure have been
shown to influence the shape of the audiovisual integration
window (Denison, Driver, & Ruff, 2012; Van der Burg, Cass,
Olivers, Theeuwes, & Alais, 2009). Recently, a more complex
explanation based on predictive processing has received con-
siderable support and attention. This explanation draws upon
the assumption that visible speech information becomes avail-
able (i.e., visible articulators begin to move) prior to the onset
of the corresponding auditory speech event (Grant et al., 2004;
van Wassenhove et al., 2007). This temporal relationship fa-
vors integration of visual speech over long intervals.
Moreover, visual speech is relatively coarse with respect to
both time and informational content – that is, the information
conveyed by speech-reading is limited primarily to place of
articulation (Grant & Walden, 1996; Massaro, 1987;
Summerfield, 1987; Summerfield, 1992), which evolves over
a syllabic interval of ~200 ms (Greenberg, 1999). Conversely,
auditory speech events (especially with respect to consonants)
tend to occur over short timescales of ~20–40 ms (Poeppel,
2003; but see, e.g., Summerfield, 1981). When relatively ro-
bust auditory information is processed before visual speech
cues arrive (i.e., at short audio-lead SOAs), there is no need
to Bwait around^ for the visual speech signal. The opposite is
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true for situations in which visual speech information is proc-
essed before auditory-phonemic cues have been realized (i.e.,
even at relatively long visual-lead SOAs) – it pays to wait for
auditory information to disambiguate among candidate repre-
sentations activated by visual speech. This suggests visual
speech plays primarily a predictive role in audiovisual speech
perception.

These ideas have prompted a recent upsurge in neurophys-
iological research designed to assess the effects of visual
speech on early auditory processing. The results demonstrate
unambiguously that activity in the auditory pathway is mod-
ulated by the presence of concurrent visual speech.
Specifically, audiovisual interactions for speech stimuli are
observed in the auditory brainstem response at very short la-
tencies (~11 ms post-acoustic onset), which, due to differential
propagation times, could only be driven by leading (pre-
acoustic onset) visual information (Musacchia, Sams, Nicol,
& Kraus, 2006; Wallace, Meredith, & Stein, 1998). Moreover,
audiovisual speech modifies the phase of entrained oscillatory
activity in the auditory cortex (Luo, Liu, & Poeppel, 2010;
Power, Mead, Barnes, & Goswami, 2012), suggesting that
visual speech may reset the phase of ongoing oscillations to
ensure that expected auditory information arrives during a
high neuronal-excitability state (Kayser, Petkov, &
Logothetis, 2008; Schroeder et al., 2008). Finally, the laten-
cies of event-related potentials generated in the auditory cor-
tex are reduced for audiovisual syllables relative to auditory
syllables, and the size of this effect is proportional to the pre-
dictive power of a given visual syllable (Arnal, Morillon, Kell,
& Giraud, 2009; Stekelenburg & Vroomen, 2007; van
Wassenhove et al., 2005). These data are significant in that
they appear to argue against prominent models of audiovisual
speech perception in which auditory and visual speech are
highly processed in separate unisensory streams prior to inte-
gration (Bernstein, Auer, & Moore, 2004; Massaro, 1987).

Controversy over visual-lead timing in audiovisual speech
perception

Until recently, visual-lead dynamics were merely assumed to
hold across speakers, tokens, and contexts. In other words, it
was assumed that visual-lead SOAs were the norm in natural
audiovisual speech (Poeppel, Idsardi, & van Wassenhove,
2008). It was only in 2009 – after the emergence of prominent
theories emphasizing an early predictive role for visual speech
(David Poeppel et al., 2008; Schroeder et al., 2008; van
Wassenhove et al., 2005, 2007) – that Chandrasekaran and
colleagues (2009) published an influential study in which they
systematically measured the temporal offset between corre-
sponding auditory and visual speech events in a number of
large audiovisual corpora in different languages. Audiovisual
temporal offsets were calculated by measuring the so-called
Btime to voice,^ which can be found for a consonant-vowel

(CV) sequence by subtracting the onset of the first consonant-
related visual event (the half-way point of mouth closure prior
to the consonantal release) from the onset of the first
consonant-related auditory event (the consonantal burst in
the acoustic waveform). Using this method, Chandrasekaran
et al. identified a large and reliable visual lead (~150 ms) in
natural audiovisual speech. Once again, these data seemed to
provide support for the idea that visual speech is capable of
exerting an early influence on auditory processing.

However, Schwartz and Savariaux (2014) subsequently
pointed out a glaring fault in the data reported by
Chandrasekaran et al. – namely, time-to-voice calculations
were restricted to isolated CV sequences at the onset of indi-
vidual utterances. Such contexts include so-called preparatory
gestures, which are visual movements that by definition pre-
cede the onset of the auditory speech signal (the mouth opens
and closes before opening again to produce the utterance-
initial sound). In other words, preparatory gestures are visible
but produce no sound, thus ensuring a visual-lead dynamic.
They argued that isolated CV sequences are the exception
rather than the rule in natural speech. In fact, most consonants
occur in vowel-consonant-vowel (VCV) sequences embedded
within utterances. In a VCV sequence, the mouth-closing ges-
ture preceding the acoustic onset of the consonant does not
occur in silence and actually corresponds to a different audi-
tory event – the offset of sound energy related to the preceding
vowel. Therefore, they argued, audiovisual asynchrony for
consonants should be calculated as the difference between
the onset of the consonant-related acoustic energy and the
onset of the mouth-opening gesture that corresponds to the
consonantal release.

Schwartz and Savariaux (2014) went on to calculate two
audiovisual temporal offsets for each token in a set of VCV
sequences (consonants were plosives) produced by a single
French speaker: (a) the difference between the time at which
a decrease in sound energy related to the sequence-initial vow-
el was just measurable and the time at which a corresponding
decrease in the area of the mouth was just measureable, and
(b) the difference between the time at which an increase in
sound energy related to the consonant was just measureable
and the time at which a corresponding increase in the area of
the mouth was just measureable. Using this technique,
Schwartz and Savariaux found that auditory and visual speech
signals were actually rather precisely aligned (between 20-ms
audio-lead and 70-ms visual-lead). They concluded that large
visual-lead offsets are mostly limited to the relatively infre-
quent contexts in which preparatory gestures occur at the on-
set of an utterance. Crucially, all but one of the recent neuro-
physiological studies cited in the preceding subsection used
isolated CV syllables as stimuli (Luo et al., 2010 is the
exception).

While this controversy appears to be a recent development,
earlier studies explored audiovisual-speech timing relations
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extensively, with results often favoring the conclusion that
temporally-leading visual speech is capable of driving percep-
tion. In a classic study by Campbell and Dodd (1980), partic-
ipants perceived audiovisual consonant-vowel-consonant
(CVC) words more accurately than matched auditory-alone
or visual-alone (i.e., lip-read) words even when the acoustic
signal was made to drastically lag the visual signal (up to
1600 ms). A series of perceptual gating studies in the early
1990s seemed to converge on the idea that visual speech can
be perceived prior to auditory speech in utterances with natu-
ral timing. Visual perception of anticipatory vowel rounding
gestures was shown to lead auditory perception by up to
200 ms in V-to-V (/i/ to /y/) spans across silent pauses
(Cathiard, Tiberghien, Tseva, Lallouache, & Escudier, 1991;
see also Cathiard, Lallouache, Mohamadi, & Abry, 1995;
Cathiard, Lallouache, & Abry, 1996). The same visible ges-
ture was perceived 40–60 ms ahead of the acoustic change
when vowels were separated by a consonant (i.e., in a
CVCV sequence; Escudier, Benoît, & Lallouache, 1990),
and, furthermore, visual perception was linked to articulatory
parameters of the lips (Abry, Lallouache, & Cathiard, 1996).
Additionally, accurate visual perception of bilabial and labio-
dental consonants in CV segments was demonstrated up to
80 ms prior to the consonant release (Smeele, 1994).
Subsequent gating studies using CVC words have confirmed
that visual speech information is often available early in the
stimulus while auditory information continues to accumulate
over time (Jesse & Massaro, 2010), and this leads to faster
identification of audiovisual words (relative to auditory alone)
in both silence and noise (Moradi, Lidestam, & Rönnberg,
2013).

Although these gating studies are quite informative, the
results are also difficult to interpret. Specifically, the results
tell us that visual speech information can be perceived earlier
in time than auditory speech. However, since gating involves
artificial manipulation (truncation) of the stimulus, it is un-
clear whether and how early visual information affects per-
ception of unaltered speech tokens. One possible interpreta-
tion of the gating results is that there is an informational offset
in audiovisual speech that favors visual-lead. This offset may
or may not map cleanly to physical asynchronies between
auditory and visual speech signals, which may explain the
(partial) disagreement between purely physical measures and
psychophysical measures based on gating. Due to the
coarticulatory nature of speech, the visual signal available
during physically aligned segments may nonetheless provide
information about the position of vocal tract articulators that
predicts the identity of upcoming auditory speech sounds.
Such predictions may be reflected in reduced latencies of au-
ditory cortical potentials during perception of audiovisual
speech (Arnal et al., 2009; Stekelenburg & Vroomen, 2007;
van Wassenhove et al., 2005). Conversely, a recent review of
the neurophysiological literature suggests that these early

effects are likely to be modulatory rather than predictive per
se, given (a) the nature of the anatomical connections between
early visual and auditory areas, and (b) the fact that high-level
(e.g., phonetic) features of visual and auditory speech are rep-
resented downstream in the visual and auditory cortical path-
ways, suggesting that extensive modal processing is required
prior to high-level audiovisual interaction (Bernstein &
Liebenthal, 2014).

The current study

To sum up the preceding literature review, predictive models
of audiovisual speech perception that posit a strong role for
temporally-leading visual speech are partially supported by
physical and psychophysical measurements of audiovisual-
speech timing. Indeed, it is clear that visual speech can be
perceived prior to auditory speech. However, the time-
course of perception may not map cleanly to physical mea-
surements of the auditory and visual signals. Moreover, the
level at which early visual information influences perception
remains to be pinned down. Crucially, current results based on
synchrony manipulations and gating are limited in that the
natural timing (and/or duration) of audiovisual stimuli must
be artificially altered in order to perform the experiments, and,
therefore, these experiments make it impossible to track the
perceptual influence of visual speech over time under percep-
tual conditions well matched to those in which natural audio-
visual perception occurs. Indeed, it may be the case that early
visual speech information does not strongly influence percep-
tion when audiovisual signals are temporally aligned and
when participants have access to the full-duration signal in
each modality. Moreover, synchrony manipulations destroy
the natural temporal relationship between physical features
of the auditory and visual stimuli, which makes it difficult to
precisely compare the time-course of perception to the timing
of events in the physical signals.

Here, we present a novel experimental paradigm that al-
lows precise measurement of the visual influence on auditory
speech perception over time without desynchronizing or trun-
cating the stimuli. Specifically, our paradigm uses a multipli-
cative visual noise masking procedure to produce a frame-by-
frame classification of the visual features that contribute to
audiovisual speech perception, assessed here using a
McGurk paradigm with VCV utterances. The McGurk effect
was chosen due to its widely accepted use as a tool to assess
audiovisual integration in speech. VCVs were chosen in order
to examine audiovisual integration for phonemes (stop conso-
nants) embedded within an utterance, rather than at the onset
of an isolated utterance.

In a psychophysical experiment, we overlaid a McGurk
stimulus with a spatiotemporally correlated visual masker that
randomly revealed different components of the visual speech
signal on different trials, such that the McGurk effect was
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obtained on some trials but not on others based on the masking
pattern. In particular, the masker was designed such that im-
portant visual features (lips, tongue, etc.) would be visible
only in certain frames, adding a temporal component to the
masking procedure. Visual information crucial to the McGurk
effect was identified by comparing the masking patterns on
trials for which the McGurk effect was obtained to the
masking patterns on trials for which the effect was not obtain-
ed (Ahumada & Lovell, 1971; Eckstein & Ahumada, 2002;
Gosselin & Schyns, 2001; Thurman, Giese, & Grossman,
2010; Vinette, Gosselin, & Schyns, 2004). This produced a
high resolution spatiotemporal map of the visual speech infor-
mation that influenced perception.

Although the masking/classification procedure was de-
signed to work without altering the audiovisual timing of the
test stimuli, we repeated the procedure using McGurk stimuli
with altered timing. Specifically, we repeated the procedure
with asynchronous McGurk stimuli at two visual-lead SOAs
(50 ms, 100 ms). We purposefully chose SOAs that fell well
within the audiovisual-speech temporal integration window so
that the altered stimuli would be perceptually indistinguish-
able from the unaltered McGurk stimulus (van Wassenhove,
2009; vanWassenhove et al., 2007). This was done in order to
examine whether different visual stimulus features contributed
to the perceptual outcome at different SOAs, even though the
perceptual outcome itself remained constant. This was, in fact,
not a trivial question. One interpretation of the previously-
cited tolerance to large visual-lead SOAs (up to ~200 ms)
observed for audiovisual speech perception is that visual
speech information is integrated at roughly the syllabic rate
(~4-5 Hz; Arai & Greenberg, 1997; Greenberg, 2006; van
Wassenhove et al., 2007). The notion of a Bvisual syllable^
suggests a rather coarse mechanism for integration of visual
speech. However, several pieces of evidence leave open the
possibility that visual information is integrated on a finer
grain. First, the audiovisual speech detection advantage (i.e.,
an advantage in detecting rather than identifying audiovisual
vs. auditory-only speech) is disrupted at a visual-lead SOA of
only 40 ms (Kim & Davis, 2004). Further, observers are able
to correctly judge the temporal order of audiovisual speech
signals at visual-lead SOAs that yield a reliableMcGurk effect
(Soto-Faraco & Alsius, 2007, 2009). Finally, it has been dem-
onstrated that multisensory neurons in animals are modulated
by changes in SOA even when these changes occur within the
window in which auditory and visual signals are perceptually
bound (King & Palmer, 1985; Meredith, Nemitz, & Stein,
1987; Stein, Meredith, & Wallace, 1993), and the same effect
is observed in humans (as measured in fMRI) using audiovi-
sual speech (Stevenson, Altieri, Kim, Pisoni, & James, 2010).

In addition to producing spatiotemporal classification maps
at three SOAs (synchronized, 50-ms visual-lead, 100-ms vi-
sual-lead), we extracted the time-course of lip movements in
the visual speech stimulus and compared this signal to the

temporal dynamics of audiovisual speech perception, as esti-
mated from the classification maps. The results allowed us to
address several relevant questions. First, what precisely are the
visual cues that contribute to the McGurk effect? Second,
when do these cues unfold relative to the auditory signal
(i.e., is there any preference for visual information that pre-
cedes onset of the auditory signal)? Third, are these cues re-
lated to any features in the time-course of lip movements?
And finally, do the particular cues that contribute to the
McGurk effect vary depending on audiovisual synchrony
(i.e., do individual features within Bvisual syllables^ exert
independent influence on the identity of the auditory signal)?

To look ahead briefly, our technique succeeded in produc-
ing high temporal resolution classifications of the visual
speech information that contributed to audiovisual speech per-
ception – i.e., certain frames contributed significantly to per-
ception while others did not. Visual speech events occurring
prior to the onset of the acoustic signal contributed significant-
ly to perception. Additionally, the particular frames that con-
tributed significantly to perception, and the relative magnitude
of these contributions, could be tied to the temporal dynamics
of lip movements in the visual stimulus (velocity in particu-
lar). Crucially, the visual features that contributed to percep-
tion varied as a function of SOA, even though all of our stim-
uli fell within the audiovisual-speech temporal integration
window and produced similar rates of the McGurk effect.

Methods

Participants

A total of 34 (six male) participants were recruited to take part
in two experiments. All participants were right-handed, native
speakers of English with normal hearing and normal or
corrected-normal vision (self-report). Of the 34 participants,
20 were recruited for the main experiment (mean age =
21.6 years, SD = 3.0 years) and 14 for a brief follow-up study
(mean age = 20.9 years, SD = 1.6 years). Three participants
(all female) did not complete the main experiment and were
excluded from analysis. Potential participants were screened
prior to enrollment in the main experiment to ensure they
experienced the McGurk effect. One potential participant
was not enrolled on the basis of a low McGurk response
rate (<25 %, compared to a mean rate of 95 % in the
enrolled participants). Participants were students enrolled
at the University of California, Irvine, and received course
credit for their participation. These students were recruited
via the University of California, Irvine Human Subjects
Laboratory. Oral informed consent was obtained from each
par t ic ipant in accordance with the Univers i ty ’s
Institutional Review Board guidelines.
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Stimuli

Digital videos of a single male talker producing a sequence of
VCV non-words were recorded on a digital camera at a native
resolution of 1920 x 1,080 pixels at 60 frames/s. Videos cap-
tured the head and neck of the talker against a green screen. In
post-processing, the videos were cropped to 500 × 500 pixels
and the green screen was replaced with a uniform gray back-
ground. Individual clips of each VCVwere extracted such that
each contained 78 frames (duration 1.3 s). Audio was simul-
taneously recorded on separate device, digitized (44.1 kHz,
16-bit), and synced to the main video sequence in post-pro-
cessing. VCVs were produced with a deliberate, clear speak-
ing style. Each syllable was stressed and the utterance was
elongated relative to conversational speech. This was done
to ensure that each event within the visual stimulus was sam-
pled with the largest possible number of frames, which was
presumed to maximize the probability of detecting small tem-
poral shifts using our classification method (see below). A
consequence of using this speaking style was that the conso-
nant in each VCV was strongly associated with the final vow-
el. An additional consequence was that our stimuli were some-
what artificial because the clear speech style employed here is
not frequently encountered in natural conversation.

In each VCV, the consonant was preceded and followed by
the vowel /a/ (as in Bfather^). At least nine VCV clips were
produced for each of the English voiceless stops – i.e, APA,
AKA, ATA. Of these clips, five each of APA and ATA and one
clip of AKA were selected for use in the study. To create a
McGurk stimulus, audio from one APA clip was dubbed onto
the video from the AKA clip. The APA audio waveform was
manually aligned to the original AKA audio waveform by
jointly minimizing the temporal disparity at the offset of the
initial vowel and the onset of the consonant burst. This result-
ed in the onset of the consonant burst in the McGurk-aligned
APA leading the onset of the consonant burst in the original
AKA by 6 ms. This McGurk stimulus will henceforth be re-
ferred to as BSYNC^ to reflect the natural alignment of the
auditory and visual speech signals. Two additional McGurk
stimuli were created by altering the temporal alignment of the
SYNC stimulus. Specifically, two clips with visual-lead SOAs
within the audiovisual-speech temporal integration window
(van Wassenhove et al., 2007) were created by lagging the
auditory signal by 50 ms (V-Lead50) and 100 ms (V-
Lead100), respectively. A silent period was added to the be-
ginning of the V-Lead50 and V-Lead100 audio files to main-
tain duration at 1.3 s.

Procedure

For all experimental sessions, stimulus presentation and re-
sponse collection were implemented in Psychtoolbox-3
(Kleiner et al., 2007) on an IBM ThinkPad running Ubuntu

Linux v12.04. Auditory stimuli were presented over
Sennheiser HD 280 Pro headphones and responses were col-
lected on a DirectIN keyboard (Empirisoft). Participants were
seated ~50 cm in front of the testing laptop inside a sound
deadened chamber (IAC Acoustics). All auditory stimuli (in-
cluding those in audiovisual clips) were presented at 68 dBA
against a background of white noise at 62 dBA. This auditory
signal-to-noise ratio (+6 dB) was chosen to increase the like-
lihood of the McGurk effect (Magnotti, Ma, & Beauchamp,
2013) without substantially disrupting identification of the
auditory signal in isolation.

Each participant completed 3 days of testing spread over no
more than a week. The task was phoneme identification on a
six-point confidence scale. Participants were told they would
be presented VCV non-words following the form /a/-X-/a/
(where BX^ could be any consonant sound). On each trial of
the experiment, participants were asked to indicate whether
they perceived the non-word APA using the 1-6 keys on the
response keyboard. The B1^ key indicated highest confidence
for APA and the B6^ key indicated highest confidence for Not-
APA, with the boundary between B3^ and B4^ corresponding
to a categorical decision boundary. The response key was
displayed to participants follows:

Sure apa 1 2 3 4 5 6 Sure Not apa

Phoneme identification was performed in three conditions:
audio-only, unmasked audiovisual (Clear-AV), and masked
audiovisual (Masked-AV). In the audio-only condition, stim-
uli were presented only over the headphones. Participants
completed two blocks of 100 trials of auditory phoneme iden-
tification. The 100 trials comprised 50 trials in which the stim-
ulus was APA and 50 trials in which the stimulus was ATA.
There were five separate APA tokens (including the APA au-
dio used to create McGurk stimuli) and five separate ATA
tokens, presented in random order (ten trials per token). On
each trial, a black fixation cross was presented against a gray
background over a jittered inter-trial interval (0.5–1.5 s); at
onset of the auditory signal, the fixation cross was replaced
by the response key which remained on-screen until partici-
pants made their response.

In the Clear-AV condition, stimuli were presented
bimodally and the videos were unaltered (presented without
a masker). Participants completed six blocks of 24 trials of
audiovisual phoneme identification. In each block, 16 trials
contained aMcGurk stimulus, four trials contained one of four
congruent APA videos, and four trials contained one of four
congruent ATAvideos. The congruent videos were included to
provide occasional good exemplars of the most common per-
cepts associated with the McGurk stimuli (though participants
were not explicitly told that the McGurk stimuli were incon-
gruent). TheMcGurk stimuli in each block were presented at a
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single SOA (SYNC, V-Lead50, or V-Lead100; two blocks
each) with block order fully randomized. In each trial, a blank
gray background appeared during a variable inter-trial interval
(based on video loading times), followed by presentation of
the video (1.3 s); at the end of the video, the response key was
displayed on-screen until participants made their response.

The crucial condition wasMasked-AV, which differed from
Clear-AVonly in that a visual masker was added to the mouth
region of the video on each trial. The masker disrupted the
McGurk effect on some trials but not on others (see following
section). Participants completed 24 blocks of 40 trials in the
Masked-AV condition. In each block, there were 32 McGurk
trials and four trials each of congruent APA and ATA. The
McGurk stimuli in each block were presented at a single
SOA (SYNC, V-Lead50, or V-Lead100; eight blocks each)
with block order fully randomized. The trial structure was
identical to Clear-AV.

Visual masking technique

We implemented a visual masking technique to reveal the
temporal dynamics of audiovisual perception in speech. This
technique is similar to the multiplicative noise-masking pro-
cedure known as Bbubbles^ (visual masking with randomly
distributed Gaussian apertures; Gosselin & Schyns, 2001),
which has been used successfully in several domains includ-
ing face perception and in some of our previous work inves-
tigating biological motion perception (Thurman et al., 2010;
Thurman & Grossman, 2011). Masking was applied to VCV
video clips in the Masked-AV condition. For a given clip, we
first down-sampled the clip to 120 × 120 pixels, and from this
low-resolution clip we selected a 30 × 35 pixel region cover-
ing the mouth and part of the lower jaw of the talker. Themean
value of the pixels in this region was subtracted and a 30 × 35
mouth-region masker was applied as follows: (1) a random
noise image was generated from a uniform distribution for
each frame. (2) A Gaussian blur was applied to the random
image sequence in the temporal domain (sigma = 2.1 frames)
and in the spatial domain (sigma = 14 pixels) to create corre-
lated spatiotemporal noise patterns. These were in fact low-
pass filters with frequency cutoffs of 0.75 cycles/face and
4.5 Hz, respectively. Cutoff frequency was determined based
on the sigma of the Gaussian filter in the frequency domain (or
the point at which the filter gain was 0.6065 of maximum).
The very low cutoff in the spatial domain produced a Bshutter-
like^ effect when the noise masker was added to the mouth
region of the stimulus – i.e., the masker tended to obscure
large portions of the mouth region when it was opaque
(Fig. 1). (3) The blurred image sequence was scaled to a range
of [0 1] and the resultant values were raised to the fourth
power (i.e., a power transform) to produce essentially a map
of alpha transparency values that were mostly opaque (close to
0), but with clusters of regions with high transparency values

(close to 1). Specifically, Balpha transparency^ refers to the
degree to which the background image is allowed to show
through the masker (1 = completely unmasked, 0 = complete-
ly masked, with a continuous scale between 1 and 0). (4) The
alpha map was scaled to a maximum of 0.5 (a noise level
found in pilot testing to work well with audiovisual speech
stimuli). (5) The processed 30 × 35 image sequence was mul-
tiplied to the 30 × 35 mouth region of the original video
separately in each RGB color frame. (6) The contrast variance
and mean intensity of the masked mouth region was adjusted
to match the original video sequence. (7) The fully processed
sequence was up-sampled to 480 × 480 pixels for display. In
the resultant video, a masker with spatiotemporally correlated
alpha transparency values covered the mouth. Specifically, the
mouth was (at least partially) visible in certain frames of the
video, but not in other frames (Fig. 1). Maskers were gener-
ated in real time and at random for each trial, such that
no masker had the same pattern of transparent pixels.
The crucial manipulation was masking of McGurk stim-
uli, where the logic of the masking process is as fol-
lows: when transparent components of the masker reveal
critical visual features (i.e., of the mouth during articu-
lation), the McGurk effect will be obtained; on the other
hand, when critical visual features are obscured by the
masker, the McGurk effect will be blocked. The set of
visual features that contribute reliably to the effect can
be estimated from the relation between behavioral re-
sponse patterns and masker patterns over many trials.

Fig. 1 Twenty-five frames from an example Masked-AV stimulus.
Masker alpha (transparency) values were spatiotemporally correlated
such that only certain frames would be revealed on a given trial. These
frames are outlined in red on the example stimulus shown here. Upon
close inspection, one can see that the mouth is visible in these frames but
not in others. There was a smooth transition between transparency and
opacity when movies were presented in real time
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The specific masker created for each trial was saved for
later analysis.

Data analysis

Performance in the audio-only and Clear-AV conditions was
evaluated in terms of percentage APA responses and mean
confidence rating. The same measures were tabulated for con-
gruent stimuli in the Masked-AV condition. The analysis of
primary interest involved constructing Bclassificationmovies^
(CMs) for the SYNC, V-Lead50, and V-Lead100 McGurk
stimuli based on behavior collected in the Masked-AV condi-
tion. Briefly, a CM considers the transparency of frames in the
Masked-AV stimuli in its ability to predict participant re-
sponses. Details of the classification analysis follow.

Data from McGurk trials were grouped by stimulus:
SYNC, V-Lead50, and V-Lead100 (256 trials each).
Separately for each stimulus, reverse correlation of trial-by-
trial behavior with trial-by-trial masker alpha (transparency)
values was employed to construct CMs. Alpha values
ranged from 0 (most opaque) to 0.5 (most transparent),
and a separate alpha movie (the masker) was stored for each
trial (30 × 35 pixels, 78 frames). Behavior was converted
from six-point confidence ratings to binary weights: on trials
for which participants responded APA (1–3 on the confi-
dence scale), the response was assigned a value of −1; on
trials for which participants responded Not-APA (4–6 on the
confidence scale), the response was assigned a value of 1.
APA responses were correct with respect to the auditory
signal (no McGurk fusion occurred) while Not-APA re-
sponses were incorrect with respect to the auditory signal
(McGurk fusion occurred).1 In other words, fusion responses
were weighted positively and non-fusion responses were
weighted negatively. In the reverse correlation, we per-
formed a trial-by-trial sum of the masker alpha values
weighted by behavioral response. The weights were scaled
by the overall fusion rate (proportion Not-APA responses).
Specifically, we performed a weighted sum of the alpha
values (α) over all trials (t) for each pixel location (x,y) in
each frame ( f ) of the masker. For a given fusion rate, FR:

CMx;y; f ¼
X 256

t¼1

1−FRð Þ*at if response is fusion
−FR*at if response is efusion

�
for x ¼ 1;…; 30; y ¼ 1; :::; 35; f ¼ 1;…; 78

This procedure is equivalent to a multiple linear regression
with behavioral responses serving as the criterion variable and
across-trial fluctuations in alpha transparency at each pixel

serving as the predictor variables. The result was a CM inwhich
large positive values appeared at pixels that were frequently
transparent when fusion occurred (and opaque when fusion
did not occur), while large negative values appeared at pixels
that were frequently transparent when fusion did not occur (and
opaque when fusion did occur). CMs for SYNC, V-Lead50,
and V-Lead100 were created separately for each participant.

In order to identify CM pixels that were reliably positive or
negative across participants, we constructed statistical maps for
each stimulus. Individual-participant CMs were first averaged
across participants, pixel-by-pixel, to obtain a group CM. The
group CM was then scaled, pixel-by-pixel, by the estimated
standard error of the mean, creating a map of t-statistics with
n−1 degrees of freedom. These t-statistic maps were used to
identify significant pixels on the group CMs. To account for
multiple comparisons, we controlled the False Discovery Rate
(FDR; Benjamini & Hochberg, 1995) such that pixels were
considered significant only when q < 0.05. Only the pixels in
frames 10–65 were included in statistical testing and multiple
comparison correction. These frames covered the full duration
of the auditory signal in the SYNC condition.2 Visual features
that contributed significantly to fusion were identified by over-
laying the thresholded group CMs on the McGurk video. The
efficacy of this technique in identifying critical visual features
for McGurk fusion is demonstrated in Supplementary Video 1,
where group CMs were used as a mask to generate diagnostic
and anti-diagnostic video clips showing strong and weak
McGurk fusion percepts, respectively. In order to chart the tem-
poral dynamics of fusion, we created group classification time-
courses for each stimulus by first averaging across pixels in
each frame of the individual-participant CMs, and then averag-
ing across participants to obtain a one-dimensional group time-
course. For each frame (i.e., time-point), a t-statistic with n−1
degrees of freedom was calculated as described above. Frames
were considered significant when FDR q < 0.05 (again
restricting the analysis to frames 10–65).

Temporal dynamics of lip movements in McGurk stimuli

In the current experiment, visual maskers were applied to the
mouth region of the visual speech stimuli. Previous work sug-
gests that, among the cues in this region, the lips are of par-
ticular importance for perception of visual speech
(Chandrasekaran et al., 2009; Grant & Seitz, 2000; Lander
& Capek, 2013; McGrath, 1985). Thus, for comparison with
the group classification time-courses, we measured and plot-
ted the temporal dynamics of lip movements in our McGurk
stimulus (visual /aka/) following the methods established by1 The term Bfusion^ refers to trials for which the visual signal provided

sufficient information to override the auditory percept. Such responses
may reflect true fusion or also so-called Bvisual capture.^ Since either
percept reflects a visual influence on auditory perception, we are com-
fortable using Not-APA responses as an index of audiovisual integration
or Bfusion.^ See also BDesign choices in the current study^ in the
Discussion.

2 Frames occurring during the final 50 and 100 ms of the auditory signal
in the V-Lead50 and V-Lead100 conditions, respectively, were excluded
from statistical analysis; we were comfortable with this given that the
final 100 ms of the V-Lead100 auditory signal included only the tail
end of the final vowel.
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Chandrasekaran et al. (2009). The interlip distance (Fig. 2,
top), which tracks the time-varying amplitude of the mouth
opening, was measured frame-by-frame manually by an ex-
perimenter (JV). For plotting, the resulting time course was
smoothed using a Savitzky-Golay filter (order 3, window = 9
frames). It should be noted that, during production of /aka/, the
interlip distance likely measures the extent to which the lower
lip rides passively on the jaw.We confirmed this bymeasuring
the vertical displacement of the jaw (frame-by-frame position
of the superior edge of the mental protuberance of the mandi-
ble), which was nearly identical in both pattern and scale to the
interlip distance.

The Bvelocity^ of the lip opening was calculated by ap-
proximating the derivative of the interlip distance (Matlab
Bdiff^). The velocity time course (Fig. 2, middle) was

smoothed for plotting in the same way as interlip distance.
Two features related to production of the stop consonant (/k/
) were identified from the interlip distance and velocity curves.
Stop consonants typically involve a rapid closing of the mouth
before opening to produce the subsequent sound. To identify
the temporal signature of this closing phase, we looked back-
ward in time from the onset of the consonant burst to find the
point at which the interlip distance just started to decrease.
This was marked by a trough in the velocity curve, and
corresponded to initiation of the closure movement. We then
looked forward in time to find the next peak in the velocity
curve, which marked the point at which the mouth was half-
closed and beginning to decelerate. The time between this
half-closure point and the onset of the consonant burst, known
as Btime-to-voice^ (Chandrasekaran et al., 2009), was 167 ms
for our McGurk stimulus (Fig. 2, yellow shading).

We also calculated audiovisual asynchrony for the SYNC
McGurk stimulus as in Schwarz and Savariaux (2014). An
acoustic intensity contour was measured by extracting the
speech envelope (Hilbert transform) and low-pass filtering
(FIR filter with 4-Hz cutoff). This slow envelope was then
converted to a dB scale (arbitrary units). The interlip distance
curve was upsampled using cubic spline interpolation to match
the sampling rate of the envelope. The onset of mouth closure
was defined as the point at which the interlip distance was
reduced by 0.15 cm relative to its peak during production of
the initial vowel (Fig. 3, blue trace, 0.15 cm↓), and the corre-
sponding auditory event was defined as the point at which the
envelope was reduced by 3 dB from its initial peak (Fig. 3,
green trace, 3 dB↓). The onset of mouth opening was defined
as the point at which the interlip distance increased by 0.15 cm
following the trough at vocal tract closure (Fig. 3, blue trace,
0.15 cm↑), and the corresponding auditory event was defined
as the point at which the envelope increased 3 dB from its own
trough (Fig. 3, green trace, 3 dB↑). We repeated this analysis
using the congruent AKA clip from which the McGurk video
was derived (i.e., using the original AKA audio rather than the
Bdubbed^ APA audio as in the McGurk stimulus). For the
SYNC McGurk stimulus, the audiovisual asynchrony at
mouth closure was 163-ms visual-lead and the audiovisual
asynchrony at mouth opening was 33-ms audio-lead (Fig. 3,
top). For the congruent AKA stimulus, the audiovisual asyn-
chrony at mouth closure was 140-ms visual-lead and the au-
diovisual asynchrony at mouth opening was 32-ms audio-lead.
These measurements indicate that our Bdubbed^ McGurk
stimulus retained the audiovisual temporal characteristics of
the congruent AKA utterance from which the McGurk video
was derived. More importantly, these measurements suggest a
very precise audiovisual temporal relationship (within ~30ms)
at the consonant in the VCV utterance, while measurements
based on time-to-voice (Chandrasekaran et al., 2009) suggest a
significant visual-lead (167 ms). A major advantage of the
current experiment is the ability to determine unambiguously

Fig. 2 McGurk visual stimulus parameters, calculated following
Chandrasekaran et al. (2009). Pictured are curves showing the visual
interlip distance (blue, top) and lip velocity (red, middle). These curves
describe the temporal evolution of the visual AKA signal used to
construct our McGurk stimuli. Also pictured is the auditory APA
waveform (black, bottom) used in the SYNC McGurk stimulus. Several
features are marked by numbers on the graphs: (1) corresponds to the
onset of lip closure during the initial vowel production; (2) corresponds to
the point at which the lips were half-way closed at the offset of initial
vowel production; (3) corresponds to onset of consonant-related sound
energy (3 dB up from the trough in the acoustic intensity contour); (4)
corresponds to offset of the formant transitions in the acoustic consonant
cluster. The time between (2) and (3) is the so-called Btime to voice.^ The
edges of the purple-shaded region correspond to (1) and (2). The edges of
the green-shaded region correspond to (3) and (4). The yellow-shaded
region shows the time-to-voice. As shown in the upper panel, visual
information related to /k/ may be spread across all three regions
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whether temporally-leading visual speech information occur-
ring during the time-to-voice influences estimation of auditory
signal identity in a VCV context.

It should be noted that various articulators including the
upper and lower lips, jaw, tongue, and velum vary in terms
of the timing of their movement onsets and offsets and the
timing of their velocity maxima and minima (Gracco &
Lofqvist, 1994; Kollia, Gracco, & Harris, 1995; Löfqvist &
Gracco, 1999; McClean, 2000). Moreover, intra-articulator
kinematic patterns and inter-articulator timing relations are
sensitive to a number of factors including vowel context, spe-
cific movement goals, number of planned sounds in a vocal
sequence, and speaking rate (Adams, Weismer, & Kent, 1993;
Gracco, 1988; Gracco & Lofqvist, 1994; Löfqvist & Gracco,
1999, 2002; Parush, Ostry, & Munhall, 1983; Saltzman &
Munhall, 1989). Therefore, the temporal relationship between
articulator kinematics and the acoustic signal is not captured
completely in Figs. 3 and 4, which only track interlip distance
and velocity. However, the choice to track interlip distance
was motivated by the fact that changes in the oral aperture
were among the most salient visual cues in the masker region

of our /aka/ stimulus (see BVisual masking technique^ subsec-
tion above). Other articulators were visible only intermittently
(e.g., the tongue) or their visible signals occurred mostly out-
side the classification region (e.g., the cheeks and jaw).

Results

Audio-only and Clear-AV

Auditory APA stimuli were perceived as APA 90% (1% SEM)
of the time on average, and the mean confidence rating was 1.78
(0.07 SEM). Auditory ATA stimuli were perceived as APA 9%
(2 % SEM) of the time on average, and the mean confidence
rating was 5.22 (0.14 SEM). The APA audio used to create the
McGurk stimuli was perceived as APA 89 % (2 % SEM) of the
time on average, and the mean confidence rating was 1.82 (0.11
SEM). Overall, this indicates that some perceptual uncertainty
was introduced for auditory stimuli at the +6 dB SNR chosen for
auditory presentation, but overall auditory-only perception was
quite accurate.

For reporting the results of the Clear-AV condition, we will
focus on the McGurk stimuli (performance for congruent AV
stimuli was at ceiling). Recall that in McGurk stimuli, an audi-
tory APAwas dubbed on a visual AKA. Responses that did not
conform to the identity of the auditory signal were considered
fusion responses. The SYNC stimulus was perceived as APA
5% (3%SEM) of the time on average, with a mean confidence
rating of 5.34 (0.16 SEM). The V-Lead50 stimulus was per-
ceived as APA 6 % (3 % SEM) of the time on average, with a
mean confidence rating of 5.33 (0.15 SEM). The V-Lead100
stimulus was perceived as APA 6 % (3 % SEM) of the time on
average, with a mean confidence rating of 5.34 (0.17 SEM).
Three conclusions are clear from these data. First, a very large
proportion of responses (>90 %) deviated from the identity of
the auditory signal, indicating a high rate of fusion. Second, this
rate of fusion did not differ significantly across the McGurk
stimuli (F(2,15) = 0.32, p = .732, ηp

2 = .041), nor did confidence
ratings (F(2,15) = 0.01, p = .986, ηp

2 = .002), suggesting that the
McGurk stimuli were all perceptually bound despite the asyn-
chrony manipulation. Third, McGurk stimuli were judged as
Not-APA with roughly the same frequency and confidence as
for auditory ATA stimuli, suggesting a very strong influence of
the visual stimulus on auditory signal identity. This was the
intended effect of adding low-intensity white noise to the audi-
tory signal.

In a follow-up experiment with a separate group of partic-
ipants, unmasked (Clear-AV) clips of the SYNC McGurk
stimulus along with congruent APA, AKA, and ATA stimuli
were presented in a 4-AFC design (12 trials per stimulus,
random order). Participants were asked to indicate the identity
of the stimulus using the numerical keypad (1=APA, 2=AKA,
3=ATA, 4=OTHER). This experiment followed the same trial

Fig. 3 Audiovisual asynchrony in the SYNC McGurk stimulus,
calculated following Schwartz and Savariaux (2014). (Top) Pictured is
a trace of the acoustic waveform (black) with the extracted envelope (red).
Also pictured are curves showing the visual interlip distance (blue) and
the acoustic envelope converted to a decibel scale (green). The time axis
is zoomed in on the portion of the stimulus containing the offset of the
initial vowel through the onset of the following consonant cluster. Red
markers indicate the offset of the initial vowel in the visual (circle,
0.15 cm↓) and auditory (square, 3 dB↓) signals, and also the onset of
the consonant in the visual (circle, 0.15 cm↑) and auditory (square,
3 dB↑) signals. Audiovisual asynchrony at vowel offset and consonant
onset can be calculated by taking the difference (in time) between
corresponding markers on the visual and auditory signals. (Bottom)
The analysis was repeated the congruent audiovisual AKA from which
the visual signal for the McGurk stimulus was derived
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structure as the main experiment, other than the 4-AFC re-
sponse prompt. Stimulus presentation equipment and auditory
levels were identical to the main experiment (including the
addition of auditory white noise). The SYNC McGurk stimu-
lus was judged as ATA 92 % (± 3 % SEM) of the time on
average, indicating a high degree of fusion. All congruent
stimuli were perceived accurately >90 % of the time.

Masked-AV

Congruent APA videos were perceived as APA 95 % of the
time on average, while congruent ATAvideos were perceived
as APA 4 % of the time on average, indicating that perception
of congruent videos was largely unaffected by the masker. The
SYNC McGurk stimulus was perceived as APA 40 % (4 %
SEM) on average, with a mean confidence rating of 3.87 (0.80
SEM). The V-Lead50 McGurk stimulus was perceived as
APA 37 % (4 % SEM) on average, with a mean confidence
rating of 3.97 (0.71 SEM). The V-Lead100 McGurk stimulus
was perceived as APA 33 % (4 % SEM) on average, with a
mean confidence rating of 4.13 (0.65 SEM). Thus, we ob-
served a net increase (relative to Clear-AV) of APA responses
equal to 35 % for SYNC, 31% for V-Lead50, and 27% for V-
Lead100, indicating a significant reduction of fusion re-
sponses due to the masker. This reduction was significant for
all three conditions (SYNC: t(16) = 10.6, p < .001, d = 2.57;
V-Lead50: t(16) = 11.3, p < .001, d = 2.75; V-Lead100: t(16) =
9.2, p < .001, d = 2.24). In fact this reduction, and the variation
it induced across trials, provided the basis for classification of
the visual features that contributed to fusion.

Example frames from the FDR-corrected classification
movie (CM) for the SYNC stimulus are presented in
Fig. 4 (see Supplementary Figs. 1 and 2 for V-Lead50
and V-Lead100 CMs). Some comments are warranted.

First, there are several frames in which significant
negative-valued pixels were identified (i.e., pixels that
were reliably transparent on non-fusion trials). Since we
were primarily interested in the pattern of positive-valued
pixels (i.e., those that drove fusion), we will restrict fur-
ther discussion almost entirely to positive pixels/frames.
Second, since the masker region was rather small (i.e.,
confined to the mouth), and because a high spatial corre-
lation was induced in the maskers, it is difficult to make
meaningful conclusions about the specific spatial patterns
revealed in individual frames of the CMs. We were pri-
marily interested in the temporal dynamics of fusion, so
from this point forward we will focus on the classification
time-courses.

Classification time-courses for the SYNC, V-Lead50, and
V-Lead100 stimuli are plotted in Fig. 5 along with a trace of
the auditory waveform from each stimulus. Significant frames
(FDR-corrected) are labeled with red stars. Positive values
occur at frames that tended to be transparent on fusion trials
and opaque on non-fusion trials, so we conclude that signifi-
cant positive frames contributed reliably to fusion (for
demonstration see Supplementary Video 1). Recall that the
V-Lead50 and V-Lead100 stimuli were created by shifting
the auditory signal relative to the video, so in Fig. 5 the frame
number corresponds to identical visual information across all
three SOAs.

In Fig. 5 several results are immediately apparent: (1) each
of the classification time-courses reaches its peak at the same
point in time; (2) the morphology of the SYNC time-course
differs from the V-Lead50 and V-Lead100 time-courses; (3)
there are more significant frames in the SYNC time-course
than the V-Lead50 or V-Lead100 time-courses. Regarding
(1), the exact location of the peak in each time-course was
frame 42, and this pattern was rather stable across participants.

Fig. 4 Results: Group classification movie for SYNC. Fifty example
frames from the classification movie for the SYNC McGurk stimulus
are displayed. Warm colors mark pixels that contributed significantly to
fusion. When these pixels were transparent, fusion was reliably observed.

Cool colors mark pixels that showed the opposite effect. When these
pixels were transparent, fusion was reliably blocked. Only pixels that
survived multiple comparison correction at FDR q < 0.05 are assigned
a color
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For the SYNC stimulus, 11 of 17 participants had their clas-
sification peak within ± 2 frames of the group peak and 14 of
17 participants had a local maximum within ± 2 frames of the
group peak. For the V-Lead50 stimulus, these proportions
were 12/17 and 15/17, respectively; and for the V-Lead100
stimulus, 13/17 and 16/17, respectively. Regarding (2), the
most obvious difference in morphology concerns the amount
of spread around the peaks of the time-courses where they
significantly exceed zero. The SYNC time-course is clearly
wider than the V-Lead50 or V-Lead100 time-courses, owing
primarily to an increased contribution of early frames (tested
directly below). Regarding (3), the SYNC stimulus contained
the most significant positive frames and the only significant
negative frames. The significant positive region of the SYNC
time-course ranged from frames 30 through 46 (283.33 ms),
while this range was 38 through 45 (133.33 ms) and 38
through 46 (150 ms) for the V-Lead50 and V-Lead100 time-
courses, respectively. Several significant negative frames
bracketed the significant positive portion of the SYNC time-
course. Briefly, we speculate that participants learned to attend

to a wider range of visual information in the SYNC condition
(evidenced by the increased number of significant positive
frames), which allowed some neighboring uninformative
frames to occasionally drive perception away from fusion.

In Fig. 6 we zoom in on the classification time-courses
where they contain significant positive frames. We plot the
time-courses aligned to the lip velocity curve over the same
time period. Stages of oral closure are labeled on the velocity
curve. The shaded regions from Fig. 2 are reproduced, ac-
counting for shifts in the audio for the V-Lead50 and V-
Lead100 stimuli. Two features of Fig. 6 are significant. First,
the peak region on each classification time-course clearly cor-
responds to the region of the lip velocity curve describing
acceleration of the lips toward peak velocity during the release
of airflow in production of the consonant /k/. Second, eight
significant frames in the SYNC time-course fall in the time
period prior to the onset of the consonant-related auditory
burst (shaded yellow in Fig. 6), while the V-Lead50 and V-
Lead100 time-courses contain zero significant frames in this
period. This suggests that the SYNC time-course is signifi-
cantly different from the V-Lead50 and V-Lead100 time-
courses in this region. To test this directly, we averaged
individual-participant time-courses across the eight-frame
window in which SYNC contained significant Bpre-burst^
frames (frames 30–37) and computed paired t-tests comparing
SYNC to V-Lead50 and V-Lead100, respectively. In fact,
SYNC was marginally greater than V-Lead50 (t(16) = 2.05,
p = .057; d = 0.50) and significantly greater than V-Lead100
(t(16) = 2.79, p = .013; d = 0.68).

Discussion

We have developed a novel experimental paradigm for map-
ping the temporal dynamics of audiovisual integration in
speech. Specifically, we employed a phoneme identification
task in which we overlaid McGurk stimuli with a spatiotem-
porally correlated visual masker that revealed critical visual
cues on some trials but not on others. As a result, McGurk
fusion was observed only on trials for which critical visual
cues were available. Behavioral patterns in phoneme identifi-
cation (fusion or no fusion) were reverse correlated with
masker patterns over many trials, yielding a classification
time-course of the visual cues that contributed significantly
to fusion. This technique provides several advantages over
techniques used previously to study the temporal dynamics
of audiovisual integration in speech. First, as opposed to tem-
poral gating (Cathiard et al., 1996; Jesse & Massaro, 2010;
Munhall & Tohkura, 1998; Smeele, 1994) in which only the
first part of the visual or auditory stimulus is presented to the
participant (up to some pre-determined Bgate^ location),
masking allows presentation of the entire stimulus on each
trial. Second, as opposed to manipulations of audiovisual

Fig. 5 Results: Group classification time-courses for each McGurk
stimulus. The group-mean classification coefficients are shown for each
frame in the SYNC (top), V-Lead50 (middle), and V-Lead100 (bottom)
McGurk stimuli. Significant frames are labeled with stars. These frames
contributed reliably toMcGurk fusion. Values close to zero (dashed lines)
did not reliably influence perception. Thewaveform of the auditory signal
(gray) for each stimulus is plotted beneath the classification time course
(blue). The light blue shaded portion of the curves reflect ± 1 SEM
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synchrony (Conrey & Pisoni, 2006; Grant & Greenberg,
2001; Munhall et al., 1996; van Wassenhove et al., 2007),
masking does not require the natural timing of the stimulus
to be altered. As in the current study, one can choose to ma-
nipulate stimulus timing to examine changes in audiovisual
temporal dynamics relative to the unaltered stimulus. Finally,
while techniques have been developed to estimate natural au-
diovisual timing based on physical measurements of speech
stimuli (Chandrasekaran et al., 2009; Schwartz & Savariaux,
2014), our paradigm provides behavioral verification of such

measures based on actual human perception. To the best of our
knowledge, this is the first application of a Bbubbles-like^
masking procedure (Fiset et al., 2009; Thurman et al., 2010;
Thurman & Grossman, 2011; Vinette et al., 2004) to a prob-
lem of multisensory integration.

In the present experiment, we performed classification
analysis with three McGurk stimuli presented at different au-
diovisual SOAs – natural timing (SYNC), 50-ms visual-lead
(V-Lead50), and 100-ms visual-lead (V-Lead100). Three sig-
nificant findings summarize the results. First, the SYNC, V-
Lead50, and V-Lead100 McGurk stimuli were rated nearly
identically in a phoneme identification task with no visual
masker. Specifically, each stimulus elicited a high degree of
fusion suggesting that all of the stimuli were perceived simi-
larly. Second, the primary visual cue contributing to fusion
(peak of the classification time-courses, Figs. 5 and 6) was
identical across the McGurk stimuli (i.e., the position of the
peak was not affected by the temporal offset between the
auditory and visual signals). Third, despite this fact, there were
significant differences in the contribution of a secondary vi-
sual cue across the McGurk stimuli. Namely, an early visual
cue – that is, one related to lip movements that preceded the
onset of the consonant-related auditory signal – contributed
significantly to fusion for the SYNC stimulus, but not for the
V-Lead50 or V-Lead100 stimuli. The latter finding is notewor-
thy because it reveals that (a) temporally-leading visual speech
information can significantly influence estimates of auditory
signal identity, and (b) individual visual speech features exert
independent influence on estimates of auditory signal identity.

Temporally-leading visual speech information influences
auditory signal identity

In the Introduction, we reviewed a recent controversy sur-
rounding the role of temporally-leading visual information in
audiovisual speech perception. In particular, several promi-
nent models of audiovisual speech perception (Arnal, Wyart,
& Giraud, 2011; Bever & Poeppel, 2010; Golumbic et al.,
2012; Power et al., 2012; Schroeder et al., 2008; van
Wassenhove et al., 2005, 2007) have postulated a critical role
for temporally-leading visual speech information in generat-
ing predictions of the timing or identity of the upcoming au-
ditory signal. A recent study (Chandrasekaran et al., 2009)
appeared to provide empirical support for the prevailing no-
tion that visual-lead SOAs are the norm in natural audiovisual
speech. This study showed that visual speech leads auditory
speech by ~150 ms for isolated CV syllables. A later study
(Schwartz & Savariaux, 2014) used a different measurement
technique and found that VCVutterances contained a range of
audiovisual asynchronies that did not strongly favor visual-
lead SOAs (20-ms audio-lead to 70-ms visual-lead). We mea-
sured the audiovisual asynchrony (Figs. 2 and 3) in our SYNC
McGurk stimulus (which, crucially, was a VCV utterance)

Fig. 6 Classification time-courses for the SYNC, V-Lead50, and V-
Lead100 McGurk stimuli (blue) are plotted along with the lip velocity
function (red). The figure is zoomed in on the time period containing
frames that contributed significantly to fusion (marked as red circles).
Classification time-courses have been normalized (max = 1). The onset
of the yellow-shaded period corresponds to lip closure following the
initial vowel, and the offset corresponds to the onset of consonant-
related sound energy (3 dB up from the trough in the acoustic
envelope). We have labeled this the Bpre-burst^ visual /k/. Shaded in
green is the period containing the auditory consonant /p/ from onset of
sound energy to onset of vowel steady state. The green-shaded region is
shifted appropriately to account for auditory lags in V-Lead50 and V-
Lead100. A region on the lip velocity curve is shaded pink. This region
corresponds to Bpost-burst^ visual /k/, as estimated from the classification
time-courses. Changes in the oral aperture are labeled (black) on the lip
velocity function. The Brelease^ point marks the time at which interlip
distance (not pictured) increased by 0.15 cm from the trough at oral
closure (note: the release of the tongue from the velum during the
production of /k/ may have occurred at a different time point)
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following both Chandrasekaran et al. (2009) and Schwartz
and Savar iaux (2014) . Measurements based on
Chandrasekaran et al. suggested a 167-ms visual-lead, while
measurements based on Schwartz and Savariaux suggested a
33-ms audio-lead. When we measured the time-course of the
actual visual influence on auditory signal identity (Figs. 5 and
6, SYNC), we found that a large number of frames within the
167-ms visual-lead period exerted such influence. Therefore,
our study demonstrates unambiguously that temporally-
leading visual information can influence subsequent auditory
processing, which concurs with previous behavioral work
(Cathiard et al., 1995; Jesse & Massaro, 2010; Munhall et
al., 1996; Sánchez-García, Alsius, Enns, & Soto-Faraco,
2011; Smeele, 1994).

However, our data also suggest that the temporal position
of visual speech cues relative to the auditory signal may be
less important than the informational content of those cues. As
mentioned above, classification time-courses for all three of
our McGurk stimuli reached their peak at the same frame
(Figs. 5 and 6). This peak region coincided with an accelera-
tion of the lips corresponding to the release of airflow during
consonant production. Examination of the SYNC stimulus
(natural audiovisual timing) indicates that this visual-
articulatory gesture unfolded over the same time period as
the consonant-related portion of the auditory signal.
Therefore, the most influential visual information in the stim-
ulus temporally overlapped the auditory signal. This informa-
tion remained influential in the V-Lead50 and V-Lead100
stimuli when it preceded the onset of the auditory signal.
This is interesting in light of the theoretical importance placed
on visual speech cues that lead the onset of the auditory signal.
In our study, the most informative visual information was
related to the actual release of airflow during articulation,
rather than closure of the vocal tract during the stop, and this
was true whether this information preceded or overlapped the
auditory signal in time. As such, while visual information
about consonant identity was indeed available prior to onset
of the auditory signal, the relative contribution of different
visual cues depended as much (or more) on the information
content of the visual signal as it did on the temporal relation-
ship between the visual and auditory signals.

The relatively weak contribution of temporally-leading vi-
sual information in the current study may be attributable to the
particular stimulus employed to produce McGurk effects (vi-
sual AKA, auditory APA). In particular, the visual velar /k/ in
AKA is less distinct than other stops during vocal tract closure
and makes a relatively weak prediction of the consonant iden-
tity relative to, for example, a bilabial /p/ (Arnal et al., 2009;
Summerfield, 1987; Summerfield, 1992; van Wassenhove et
al., 2005). Moreover, the particular AKA stimulus employed
in our study was produced using a clear speech style with
stress placed on each vowel. The amplitude of the mouth
movements was quite large, and the mouth nearly closed

during production of the stop. Such a large closure is atypical
for velar stops and, in fact, made our stimulus similar to typ-
ical bilabial stops. If anything, this reduced the strength of
early visual cues – namely, had the lips remained farther apart
during vocal tract closure, this would have provided strong
perceptual evidence against APA, and so would have favored
not-APA (i.e., fusion). Whatever the case, the present study
provides clear evidence that both temporally-leading and
temporally-overlapping visual speech information can be
quite informative.

Individual visual speech features exert independent
influence on auditory signal identity

Previous work on audiovisual integration in speech suggests
that visual speech information is integrated on a rather coarse,
syllabic time-scale (see, e.g., van Wassenhove et al., 2007). In
the Introduction we reviewed work suggesting that it is possi-
ble for visual speech to be integrated on a finer grain (Kim &
Davis, 2004; King & Palmer, 1985; Meredith et al., 1987;
Soto-Faraco & Alsius, 2007, 2009; Stein et al., 1993;
Stevenson et al., 2010). We provide evidence that, in fact,
individual features within Bvisual syllables^ are integrated
non-uniformly.

In our study, a baseline measurement of the visual cues that
contribute to audiovisual fusion is given by the classification
time-course for the SYNC McGurk stimulus. Inspection of
this time-course reveals that 17 video frames (30–46) contrib-
uted significantly to fusion (i.e., there were 17 positive-valued
significant frames). If these 17 frames compose a uniform
Bvisual syllable,^ this pattern should be largely unchanged
for the V-Lead50 and V-Lead100 time-courses. Specifically,
the V-Lead50 and V-Lead100 stimuli were constructed with
relatively short visual-lead SOAs (50 ms and 100 ms, respec-
tively) that produced no behavioral differences in terms of
McGurk fusion rate. In other words, each stimulus was equal-
ly well bound within the audiovisual-speech temporal integra-
tion window. However, the set of visual cues that contributed
to fusion for V-Lead50 and V-Lead100 was different than the
set for SYNC. In particular, all of the early significant frames
(30–37) dropped out from the classification time-course when
the auditory signal was delayed – there were only eight video
frames (38–45) that contributed to fusion for V-Lead50, and
only nine video frames (38–46) contributed to fusion for V-
Lead100. Overall, early frames had progressively less influ-
ence on fusion as the auditory signal was lagged further in
time, evidenced by follow-up t-tests indicating that frames
30–37 were marginally different for SYNC versus V-Lead50
(p = .057) and significantly different for SYNC versus V-
Lead100 (p = .013). Of crucial importance, the temporal shift
from SYNC to V-Lead50 had a nonlinear effect on the classi-
fication results – i.e., a 50 ms shift in the auditory signal,
which corresponds to a three-frame shift with respect to the
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visual signal, reduced or eliminated the contribution of eight
early frames (Figs. 5 and 6; also compare Fig. 4 to
Supplementary Fig. 1 for a more fine-grained depiction of this
effect). This suggests that the observed effects cannot be ex-
plained merely by postulating a fixed temporal integration
window that slides and Bgrabs^ any informative visual frame
within its boundaries. Rather, discrete visual events contribut-
ed to speech-sound Bhypotheses^ of varying strength, such
that a relatively low-strength hypothesis related to an early
visual event (frames labeled Bpre-burst^ in Fig. 6) was no
longer significantly influential when the auditory signal was
lagged by 50 ms.

Thus, we suggest in accordance with previous work (Green,
1998; Green & Norrix, 2001; Jordan & Sergeant, 2000;
Munhall, Kroos, Jozan, & Vatikiotis-Bateson, 2004;
Rosenblum&Saldaña, 1996) that dynamic (perhaps kinematic)
visual features are integrated with the auditory signal. These
features likely reveal some key timing information related to
articulatory kinematics but need not have any particular level of
phonological specificity (Chandrasekaran et al., 2009; Munhall
& Vatikiotis-Bateson, 2004; Summerfield, 1987; Yehia, Rubin,
& Vatikiotis-Bateson, 1998; Yehia et al., 2002). Several find-
ings in the current study support the existence of such features.
Immediately above, we described a nonlinear dropout with re-
spect to the contribution of early visual frames in the V-Lead50
classification relative to SYNC. This suggests that a discrete
visual feature (likely related to vocal tract closure during pro-
duction of the stop) no longer contributed significantly to fusion
when the auditory signal was lagged by 50 ms. Further, the
peak of the classification time-courses was identical across all
McGurk stimuli, regardless of the temporal offset between the
auditory and visual speech signals. We believe this peak corre-
sponds to a visual feature related to the release of air in conso-
nant production (Fig. 6). We suggest that visual features are
weighted in the integration process according to three factors:
(1) visual salience (Vatakis, Maragos, Rodomagoulakis, &
Spence, 2012), (2) information content, and (3) temporal prox-
imity to the auditory signal (closer = greater weight). To be
precise, representations of visual features are activated with
strength proportional to visual salience and information content
(both high for the Brelease^ feature here), and this activation
decays over time such that visual features occurring farther in
time from the auditory signal are weighted less heavily (Bpre-
release^ feature here). This allows the auditory system to Blook
back^ in time for informative visual information. The Brelease^
feature in our McGurk stimuli remained influential even when
it was temporally distanced from the auditory signal (e.g., V-
Lead100) because of its high salience and because it was the
only informative feature that remained activated upon arrival
and processing of the auditory signal. Qualitative neurophysio-
logical evidence (dynamic source reconstructions from MEG
recordings) suggests that cortical activity loops between audi-
tory cortex, visual motion cortex, and heteromodal superior

temporal cortex when audiovisual convergence has not been
reached, e.g. during lipreading (Arnal et al., 2009). This may
reflect maintenance of visual features in memory over time for
repeated comparison to the incoming auditory signal.

Design choices in the current study

Several of the specific design choices in the current study
warrant further discussion. First, in the application of our vi-
sual masking technique, we chose to mask only the part of the
visual stimulus containing the mouth and part of the lower
jaw. This choice obviously limits our conclusions to mouth-
related visual features. This is a potential shortcoming since it
is well known that other aspects of face and head movement
are correlated with the acoustic speech signal (Jiang, Alwan,
Keating, Auer, & Bernstein, 2002; Jiang, Auer, Alwan,
Keating, & Bernstein, 2007; Munhall et al., 2004a, b; Yehia
et al., 1998, 2002). However, restricting the masker to the
mouth region reduced computing time and thus experiment
duration since maskers were generated in real time. Moreover,
previous studies demonstrate that interference produced by
incongruent audiovisual speech (similar to McGurk effects)
can be observed when only the mouth is visible (Thomas &
Jordan, 2004), and that such effects are almost entirely
abolished when the lower half of the face is occluded
(Jordan & Thomas, 2011).

Second, we chose to test the effects of audiovisual
asynchrony by allowing the visual speech signal to lead
by 50 and 100 ms. These values were chosen to be well
within the audiovisual speech temporal integration window
for the McGurk effect (van Wassenhove et al., 2007). It
may have been useful to test visual-lead SOAs closer to
the limit of the integration window (e.g., 200 ms), which
would produce less stable integration. Similarly, we could
have tested audio-lead SOAs where even a small temporal
offset (e.g., 50 ms) would push the limit of temporal inte-
gration. We ultimately chose to avoid SOAs at the bound-
ary of the temporal integration window because less stable
audiovisual integration would lead to a reduced McGurk
effect, which would in turn introduce noise into the classi-
fication procedure. Specifically, if the McGurk fusion rate
were to drop far below 100 % in the Clear-AV (unmasked)
condition, it would be impossible to know whether non-
fusion trials in the Masked-AV condition were due to pres-
ence of the masker itself or, rather, to a failure of temporal
integration. We avoided this problem by using SOAs that
produced high rates of fusion (i.e., Bnot-APA^ responses) in
the Clear-AV condition (SYNC = 95 %, V-Lead50 = 94 %,
V-Lead100 = 94 %). Moreover, we chose to adjust the
SOA in 50-ms steps because this step size constituted a
three-frame shift with respect to the video, which was pre-
sumed to be sufficient to drive a detectable change in the
classification.
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Third, we added 62 dBA of noise to auditory speech
signals (+6 dB SNR) throughout the experiment. As men-
tioned above, this was done to increase the likelihood of
fusion by increasing perceptual reliance on the visual sig-
nal (Alais & Burr, 2004; Shams & Kim, 2010) so as to
drive fusion rates as high as possible, which had the effect
of reducing noise in the classification analysis. However,
there was a small tradeoff in terms of noise introduced to
the classification procedure – namely, adding noise to the
auditory signal caused auditory-only identification of APA
to drop to 90 %, suggesting that up to 10 % of Bnot-APA^
responses in the Masked-AV condition were judged as
such purely on the basis of auditory error. If we assume
that participants’ responses were unrelated to the visual
stimulus on 10 % of trials (i.e., those trials in which re-
sponses were driven purely by auditory error), then 10 %
of trials contributed only noise to the classification analy-
sis. Nevertheless, we obtained a reliable classification even
in the presence of this presumed noise source, which only
underscores the power of the method.

Fourth, we chose to collect responses on a 6-point confi-
dence scale that emphasized identification of the non-word
APA (i.e., the choices were between APA and Not-APA).
The major drawback of this choice is that we do not know
precisely what participants perceived on fusion (Not-APA)
trials. A 4-AFC follow-up study conducted on a different
group of participants showed that our McGurk stimulus was
overwhelmingly perceived as ATA (92 %). A simple alterna-
tive would have been to force participants to choose between
APA (the true identity of the auditory signal) and ATA (the
presumed percept when McGurk fusion is obtained), but any
participants who perceived, for example, AKA on a signifi-
cant number of trials would have been forced to arbitrarily
assign this to APA or ATA. We chose to use a simple identi-
fication task with APA as the target stimulus so that any re-
sponse involving some visual interference (AKA, ATA,
AKTA, etc.) would be attributed to the Not-APA category.
There is some debate regarding whether percepts such as
AKA or AKTA represent true fusion, but in such cases it is
clear that visual information has influenced auditory percep-
tion. For the classification analysis, we chose to collapse con-
fidence ratings to binary APA/not-APA judgments. This was
done because some participants were more liberal in their use
of the B1^ and B6^ confidence judgments (i.e., frequently
avoiding the middle of the scale). These participants would
have been over-weighted in the analysis, introducing a
between-participant source of noise and counteracting the in-
creased within-participant sensitivity afforded by confidence
ratings. In fact, any between-participant variation in criteria
for the different response levels would have introduced noise
to the analysis.

A final issue concerns the generalizability of our results. In
the present study, we obtained classification data using a

single voiceless McGurk token, spoken by just one individual.
This was done to facilitate collection of the large number of
trials needed for a reliable classification. Consequently, certain
specific aspects of our data may not generalize to other speech
sounds, tokens, speakers, etc. These factors have been shown
to influence the outcome of, for example, gating studies
(Troille, Cathiard, & Abry, 2010). However, the main findings
of the current study seem likely to hold across additional con-
texts. Crucially, we have demonstrated a viable new method
for classification of the visual speech features that influence
auditory signal identity over time, and this method can be
extended or modified in future research. Refinements to the
technique will likely allow for reliable classification in fewer
trials and thus across a greater number of tokens and speakers.

Conclusions

Our visual masking technique successfully classified visual
cues that contributed to audiovisual speech perception. We
were able to chart the temporal dynamics of fusion at a high
resolution (60 Hz). The results of this procedure revealed de-
tails of the temporal relationship between auditory and visual
speech that exceed those available in typical physical or psy-
chophysical measurements. We demonstrated unambiguously
that temporally-leading visual speech information can influ-
ence auditory signal identity (in this case, the identity of a
consonant), even in a VCV context devoid of consonant-
related preparatory gestures. However, our measurements also
suggested that temporally-overlapping visual speech informa-
tion was equally if not more informative than temporally-
leading visual information. In fact, it seems that the influence
exerted by a particular visual cue has as much or more to do
with its informational content as it does with its temporal
relation to the auditory signal. However, we did find that the
set of visual cues that contributed to audiovisual fusion varied
depending on the temporal relation between the auditory and
visual speech signals, even for stimuli that were perceived
identically (in terms of phoneme identification rate). We
interpreted these result in terms of a conceptual model of
audiovisual-speech integration in which dynamic visual fea-
tures are extracted and integrated proportional to their sa-
lience, informational content, and temporal proximity to the
auditory signal. This model is not inconsistent with the notion
that visual speech predicts the identity of upcoming auditory
speech sounds, but suggests that Bprediction^ is akin to simple
activation and maintenance of dynamic visual features that
influence estimates of auditory signal identity over time.
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