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Abstract Previous research (e.g., cultural consensus theory
(Romney, Weller, & Batchelder, American Anthropologist,
88, 313–338, 1986); cultural mixture modeling (Mueller &
Veinott, 2008)) has used overt response patterns (i.e., re-
sponses to questionnaires and surveys) to identify whether a
group shares a single coherent attitude or belief set. Yet many
domains in social science have focused on implicit attitudes
that are not apparent in overt responses but still may be de-
tected via response time patterns. We propose a method for
modeling response times as a mixture of Gaussians, adapting
the strong-consensus model of cultural mixture modeling to
model this implicit measure of knowledge strength. We report
the results of two behavioral experiments and one simulation
experiment that establish the usefulness of the approach, as
well as some of the boundary conditions under which distinct
groups of shared agreement might be recovered, even when
the group identity is not known. The results reveal that the
ability to recover and identify shared-belief groups depends on
(1) the level of noise in the measurement, (2) the differential
signals for strong versus weak attitudes, and (3) the similarity
between group attitudes. Consequently, the method shows
promise for identifying latent groups among a population
whose overt attitudes do not differ, but whose implicit or co-
vert attitudes or knowledge may differ.
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Introduction

As information systems enable distributed communities to be
developed and maintained on the basis of shared affiliations,
attitudes, and beliefs, distinct cultures are created that are de-
fined by and supported by these beliefs and the communication
practices that enable these communities. Although individual
communities and subcultures likely have always been defined
by and created by shared belief, it is also true that communities
having close interaction and a shared identity can produce
shared knowledge, attitudes, and beliefs. In either case, an im-
portant aspect of this culture is the shared knowledge held by
the community (see Atran, Medin, & Ross, 2005; Mueller &
Veinott, 2008; Sieck, Smith, & McHugh, 2007). This perspec-
tive on culture combines three different approaches, including
structural/pattern, procedural, and functional methods (Cohen,
2010; Rohner, 1984), in which culture is seen as a system of
shared knowledge and mental models (Fischer, 2012).

If cultural knowledge is shared knowledge, then a useful
question to ask is whether some piece of knowledge, attitude,
or belief is widely shared among the members of a group. If
the members of a group tend to share many beliefs, then a
culture of belief exists within the group, and one can justifi-
ably characterize the culture of that group as the knowledge
they share. However, sharing one piece of knowledge, atti-
tude, or belief may not constitute a shared culture. After all,
there are an infinite number of facts that everybody agrees
with (1 + 1 = 2, Earth is the third planet from the sun, etc.).
What is perhaps more compelling is finding that a set of relat-
ed attitudes or beliefs could differ, but nonetheless are shared
within a group. If this constellation of knowledge is consis-
tently shared, one can reasonably argue that the group in ques-
tion is a culture of shared belief. For example, a religious sect
may tend to share a set of beliefs about prohibited food, and
these may differ from another group’s beliefs. If this were the
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case, we might be able to identify group membership by the
shared beliefs alone. In contrast, in some situations there may
be no consistent patterns in the nature of the beliefs (e.g., the
best flavor of ice cream), or the population in question may
contain a mixture of several distinct beliefs (e.g., political
affiliation of a group of politicians).

Cultural consensus theory (CCT; Romney, Weller, &
Batchelder, 1986) was designed to assess consensus of belief
within a group. That is, it can be used to identify the culturally
correct set of answers, Bwithout the answer key.^ However,
this theory is unable to distinguish between the different ways
a consensus might fail to emerge. Mueller and Veinott (2008)
described an advance of the technique (called cultural mixture
modeling; CMM) that used an alternative statistical approach
(finite mixture modeling) to identify subgroups of shared
knowledge within a larger population. The multiculture Gen-
eral Condorcet model (Anders & Batchelder, 2012) has re-
cently updated CCT to accommodate mixtures of belief, and
these approaches have been successful at advancing both
methodology and theoretical definitions of culture.

However, these methods typically use categorical or (at
best) discrete ordinal responses—typically, questionnaires,
surveys, or interviews. That is, they typically rely on shared
knowledge that is elicited explicitly, using yes–no or agree–
disagree questions, perhaps on a Likert-type scale. Re-
searchers have become increasingly interested in examining
implicit measures of knowledge and attitude. The most prom-
inent area of this research stems from so-called social-priming
effects (especially the implicit association task; Greenwald,
McGhee, & Schwartz, 1998; Greenwald, Poehlman,
Uhlmann, & Banaji, 2009), which was originally referred to
as the BImplicit Attitude Test.^ Nevertheless, many cognitive
tasks have used response times (RTs) as an index of associa-
tion strength, including the lexical decision task (LDT; Meyer
& Schvaneveldt, 1971), the priming LDT (Meyer &
Schvaneveldt, 1971; Meyer, Schvaneveldt, & Ruddy, 1975;
Schvaneveldt & Meyer, 1973), and the free association task
(Shimamura & Squire, 1984; Weldon & Coyote, 1996). Al-
though RT measures are often associated with implicit knowl-
edge, our proposed method makes no specific claims about
the implicit nature of the knowledge. For example, RT differ-
ences have been used to assess privileged knowledge in mem-
ory strength and lie detection contexts (e.g., Seymour, Seifert,
Shafto, & Mosmann, 2000; Verschuere, Kleinberg, &
Theocharidou, 2015), and thesemay not be considered implic-
it tests of knowledge. As such, we consider our goal to be
identifying aspects of knowledge fluency that are not revealed
using overt measures of knowledge elicitation, and implicit
knowledge may be one of those aspects.

Such an approach may have applications, as well. For ex-
ample, cultural researchers have discussed the notion of an
Bunpopular norm^ (see Bicchieri, 2006). An unpopular norm
may be an attitude in which most members of a culture knows

the culturally Bcorrect^ answer, and report that answer even if
they themselves do not share the belief. This can lead to some
norms becoming very resistant to change, even if most mem-
bers of a culture do not support the norm, because it appears to
receive strong support. It may be that implicit measures could
identify lack of support, even if the explicit response were in
favor of the unpopular norm. Similarly, in many contexts
timing informationmay be available that could provide insight
into sentiment or support of a notion.

In this article, we investigate the feasibility of identifying
shared knowledge or attitudes using implicit measures based
on response latency. After describing the basic modeling ap-
proach, we will show the results of a validation experiment in
which we trained participants differentially on a common set
of information. On the basis of the success (and failure) of the
model to accurately discriminate groups of these data, we then
report the results of a simulation study that identified some
basic statistics for assessing whether shared subgroups of im-
plicit knowledge can be recovered. Then we describe the re-
sults of a second experiment, designed on the basis of these
simulations, that shows the full capabilities of our mixture
modeling approach to implicit knowledge measures.

Cultural mixture modeling for continuous and implicit
measures

Previous approaches to measuring shared knowledge have
focused on agreement and consensus. In our previous work
introducing and applying CMM (Mueller & Veinott, 2008;
Sieck & Mueller, 2009; Simpkins, Sieck, Smart, & Mueller,
2009), we have typically used the Bstrong-consensus^ model
to define a community of shared belief. The strong-consensus
model works by assuming that a small, fixed proportion (α) of
respondents will disagree with the normative answer on any
given issue. The use of this model is justified to the extent that
attitudes tend to live on the extremes of a scale (an assumption
that is often challenged in opinion dynamics research). In
other versions of the model, we have used Gaussian mixtures
to model distributions of Likert-scale responses (or, alterna-
tively, have forced the Likert-scale responses into two catego-
ries). Neither of these approaches can be used directly for a
continuous-scale dependent measure such as RTs.

The strong-consensus model of CMM requires a binary
measure of agreement on a set of questions or items. The
approach assumes that a fixed number of groups exist, and
uses response patterns to identify the best clustering of those
groups. The results of different numbers of groups are com-
pared using the Bayesian information criterion (BIC) measure
(Schwarz, 1978), and then the best model is selected. The BIC
is fairly conservative and enables a trade-off between model
complexity and likelihood. It is important to recognize that
this process will only works well if enough items are mea-
sured to discriminate the groups.
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The consensus model using RT

RTs have been used as a primary or secondary dependent
measure in thousands of experimental paradigms. Modern
off-the-shelf computer equipment can be measured reliably
to around 1/100th of a second (see Mueller & Piper, 2014).
Longer RTs can be associated with base rate in a choice deci-
sion (Weidemann & Mueller, 2008), as well as with weaker
memory associations (e.g., Nelson & Shiffrin, 2013). Thus,
the RT to access memorymay be useful as an implicit measure
of association strength.

For RTs to be useful in CMM analysis, we must be able to
measure them across a set of materials. The procedure for
measuring RTs must be designed so that it is sensitive to
memory access retrieval or fluency (and is minimally influ-
enced by such factors as reading time). We have developed a
set of procedures for applying mixture modeling to RT pat-
terns, and these are found in the Appendix.

The model follows the approach of CMM, but it introduces
a new consensus model that allows analogous consensus to be
identified with RT data. Although the detail of this approach is
found in the Appendix, the basic notion is that the mean RTs
for particular items are modeled (after a logarithmic transfor-
mation and rescaling) as a mixture of independent Gaussians
having a small fixed variance. The usefulness of this approach
will be demonstrated in three experiments, which we turn to
next.

Experiment 1: geographic pair-learning task

As a laboratory analogue to examining shared knowledge that
differs in strength, we developed a paired-associates learning
task. The goal was to develop a task using real-world knowl-
edge, but such that differences in the verbal aspects of the
knowledge varied minimally across materials, so as to reduce
differences in reading times between the stimuli. Consequent-
ly, we presented geographic information (names and border
outlines of countries) and asked participants to learn whether
pairs were adjacent or nonadjacent. It should be recognized
that although this task involves actual knowledge, it is still a
somewhat artificial task and may be difficult to translate di-
rectly to an assessment of real knowledge in the domains of
cognitive anthropology that people have used in the past. Re-
gardless, it allowed us to identify conditions under which we
could assess the ability of the model to recover groups we
knew existed, and so was an important first step in developing
the method.

Method

Participants We recruited 62 undergraduate students from
Michigan Technological University (MTU) to take part in

the study for course credit. We initially collected around 30
participants who were randomly assigned to either Group 1 or
Group 2. We then expanded the study with two additional
training groups (3 and 4), so group membership was not
completely randomly assigned.

DesignWe used a set of 32 country pairs to train participants
with specific geographic knowledge (see Table 1). Each pair
was either spatially adjacent or nonadjacent on the world map
and was located within Eurasia or Africa. Four training groups
were assigned, and each group was presented with the entire
set of 32 country pairs. In each session, 8 pairs were presented
once, 8 twice, 8 four times, and 8 eight times, for a total of 120
pairs per training session. However, each group received a
different mapping of frequency to country pairs. Participants
each completed four training sessions and then attended one
test session within a couple of days. In the test session, each
pair was shown four times (i.e., 128 trials in total), without
feedback.

Procedure The first session began with reading and signing
the informed consent document (approved by the MTU insti-
tutional review board). The participants were then trained on
the geographic pair-learning task, implemented via the Psy-
chology Experiment Building Language Version 0.13
(Mueller & Piper, 2014). At the beginning of the study, in-
structions were provided, and the 120 trials were performed.
On each trial, a pair of countries was displayed on the right
and left parts of the screen simultaneously (see Fig. 1). Partic-
ipants had to make a decision as to whether the given pair of
countries was adjacent geographically, and their RTs and ac-
curacies were collected. After the response was made, feed-
back was given by showing the two countries’ locations on a
larger map, as well visual and audio feedback indicating
whether the response was correct or incorrect. After complet-
ing four training sessions, participants later completed a test
session. The test session was similar to the training, except
that pairs were presented equal numbers of times and no visual
or auditory feedback was given. Each training or testing ses-
sion typically took around 30 min, and testing was typically
spread across 2–3 days, often with back-to-back sessions on
one day.

Results

Data preprocessing and the impact of frequencyTo remove
trials on which the RTwas unlikely to indicate true familiarity,
we removed the 65 trials (out of more than 36,000) whose RTs
were less than 400 ms (and whose mean accuracy was 47%)
and the 171 trials whose RTs were greater than 10,000 ms. In
addition, two participants were excluded from further data
analysis due to low accuracy (<80%). Although these partic-
ipants showed frequency-based effects on time, we wanted to

Behav Res (2016) 48:843–856 845



demonstrate that the method would work even for participants
who had learned the information to a relatively high criterion.

Multiple studies have shown training frequency to be asso-
ciated with faster RTs and higher accuracies (Becker, 1979;
Lupker & Pexman, 2010; Neely, 1991; Nelson & Shiffrin,
2013; Scarborough, Cortese, & Scarborough, 1977). Our re-
sults were aligned with this frequency trends for both mean
RTs and accuracies at the time of testing. The accuracies
ranged from 87% to 99% for the infrequent versus frequent
training pairs (Fig. 2). As training progressed, RTs became
faster and accuracy higher, but the impact of frequency was
maintained along both dimensions. An analysis of variance
(ANOVA; treating participant code as a randomized factor)
showed that both the mean RT and mean accuracy depended
significantly on the training condition during the test session
[log(RT): F(3, 177) = 80, p < .0001; accuracy: F(3, 177) = 32,
p < .0001].

Mixture modeling It is important to recognize that a
consensus-based mixture model similar to the ones pro-
posed by Mueller and Veinott (2008) would be unable to
distinguish these small differences in accuracy, because
they require a consensus near 1.0 and 0.0, and accuracies

for the least-frequent items were above .8. Consequently,
we completed the rescaling procedure described in the
Appendix and fit mixtures of Gaussians to predict the
mean scaled RTs.

The classification results of CMM showed that, without
using participants’ training conditions as a predictor, Group
1 and Group 2 (totaling 30 participants) were identified per-
fectly (i.e., the model identified two groups that were identical
to the training groups). However, when two additional groups
were incorporated, none of the other combinations could be
correctly identified by the model (results shown in Fig. 3),
with the accuracy of the model declining to 60%–70% over
different mixtures.

Discussion

The implicit mixture model perfectly identified two initial
groups that were designed to be fairly distinct. However, when
other groups were examined in this study, the model could not
produce effective, satisfactory results. One of the reasons for
this can be seen in Table 2, which shows the correlations
between the designs (frequency of presentation) of each pair
of training groups. This shows that the only pair that could be

Table 1 Country pairs used in both experiments

Adjacent-Eurasia Adjacent-Africa Nonadjacent: Within Nonadjacent: Cross

Albania–Macedonia Angola–Zambia Iraq–Lebanon Algeria–Cyprus

Belarus–Poland Djibouti–Eritrea Liechtenstein–Montenegro Benin–Turkmenistan

Bulgaria–Serbia Ethiopia–Somalia Kuwait–Oman Lesotho–Armenia

Estonia–Latvia Gabon–Cameroon Lithuania–Afghanistan Libya–Israel

Hungary–Ukraine Mali–Guinea Syria–Yemen Niger–Turkey

Iran–Azerbaijan Mozambique–Swaziland Liberia–Botswana Tanzania–Slovakia

Romania–Moldova Nigeria–Chad Namibia–Ghana Togo–Georgia

Slovenia–Austria Senegal–Mauritania Sudan–Kenya Uganda–Jordan

Fig. 1 Screenshot of a training trial (left), with correct and incorrect feedback maps. Testing trials were identical to the training trials, but no feedback
was given.
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distinguished was highly negatively correlated (–.704). In
contrast, groups that were positively correlated (G1–G3,
G3–G4) were not distinguishable, as were pairs that were
close to independent (G1–G4, G2–G4) or those with a mod-
erately negative correlation (G2–G3).

To investigate whether the failures of the model stemmed
from the correlation between training frequencies, we per-
formed a simulation experiment in which we created simulat-
ed data from a simple learning model and assessed whether
the model could recover the original training groups under
different levels of noise.

Experiment 2: simulation study

Experiment 1 indicated that groups of shared knowledge
could be identified on the basis of implicit measures of knowl-
edge, but only when the strengths of that knowledge were
highly negatively correlated. In Experiment 2, our aim was
to determine whether this finding is a fundamental limitation
of the method, or if the training could have been recovered if
the RT measures were made with less noise. Consequently, in
this experiment we tested the same models and study condi-
tions as in Experiment 1, except that here we used a simple
stochastic model to simulate RTs based on learning.

Method

We generated experiments of the same size and design as
Experiment 1 (15 participants per simulation group, 32 stim-
ulus pairs), with individual RTs (measured in seconds) taking
the following form:

RT ¼ α þ β

F
þ ε ð1Þ

In this formula, the nondecision timeα = .3, a scaling factor
β = .3, F represents the country pair frequency ratios (as 1, 2,
4, or 8), and ε indicates the RT noise distribution. The values

of α and β were chosen to produce mean RTs across
conditions that roughly corresponded to the observed da-
ta, but no systematic attempt to fit the model to the data
was made, as that was not the purpose of this experiment.
We parameterized the simulation of noise level ε with a
one-parameter log-normal distribution, with Z indicating a
standard normal distribution, and σ indicating a noise
level:

ε ≈ exp σZð Þ; ð2Þ

Each of the four training groups in Experiment 1 was sim-
ulated to create a complete experiment. The same data analy-
sis processes were completed on the simulated data, and the
implicit CMM model was used to identify distinct subgroups
under a variety of conditions. This simulation was performed
200 times for σ = 0.02, 0.1, and 0.2.

Results

The best-fitting results for any single model run might or
might not have the same number of groups as the original.
Thus, to provide a basic accuracy measure, we needed to
develop a measure that was fair to solutions that were partially
correct. For example, for a mixture of two groups, three
groups might be obtained, but if all of the members of one
group were placed in one cluster, and the members of the
second group were divided into two different clusters, this
would be a better solution than one in which the three obtained
groups were each equally divided between the true groups. To
evaluate each simulation, we examined each true group and
found the obtained group that had the most members classi-
fied together, and divided by the number of members in the
true group. This was done for each group in the mixture and
for both the true groups and the model-produced groups, and
these values were averaged to produce an accuracy score. The
lower bound of these scores is theoretically close to 1/(number
of groups).
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Fig. 2 Speed–accuracy results across the four training sessions and the test session in Experiment 1. Error bars indicate ±1 standard deviations of the
participants’ means
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The simulation results show (Fig. 4) that CMM can suc-
cessfully identify all mixtures when the noise level is as low as
σ = 0.02. When the noise rose to σ = 0.1, highly negatively
correlated groups (e.g., Groups 1 and 2) could typically be
identified correctly, but other groups were not recovered as
accurately as more groups were mixed together. This corre-
sponds roughly to the results of our Experiment 1. As noise
grew larger, to σ = 0.2, none of the mixtures were recovered
satisfactorily.

Overall, this simulation experiment revealed that our pro-
posed method might be able to distinguish groups—even
those whose training designs were moderately positively cor-
related—if the noise level was low enough relative to their
true difference in training. Two ways in which this difference
could increase would be to use more trials during testing, to
obtain a more reliable measure of the mean RT per participant,
and to increase the disparity between frequent and rare stimuli,
to attempt to increase the mean RT differences between rare
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Fig. 3 Classification results from Experiment 1. Each panel shows the maximum-likelihoodmodel obtained via expectation–maximization optimization
using two groups, along with the ideal classification results. Only the mixture of Groups 1 and 2 was accurately recovered in this experiment
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and frequent stimuli. In Experiment 3, we looked at both of
these options simultaneously.

Experiment 3: modified geographic pair-learning
task

The simulation in Experiment 2 confirmed that the statistical
methods we employed can discriminate groups of shared
knowledge using implicit knowledge measures. Furthermore,
the results of the simulation suggested that the failure of the
method for Experiment 1 likely stemmed from large noise
relative to the difference in memory strength induced by our
training approach. Consequently, in Experiment 3 we modi-
fied the method used in Experiment 1 so as to both reduce
noise and increase the differential memory strength.

Method

Participants A total of 48 students were recruited from the
psychological participant pool in MTU. Students were ran-
domly assigned to the same training as Groups 1, 2, and 4 of
Experiment 1 (each with around 15 participants).

Procedure The task that we presented to participants was
identical to that in Experiment 1, except that the training fre-
quencies of paired countries were increased from 1:2:4:8 to
1:3:9:27 and that more test trials were added (from four to six
trials per pair) as a means to obtain a stable RT measure.
Because of the different numbers of trials involved in a single
counterbalancing (40 vs. 15), the training was collapsed into
two 320-trial blocks and one 192-trial test block.

Results

As in Experiment 1, we removed trials that were either faster
than 400 ms (235 trials of 42,827; accuracy .48) or slower than
10,000ms (915 trials).With the same criteria as in Experiment
1, four out of 48 participants were eliminated due to their low
accuracy after training (<.8). Similar to Experiment 1, the
results exhibited effects of training frequency on both accura-
cy and RTs (see Fig. 5). Within the testing block, in which
feedback was not given, RTs were initially slower than at the
end of the training block, but they decreased to be faster than
those in the training block (mean RTs = 1,860, 1,412, and 1,
256 ms, respectively, for consecutive 64-trial blocks, in com-
parison to 1,378 ms for the last 64 trials of training). Without
feedback, accuracy dipped slightly from the end of training,
but it did not change during the test session (for consecutive
64-trial blocks, accuracy was .894, .896, and .893, in compar-
ison to .95 for the last block of training). Repeated measures
ANOVAs on both log(RT) and accuracy during the test ses-
sion, treating participant as a randomized factor, found that
both DVs depended reliably on frequency [log(RT): F(3,
147) = 106, p < .001; accuracy: F(3, 147) = 100.2, p < .001].

Mixture modeling on the transformed RT means We used
the same transforms and mixture models as in Experiment 1,
comparing models of size 1 through 5, with 200 random
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Fig. 4 Cultural mixture
modeling classification results of
the data simulation. Each group
combination was simulated under
three different noise levels (σ =
0.02, 0.1, and 0.2)

Table 2 Correlations among the frequency of presentation of
individual pairs across the four training groups

G1 G2 G3 G4

G1 1.000 –.704 .391 .078

G2 –.704 1.000 –.217 .096

G3 .391 –.217 1.000 .270

G4 .078 .096 .270 1.000

Only Groups 1 and 2, whose designs were highly negatively correlated,
were discriminated via the model.
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starting configurations of each. The results appear as the first
model in Table 3. Here, the BIC statistic identified three

groups as the best model, and all 44 participants were correct-
ly classified into their training groups. Separate models (not
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Fig. 5 Speed–accuracy results for the two training sessions and the one test session of Experiment 3. Error bars indicate ±1 standard deviations of the
participant means

Table 3 Clustering results of the proposed model (Model 1) and of several alternative clustering approaches

Model Log-
Likelihood

BIC
Value

# of
Groups

Cramér’s
V

Cluster
ID

SD
Estimate

Training
Group 1

Training
Group 2

Training
Group 4

1. All trials, SD fixed, BIC solution –304.7 980 3 1.000 1 0.1 15 0 0

2 0.1 0 15 0

3 0.1 0 0 14

2. All trials, SD estimated, BIC
criterion

–194.8 900.5 4 .904 1 0.041 9 0 0

2 0.066 0 14 0

3 0.052 1 0 11

4 0.212 4 1 4

3. Correct trials, SD fixed, BIC
solution, NA = 1.0

–546 1,588 4 .663 1 0.1 9 0 0

2 0.1 0 5 0

3 0.1 0 0 4

4 0.1 5 10 11

4. Correct trials, SD fixed, BIC
solution, NA = 2.0

–649.9 1,795.6 4 .919 1 0.1 13 0 0

2 0.1 0 13 0

3 0.1 0 0 8

4 0.1 1 2 7

5. Scaled drift rate, BIC solution, SD
estimated

–1,461 3,303 3 .732 1 0.587 11 0 8

2 0.501 0 15 0

3 0.202 3 0 7

6. Drift rate, BIC solution, SD fixed –1,487 3,345 3 .901 1 0.5 13 0 1

2 0.5 0 14 0

3 0.5 1 1 14

7. Accuracy, binomial model* –179.4 479.9 1 NA 1 * 14 15 15

8. Accuracy, strong-consensus model –234.1 589.4 1 NA 1 0.05 14 15 15

In each case, the model was selected among alternatives on the basis of having the smallest BIC value. Cramér’s (1946) V is a categorical
correspondence/correlation index based on the chi-squared statistic. *Binomial model estimates accuracy for each question, and the SD is calculated
according to binomial formula.
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shown) comparing mixtures of two groups at a time produced
similar classification results. This confirmed the simulation
results of Experiment 2 in a behavioral study, and shows that
the methods described here are able to identify groups of
shared knowledge using implicit measure of knowledge
strength.

To examine the results of this experiment more closely,
recall that each group in the model produces a parameter esti-
mate for themean scaled RTof each country pair.We expected
the recovered parameters to be negatively correlated with the
frequency of training, and Fig. 6 shows that these estimates
were highly negatively correlated with the training frequency
(as would be expected if more training leads to shorter RTs). A
more detailed analysis of each group, predicting the learned
parameter on the basis of ln(training frequency), as we as-
sumed in the model used in Experiment 2, showed a reason-
able account of the learning effect and fairly similar parameter
estimates across the three learning groups.

Consequently, this model served as a proof of concept
that with sufficient data and proper transformation, a Gauss-
ian fixed-variance mixture model can successfully identify
distinct training groups, even when training conditions are
not orthogonal, based on log-transformed mean RTs. Yet, to
produce this model, a number of choices were made in the
modeling. In the next section, we explore some alternative
models resulting from different choices about the assump-
tions and procedures. Together, these help illustrate some of
the boundary conditions of the process and provide addition-
al insight into the group training structure. We display the
results of the baseline model and alternate models in Table 3,
which shows the method, group membership, estimates of
variance, and a categorical correspondence/correlation mea-
sure known as Cramér’s V (Cramér, 1946), computed with
the lsr package in R (Navarro, 2015).

Alternative models for identifying clusters

The present set of studies illustrate that with appropriate trans-
formation and modeling, we can identify clusters of shared
knowledge on the basis of memory strength and fluency, even
when the overt responses are typically correct and would not
allow for accurate identification of group memberships. How-
ever, a number of related approaches make different assump-
tions or estimate different values from the data that might
provide additional insight into either the method or the under-
lying data set. Thus, we examined several of these to help
understand the potential alternative models.

Estimating variance directly

The proposed model follows the strong-consensus model, in
which we define the meaning of a consensus a priori for a
particular data type. For accuracy data, Mueller and Veinott
(2008) typically used a small fixed proportion of disagreement
(e.g., 10%), meaning that a group of individuals can share a set
of ideas as long as an individual tends to disagree less than 10%
of the time. For RTs, the analogue is using fixed-variance
Gaussians once the distributions have been scaled to their mean
values, so that the standard deviation of the Gaussian represents
the coefficient of variation of a group’s RT. As an alternative,
that standard deviation can be estimated directly. During the
expectation–maximization process, the variance and covari-
ance of the Gaussian can be estimated directly. We will consid-
er a model in which each group of people is modeled with a
single variance parameter (i.e., variances are identical for all
questions), which adds just one parameter per group, for K(N
+ 1) total parameters (whereK is the number of groups andN is
the number of items). More complex models could be consid-
ered, as well, with individual variance and covariance terms
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Fig. 6 Comparison between training frequency and the estimated parameters across the three training groups. Best-fitting regression lines show fairly
similar parameter estimates
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estimated directly from the data, but this could increase the
number of parameters to 2KN (for individual variance esti-
mates) or KNN (if the covariance was also estimated).

The result of such an analysis is shown as Model 2 in
Table 3. Here, instead of three groups, the method identified
four, one corresponding roughly to each training group, and a
fourth catch-all group with relatively large variance that
contained individuals who did not fit well into any of the other
groups. Interestingly, the estimated standard deviations of the
remaining intact groups are smaller than our fixed 0.1 value.
Consequently, this approach produced results similar to those
of Model 1, with the added benefit of identifying some ill-
fitting participants that did not provide strong enough evi-
dence for membership in the identified groups.

RT of correct trials

As we discuss in the Appendix, one may choose to apply the
approach to either mean RTs or the mean RTs of correct re-
sponses. In our study, most participants had one or more items
that they had learned incorrectly and that thus had no correct
responses during the test phase (since feedback was not given
in this phase, it was not uncommon to be incorrect on all
response trials for a pair). This makes examining correct RTs
difficult, since the likelihood computation and parameter esti-
mation are not well behaved with missing data. To address this
problem, we replaced any missing values with a placeholder
estimate—a value of either 1.0 (the scaled mean value; Model
3) or 2.0 (greater than 93% of the means; Model 4). These
models each identified four-group solutions using the BIC cri-
terion, with results akin to those ofModel 2. Importantly, when
missing values were imputed with the 1.0 mean value, three
small accurate groups were identified, consisting of about half
of the participant population; the rest were placed in a larger
catch-all group; when these values were replaced with relative-
ly greater values, the classification improved. This indicates
that even without considering incorrect learning, the process
is reasonably successful, but a nontrivial amount of the process
is driven by the longer RTs from less-well-trained items.

Combining time and accuracy: inverse efficiency

The subsequent models imply that part of the classifica-
tion accuracy is driven by factors related to the time of
error trials. As a consequence, it might be useful to com-
bine timing and accuracy into a composite score. One
simple way of combining time and accuracy is to use
so-called inverse efficiency (IE), in which the mean cor-
rect RT is adjusted by dividing by the accuracy. IE was
developed by Townsend and Ashby (1978, 1983) to mea-
sure energy consumption over time and the power of

energy systems, and it is popularly used as a method to
summarize both RTs and accuracy simultaneously in cog-
nitive psychology. One interpretation of IE (see Mueller,
Simpkins, Anno, Fallon, Price, & McClellan, 2011) is that
it provides a total work throughput for the system, assum-
ing zero error recovery costs and fixed-time completion
costs: A task that takes 1 min with 100 accuracy is equiv-
alent to a task that takes 40 s with 2/3 chance of
succeeding on each try, since the latter on average will
take 60 s to complete. However, some research suggests
that IE scores should not be the only independent measure
regarded in experimental psychology, because the ratio
used will produce large variances that make them difficult
to interpret (Bruyer & Brysbaert, 2011), and this is espe-
cially true for situations such as ours, with relatively few
trials per condition and some low accuracy (Akhtar &
Enns, 1989). In fact, the existence of conditions in which
participants mislearned the answers impedes the ability to
estimate IE (because there is no baseline correct RT to
adjust, and an accuracy of 0 would inflate this value to
infinity). The results were either uninteresting or incon-
clusive, so we chose not to report any specific models
using this approach. Instead, we considered a model-
based approach in which we used a simple diffusion mod-
el to estimate information accumulation.

Combining time and accuracy: diffusion drift rate

This alternative approach utilized drift rates produced by the
EZ-diffusion model (Wagenmakers, van der Maas, Dolan, &
Grasman, 2008), which is a simplified application of the
Ratcliff diffusion model (Ratcliff, 1978). The EZ-diffusion
model takes the error rate and RT mean and variance as
inputs and computes a drift rate, response boundary, and
nondecision time as outputs. The EZ-diffusion model can
address the issues of RT and accuracy simultaneously and
is prevalently applied in psychological areas such as color
and brightness stimulus discrimination, recognition and pro-
spective memory, and lexical decision (Voss et al., 2013;
Wagenmakers et al., 2008).

To obtain the drift rates, we estimated EZ-diffusion model
parameters based on Wagenmakers et al.’s (2008) implemen-
tation. However, this estimation fails when accuracy is either
1.0 or 0.0, so we replaced these values arbitrarily with .99 and
.01, respectively. As with the earlier measures, we then nor-
malized the drift rate for each individual by dividing by the
mean absolute value of all estimated drift rates. Because of the
existence of negative drift rates, this means that the normali-
zation is somewhat different from the normalization per-
formed on the RTs, so the baseline coefficient of variation of
0.1 was no longer appropriate. We thus present two models:
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Model 5, in which the drift rate for each group was estimated
on the basis of group membership, and Model 6, which fixed
the group standard deviation at a level similar to the mean
standard deviation of Model 5. Model 5 produced one group
that consisted of Group 2, one mostly of Group 4, and a third
mixing Groups 1 and 4. In contrast, the fixed-standard-
deviation Model 6 produced classification results fairly close
to the training group membership. Thus, this shows that even
using a simple estimate of drift rate, reasonable solutions can
be produced using the Gaussian CMM approach.

Using accuracy alone: cultural consensus modeling

Given that error trials appear to impact the model, it is impor-
tant to show that we were not simply using the error-impacted
RT as a proxy for accuracy, and that a traditional cultural
consensus model would fail to identify multiple distinct
groups. Accuracy was modeled using a binomial distribution,
with the accuracy for each item either estimated directly from
the group or coming from the most popular response and
forcing agreement within a small bound (the strong-
consensus model). We examined both models (shown as
Models 7 and 8 in Table 3), and both converged to a single
group. Thus, the error trials alone were not enough to enable
classification into distinct groups; rather, the successful clas-
sification achieved inModels 1–6 was driven by the impact of
slowing on less familiar information.

General discussion

In this article, we have introduced a statistical method based
on CMM to identify cultural groups on the basis of implicit
measures of knowledge using RT patterns. The results re-
vealed that the ability to recover and identify shared belief
groups depends on (1) the level of noise in the measurement,
(2) the differential signals for strong versus weak attitudes,
and (3) the similarity between group attitudes.

This model is applicable to behavioral and cognitive tasks
that use latency measures, such as the implicit association
task, LDT, priming LDT, free association task, and many vi-
sual attention tasks. The basic benefits of the approach to
social priming and related paradigms is that one can classify
a set of participants into distinct groups of shared beliefs or
attitudes prior to taking their demographic background into
account, and without knowing what types of patterns particu-
lar test items may elicit.

Previous research had established cultural differences
between Westerners and Easterners on a number of RT
measures in tasks involving visual attention (e.g.,
Boduroglu, Shah, & Nisbett, 2009; Masuda & Nisbett,

2001). The present methodological advances give the
opportunity to assess whether consistent patterns emerge
across a broad set of such tests, and how such groups
(if they exist) are related to East–West cultures as well
as other factors (such as education, language, and bilin-
gualism) that tend to be confounded with cultural
differences.

To our knowledge, this study is the first of its kind
that has shown how RT measures may be used as a
means for assessing cultural consensus. Yet the basic
approach could be useful for a number of different de-
pendent measures beyond latency/RT, including brain
activation, cerebral blood flow, skin conductance mea-
sures (often used for lie detection), voice stress, and
numerous measures that are increasingly available as
the outputs of sensors and machine-learning algorithms.
The present work is a first step on the path to exploring
how a number of such measures, in isolation or combi-
nation, can help to identify shared cultures of belief.

Appendix: Applying CMM to RT measures

To begin, we assume that we measured RTs across a set of
questions, items, or item categories (columns) and respon-
dents (rows), and that the overt responses were mostly the
same (i.e., 80% or more responses were in the same di-
rection). If the actual response patterns deviated substan-
tially, then the strong-consensus model could be used to
identify clusters of overt belief, but we are assuming that
the deviations from the group modal response on any
individual question were relatively small, and so we need-
ed to use RT patterns to identify shared knowledge. One
must decide whether to examine the mean RT of just the
correct responses or of all responses (correct and incor-
rect). Because, in our case, errors probably indicated a
failure to encode the geographical fact, it made sense to

Table 4 Raw response time (RT) patterns for five participants across
four questions in a hypothetical experiment using RT as an implicit mea-
sure of knowledge access

Q1 Q2 Q3 Q4

P1 609 757 405 514

P2 620 432 525 757

P3 1,037 1,105 819 970

P4 723 453 623 815

P5 1,147 873 1,044 1,233
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use correct RTs. In other cases, in which errors might
stem from either lower retrieval fluency or other decision
processes, it might make sense to use the mean of all
responses. In our alternative models section, we showed
that, for our data set, either model worked equally well.

Table 4 shows example RT patterns that might be seen.
Here, each row represents a different participant, and each
column represents a different question. Possibly, each value
might be computed as the mean RT for a set of items sharing
the same question class.

Even so, there are typically large but consistent
between-participants variations in the RTs. If the raw
RTs were used to identify clusters of belief strength, there
would be a risk that the methods would simply identify
slow versus fast responders, and not people with differen-
tial associations. In Table 4, Participants 3 and 5 have
long RTs relative to the rest, and even though their RTs
have a correlation of –.31, a model using raw RTs might
place them in the same group. Consequently, our first step
is to normalize the RTs for each participant. We do this by
computing the exponentiated mean of the log(RT)
(exp{mean[log(x)]}) for each participant, and dividing
each RT by the resulting mean for each participant. Each
participant’s data thus have an average close to 1.0
(Table 5).

Finally, we rescale each question so its mean is 1.0,
by dividing by its mean. This step serves to allow eas-
ier interpretation of the parameter estimates, because to
the extent a group’s parameter deviates from 1.0, it in-
dicates that the group is consistently above or below
average (see Table 6).

Now, by careful examination, some patterns emerge.
Looking at Q2, we can see that P2, P4, and P5 are substan-
tially faster than average, whereas P1 and P3 are slower. Sim-
ilarly, for Q4, P2, P4, and P5 are substantially slower than the
other two. This pattern indicates that two distinct and incom-
patible patterns of belief strength exist in the sampled
population.

An analogue to the strong-consensus model for RTs is
to model the deviations from the mean of any group as a
Gaussian distribution, with all responses having the same
variance, which is either predetermined (essentially a co-
efficient of variation that is deemed to be the upper limit
of group’s variability), estimated as a single parameter
across all questions, or estimated individually for each
question. Of course, even more parameters could be iden-
tified, including the covariance between RT distributions
for each question, but additional parameters can be costly,
because they represent more complex models that are bet-
ter able to fit arbitrary data and may require substantial
data to make worthwhile. Consequently, in the present
approach, we use the simplest reasonable model analo-
gous to the strong-consensus model used for overt re-
sponses: We fix the variance of the Gaussians to be a
small value σ (we have typically used around σ = 0.1).
Because of the transformations, this value essentially rep-
resents the average coefficient of variation allowed within
a group. If a group tends to have larger variability than
this, it will be beneficial to break the group into two
distinct groups, provided that the new groups can account
for the data.

The model was implemented via a custom likelihood
model using the flexmix package in R (Leisch, 2004) to
perform inference via the expectation–maximization al-
gorithm (Dempster, Laird, & Rubin, 1977) in the R
statistical computing language, Version 2.15 (R Devel-
opment Core Team, 2014). We selected the best-fitting
and simplest model using the BIC metric (Schwarz,
1978). The flexmix package provides a number of tools
for developing and analyzing the results of a wide va-
riety of mixture models, and its documentation can be
consulted for specific examples of how the present
models were implemented. Code for the specific custom
flexmix driver (a Gaussian strong-consensus model in
which the sigma parameter controls the fixed standard
deviation) is presented below.

Table 6 Here, the values in Table 5 are rescaled so that each question
has a mean value of 1.0

Q1 Q2 Q3 Q4 Mean

P1 1.004 1.424 0.819 0.814 1.015

P2 0.996 0.792 1.035 1.168 0.998

P3 0.974 1.184 0.944 0.875 0.994

P4 1.039 0.743 1.098 1.124 1.001

P5 0.988 0.858 1.103 1.019 0.992

Mean 1.000 1.000 1.000 1.000 1.000

Table 5 Scaled RT scores remove between-participant differences in
mean RT

Q1 Q2 Q3 Q4 Mean

P1 1.094 1.360 0.728 0.923 1.026

P2 1.085 0.756 0.919 1.325 1.022

P3 1.062 1.131 0.838 0.993 1.006

P4 1.132 0.709 0.976 1.276 1.023

P5 1.076 0.819 0.980 1.157 1.008

Mean 1.090 0.955 0.888 1.135 1.017
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An example application of the model is shown be-
low. Here, normed is a matrix containing the mean RT,
drift rate, or other dependent measure, in which each

participant is a row and each column is an item. Values
should be scaled and normalized prior to applying the
model.
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