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Abstract Incremental learning models of long-term percep-
tual and conceptual knowledge hold that neural representa-
tions are gradually acquired over many individual experiences
via Hebbian-like activity-dependent synaptic plasticity across
cortical connections of the brain. In such models, variation in
task relevance of information, anatomic constraints, and the
statistics of sensory inputs and motor outputs lead to qualita-
tive alterations in the nature of representations that are ac-
quired. Here, the proposal that behavioral repetition priming
and neural repetition suppression effects are empirical markers
of incremental learning in the cortex is discussed, and research
results that both support and challenge this position are
reviewed. Discussion is focused on a recent fMRI-adaptation
study from our laboratory that shows decoupling of
experience-dependent changes in neural tuning, priming, and
repetition suppression, with representational changes that ap-
pear to work counter to the explicit task demands. Finally,
critical experiments that may help to clarify and resolve cur-
rent challenges are outlined.
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The human cognitive system is made up of many constituent
elements that are capable of a wide range of impressive abil-
ities, including the rapid perception and recognition of objects,

fluid distillation of gist and meaning, sophisticated verbal
communication, complex reasoning and planning, and flexi-
ble goal-based action with continual adjustment of motor be-
havior in response to a changing environment. All of these
abilities require a complex base of long-term knowledge that
has been acquired gradually over years in many different con-
texts and that is processed and retrieved in large part along
conceptual and contextual dimensions (e.g., see Squire &
Wixted, 2011, and Martin, 2007, for review). With the study
of patients with amnesia and damage to the medial aspects of
the temporal lobes, such as HM (see Cohen & Squire, 1980;
Corkin, 1984), and patients suffering from forms of progres-
sive dementia that attack the neocortex, such as "semantic
dementia" (e.g., Hodges et al., 1992; Snowden, Goulding, &
Neary, 1989; Warrington, 1975), our understanding of human
learning and memory has been divided broadly into separate
memory systems (e.g., Schacter, 1987; Squire, 1992; Tulving,
1972). Structures in the medial temporal lobes (e.g., hippo-
campus) are thought to be critical for the acquisition of "epi-
sodic" knowledge that is contextualized in time and place (
Aggleton & Brown, 1999; Burgess, Maguire, & O'Keefe,
2002). In contrast, the neocortex is thought to store our
long-term knowledge about the world that has been abstracted
across individual experiences, with modality-specific percep-
tual knowledge residing within the corresponding sensory
neocortical processing streams that help to mediate stimulus
perception (e.g., Hasson et al., 2002; Levy et al., 2001;Martin,
2007; Martin et al., 1995; Simmons et al., 2005, 2007, 2013).
Various aspects of conceptual knowledge are thought to be
represented in select regions of the occipitotemporal, parietal,
and frontal cortex, with an organization that is sensitive and
selective to conceptual categories over multiple levels (e.g.,
Chao et al., 1999; Epstein, 2008; Gotts et al., 2011; Kanwisher
& Yovel, 2006; Mahon et al., 2007; Mahon & Caramazza,
2009; Martin, 2007; Martin et al., 1996; Nieder & Dehaene,
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2009; Taylor & Downing, 2011). While cognitive neurosci-
ence and neuropsychology have helped to characterize the
basic neuroanatomical and functional organization of these
various sorts of long-term knowledge in the adult, the mech-
anisms that are responsible for the development and acquisi-
tion of this basic organization are much less clear.We do know
that the large-scale brain organization of categories such as of
faces, objects, number, and places continues to develop
throughout childhood and into adolescence and adulthood
(e.g., Cantlon et al., 2006; Cantlon et al., 2011; Golarai et al.
2007; Golarai et al., 2010; Scherf et al., 2007; Scherf et al.,
2011), but what are the mechanisms and constraints that shape
this organization?

In the current paper, I focus on a relatively simple but pow-
erful notion that learning of this knowledge is incremental
across experiences using Hebbian-like, activity-dependent
plasticity at synaptic connections throughout the cortex, re-
ferred to hereafter as "incremental learning" (e.g., Becker
et al., 1997; Friston, 2005; Friston & Kiebel, 2009; Jacobs,
1999; McClelland, McNaughton, & O'Reilly, 1995;
McClelland & Rumelhart, 1985; McRae, de Sa, &
Seidenberg, 1997; Oppenheim, Dell, & Schwartz, 2010; Plaut
& Behrmann, 2011; Rogers & McClelland, 2004). A key fea-
ture of this idea is that different task demands can engage dif-
ferent cortical systems and cells within those systems, which, in
turn, can qualitatively alter the nature of the neural representa-
tions that are acquired in order to support improved task per-
formance (e.g., Farah & McClelland, 1991; Plaut, 2002;
Rogers & McClelland, 2004; Tyler et al., 2000). I discuss re-
search findings related to behavioral "repetition priming^ and
neural "repetition suppression," putative behavioral and neural
correlates of incremental learning mechanisms. While repeti-
tion priming and repetition suppression have been reviewed a
number of times previously (e.g., Gotts, Chow, & Martin,
2012a; Grill-Spector et al., 2006; Henson, 2003; Henson
et al., 2014; Schacter & Buckner, 1998; Wiggs & Martin,
1998), their joint relationship to broader incremental learning
proposals has not been evaluated to date.

The detailed organization of the paper is as follows: (1) A
brief review of the behavioral phenomenon of repetition prim-
ing, (2) thereafter a review of models of incremental learning
as an account of priming and an explanation of how different
task contexts can qualitatively alter learned representations in
the models, (3) review of the neural phenomenon of "repeti-
tion suppression" that commonly accompanies priming in
neuroscience studies, highlighting the challenges that it poses
for existing incremental learning models. (4) After providing
an overview of this basic information, I then discuss neurosci-
ence evidence that both supports and challenges a basic tenet
of incremental learning models that task demands help to de-
termine the nature of the representations that are acquired. (5) I
close by outlining experiments that should help to resolve
these challenges.

Repetition priming as incremental learning

In object identification tasks such as picture naming, stimulus
repetition leads to faster and more accurate responses, a phe-
nomenon referred to as "repetition priming" (see Schacter &
Buckner, 1998; Tulving & Schacter, 1990, for review).
Repetition priming is a robust and relatively automatic phe-
nomenon, occurring across a wide range of tasks and sensory
modalities of input and output. Priming is automatic in the
sense that it is incidental to identification or other task pro-
cessing and occurs even when participants' explicit recollec-
tion of the stimuli is at a chance level. These effects in object
identification can be extremely long-lasting, persisting over
days and months after only a small number of presentations
(e.g., 1–2), although effects are strongest after little or no delay
(Cave, 1997; McKone, 1995, 1998; Mitchell, 2006).
Repetition priming effects are also robust to small changes
in stimulus variables, such as size, position, or viewpoint in
vision, and they transfer across different exemplars of the
same type of object (Biederman & Cooper, 1991, 1992;
Cave, Bost, & Cobb, 1996; Koutstaal et al., 2001; Srinivas,
1996). The long-lived nature of the phenomenon when using
large stimulus sets clearly implicates some kind of long-term
learning mechanism, which at the neural level might corre-
spond to mechanisms such as long-term potentiation and de-
pression (LTP/LTD; e.g., Bliss & Lomo, 1973; Mulkey &
Malenka, 1992; Nabavi et al., 2014). The sparing of repetition
priming in amnesia (e.g., Cave & Squire, 1992), in which
patients typically have severe damage to the medial temporal
cortex, also suggests a neocortical basis to the phenomenon,
with perhaps some contribution of medial temporal lobe struc-
tures in neurotypical subjects (e.g., Henson & Gagnepain,
2010; Voss & Paller, 2008). With regard to the distinction
between episodic versus long-term perceptual and conceptual
knowledge, repetition priming is more squarely linked with
changes in perceptual and conceptual knowledge. Consistent
with this, repetition priming is decomposable into multiple
components, with separate contributions of perceptual, con-
ceptual, decision, and motor influences (e.g., Dobbins et al.,
2004; Horner & Henson, 2008, 2012; Race, Shanker, &
Wagner, 2009; Race, Badre, & Wagner, 2010; Schacter,
Wig, & Stevens, 2007; Wig, Bucker, & Schacter, 2009; Wig
et al., 2005). Priming is therefore maximized when stimulus
and task are identical across repetitions and attenuated when
these factors are changed in various ways.

But what is the functional role of repetition priming?While
response times can improve with repetition on the order of 5–
10 % (around an 80 ms improvement in picture naming,
which has a base response time of around 700–800 ms), it is
difficult to make the case that these effects are directly func-
tionally relevant or critical to survival in some way. After all,
inter-subject variability is typically quite a lot larger than the
magnitudes of priming effects. Instead, priming has been
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suggested to reflect tiny, incremental changes to representa-
tions with each experience, reflecting neocortical plasticity
mechanisms (e.g., Becker et al., 1997; McClelland &
Rumelhart, 1985; McClelland et al., 1995; Newman &
Norman, 2010; Norman et al., 2006; Stark & McClelland,
2000). On this view, priming within an experiment is only a
brief snapshot of the influences that shape representations
over a much longer period of time. This interpretation also
carries the consequence that there may be no direct "function"
of priming, per se. Rather, it is a reflection of the ongoing
operation of the brain's plasticity mechanisms that are fine-
tuning existing representations each time a stimulus is encoun-
tered and/or forming new representations for novel stimuli.

Incremental learning models

Why should such learning be incremental? A forceful argu-
ment was put forward by Jay McClelland and colleagues
(McClelland et al., 1995) within the framework of distributed
connectionist neural network models. McClelland et al. made
the case that certain kinds of learning are easily performed by
artificial neural networks in single trials through the use of
sparse representations. If patterns to be learned have little or
no overlap (i.e., they are uncorrelated/ orthogonal to one an-
other), a simple Hebbian plasticity rule – a local correlation of
pre- and post-synaptic activity – can form such memories in a
single exposure (e.g., Hopfield, 1982; Oja, 1982). Individual
memories will not conflict or interfere with one another as
long as they do not share cells/synapses in common. They
made the case that this is precisely what is done by the hippo-
campus and related structures when encoding episodic mem-
ories: Neocortical inputs are bound together through sparse,
non-overlapping hippocampal representations. In contrast,
they argued that representations in the neocortex are more
distributed and overlapping, with similarity-based generaliza-
tion to related stimuli through cell and synapse overlap.
Experience with a variety of neural network learning algo-
rithms capable of acquiring these sorts of representations sug-
gested that such learning had to be much slower and more
incremental, interleaving experience across the wide range
of stimuli that needed to be accommodated and interrelated.
Without incremental modifications and interleaved presenta-
tion, such models suffer from "catastrophic interference" and
an overall degradation of the knowledge base (seeMcClelland
et al., 1995; McCloskey & Cohen, 1989, for further discus-
sion). It is worth emphasizing that while these conclusions
about the incremental nature of neocortical plasticity are de-
rived from artificial and relatively simple models, the primary
limitations in this case derive from the particular combination
of highly distributed representations, local activity-dependent
synaptic plasticity mechanisms, and the large range and num-
ber of stimuli being learned for which similarity relations are

important. These constraints would appear to apply equally
well to the solution(s) adopted by the actual brain.

Incremental learning mechanisms have long been
championed by proponents of connectionist models (e.g.,
Rumelhart, McClelland & the PDP Research Group, 1986)
and more recently by proponents of "predictive coding"
models (which are a form of connectionist model; e.g.,
Friston, 2005; Friston & Kiebel, 2009), with these mecha-
nisms serving as the basis of accounts of behavior from a wide
range of cognitive domains (see Rogers & McClelland, 2014,
for a recent overview). Connectionist neural networks are
composed of interconnected pools of computational elements
referred to as "units," with simple rules of activity integration
and propagation amongst the units via weighted connections,
also referred to as "synaptic strengths." While such models
have typically been abstracted away from the details of the
brain, their underlying equations describing activity propaga-
tion are isomorphic to more biophysically derived population
firing-rate models (e.g., Amit &Tsodyks, 1991; Gerstner, 1998;
Wilson&Cowan, 1972; see Ermentrout, 1998, for review), and
more recent versions of these models have explicitly included
constraints from neuroscience, such as a bias for short-range
connections, as well as including more anatomical constraints
and constraints on mechanisms of plasticity (e.g., Braver,
Barch, & Cohen, 1999; Gotts & Plaut, 2002; Hazy, Frank, &
O'Reilly, 2007; Jacobs & Jordan, 1992; Ketz, Morkonda, &
O'Reilly, 2013; Norman et al., 2006; O'Reilly, 2006; Plaut,
2002; Plaut & Behrmann, 2011; Usher et al., 1999).

Incremental learning models: supervised versus
unsupervised learning mechanisms

Paramount to the current discussion is the distinction between
"supervised" and "unsupervised" learning mechanisms.
Unsupervised learning rules include the simple Hebbian rule
whereby connection strengths are updated by the correlation
between pre- and post-synaptic activity states (e.g., ranging
from −1 to +1): weights are strengthened between connected
units that are both active at the same time (e.g., both active at
+1) and weakened when activities disagree (e.g., units have
activities of −1 vs. +1). While this rule is simple and bears a
strong resemblance to empirical studies of LTP and LTD (see
O'Reilly, 2001, for discussion), it is known to be strongly
restricted in the range of patterns that it can relate. For exam-
ple, it will typically fail when mapping correlated input pat-
terns to distinct or uncorrelated output patterns, highlighted by
the well known XOR problem (i.e., when either of two indi-
vidual input units is turned on, the output is on; when the input
units are either both on or both off, the output unit is off; e.g.,
Minsky & Papert, 1969). In contrast, supervised algorithms
are capable of learning this and other challenging problems,
with learned representations contained in the synaptic
strengths that can preserve the similarity relationships among
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the patterns, conveying the ability to generalize to related pat-
terns that have not been directly experienced before.

Perhaps the most famous of these supervised rules is the
Delta (or Widrow-Hoff) rule with back-propagation (e.g.,
Rumelhart, Hinton, &Williams, 1986), which works by spec-
ifying the patterns to be learned across the inputs and outputs.
The actual outputs produced by the model in response to the
input is compared to the specified outputs (or "target" values),
and weights are adjusted to reduce the error. In a two-layer
network model (input and output units only), the resultant
learning rule is quite similar to the simpler Hebbian rule, with
the term for post-synaptic activity replaced by the difference
between target and actual output. The inclusion of at least one
"hidden" layer of units (that receives no direct inputs or tar-
gets), along with a non-linear activation function, allows such
models to learn any arbitrary pattern set provided that the
model contains a large enough pool of hidden units.
However, this requires the network to "back-propagate" the
error one or more steps away from the specified output activ-
ity, such that appropriate learning requires the use of non-local
information. The availability of specified output activity states
to the actual brain in real learning situations has also been
questioned (e.g., Mazzoni, Andersen, & Jordan, 1991).
Taken together, these issues have led many to conclude that
this form of model is not biologically plausible (e.g., Crick,
1989; O'Reilly, 1996, 2001; see Rogers & McClelland, 2014,
for a recent discussion).

The Contrastive Hebbian Rule, first proposed in the con-
text of the Boltzmann Machine model (e.g., Ackley, Hinton,
& Sejnowski, 1985), eliminates both the non-local computa-
tions and explicit target signal elements of the Delta Rule with
back-propagation. This model accrues pre- and post-synaptic
activity coincidence statistics during the absence of patterned
stimulation (using internally generated, random activity dur-
ing the "negative phase") and compares these locally to the
same pre- and post-synaptic coincidences during patterned
stimulation (the "positive phase," which could correspond to
a simultaneous presentation of sensory and motor states). The
weight adjustment is then the difference of two simpler
Hebbian terms and can be conceptualized as representing the
difference between the existing model and the activity states
dictated by the environment (filtered through the model). In
this sense it is not directly supervised but "quasi-supervised,"
and it is capable of learning the same range of input-output
patterns as the Delta rule plus back-propagation (see Hinton,
2003; O'Reilly, 1996, for further discussion).

Incremental learning models: the role of task demands
on learned representations

In contrast to unsupervised learning rules, supervised and
quasi-supervised rules have the property that the task being
trained has a large impact on the learned representations

throughout the entire model. For example, take the case where
artificial sensory patterns take on values of 0 ("off") or 1
("on") for each unit and are organized into two "categories,"
with a set of "on" units that are shared across patterns within a
category, along with unique "on" units for each individual
pattern. For simplicity, let's stipulate that the two categories
of stimuli have no "on" units in common. If these sensory
patterns were intended to represent a domain such as a high-
level visual form, then patterns from the same artificial cate-
gory might represent visual objects with similar form. If these
input patterns are presented to a three-layer, bi-directionally
interacting (i.e., recurrent) connectionist neural network mod-
el with either the Delta rule or the Contrastive Hebbian rule,
the nature of the weights and hidden-unit patterns that develop
will be strongly influenced by the nature of the output patterns
that are assigned to the input patterns. If this model is trained
in a "categorization" task, such that each of the two categories
of input patterns is assigned to a single category pattern over
the output units that is the same for all members of the cate-
gory, then highly similar internal representations (across the
hidden units due to the weights) will be learned for stimuli
from the same input category during training. The model will
first build strong weights from the category – "shared" input
units to activate the output "category" pattern – due to their
high frequency of experience across patterns (with more op-
portunity for weight changes), followed by stronger weights
from the pattern-unique units.

In contrast, we might train the same model to map each
input pattern to a unique output pattern, with little similarity
between the output patterns – within or across the input cate-
gories. If we stay with the "input as visual form" analogy, this
task might be similar to object naming, in which an arbitrary
verbal label is assigned to each picture, with visual similarity
having little to do with the phonemic relationships among the
corresponding names (see Plaut & Shallice, 1993; Rogers &
McClelland, 2004, for other examples along these lines). The
internal representations that result from training the model in
this task will be strongly different from what occurred in the
categorization task. The patterns of activity at the hidden layer
for each input pattern from the same category will be more
distinct and less overlapping relative to the categorization
task, withmore stimulus-selective tuning. This occurs because
the model is forced to use the pattern-unique units almost
entirely to activate the correct output units. Interference effects
(weight changes that reverse themselves across patterns) and
slower learning will also occur as the model first attempts to
use the more frequently presented category-shared units to
reduce the difference between internally and externally gener-
ated activity states (i.e., error).

It follows from the properties of the incremental learning
models discussed above that if priming is due to the incremen-
tal learning of internal representations in the context of a cer-
tain task with certain demands (i.e., the nature of the pattern
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mappings being learned, be they systematic or arbitrary, and
the sensory and motor modalities involved), then those task
demands should also have a measurable impact on priming
effects behaviorally. In particular, distinct effects should be
observed in categorization tasks versus those observed in
tasks requiring the individuation of sensory stimuli (such as
in object naming). Specific predictions from any given incre-
mental learning proposal will vary somewhat with the details
of the precise model. However, a number of common factors
will be expected to matter for any model utilizing a super-
vised or quasi-supervised learning algorithm and distribut-
ed patterns of activity. These models predict that the acqui-
sition of long-term knowledge representations will be in-
fluenced by: (1) the nature of the task demands during
stimulus processing, (2) the details of the learning algo-
rithm in terms of the performance metric being optimized,
(3) the statistics of sensory inputs and motor outputs, and
finally, (4) the neuroanatomic constraints on activity prop-
agation within the cerebral cortex (i.e., structural connec-
tivity; see also Mahon & Caramazza, 2011; Mahon, 2015,
for review and discussion of this last point). In the context
of the current article and following Oppenheim et al.
(2010), I will use the term incremental learning to refer
to distributed connectionist-style models that utilize super-
vised or quasi-supervised learning rules to gradually min-
imize the difference between model and data.

While connectionist models of incremental learning
are posed in terms of neuron-like and brain-like ele-
ments, they are often more targeted towards accounting
for behavioral effects and neuropsychological deficits in
patients than accounting directly for effects in neural ac-
tivity. Indeed, the original connectionist model of repeti-
tion priming utilizing incremental learning (McClelland
& Rumelhart, 1985) was proposed well before the acqui-
sition of brain data from monkeys and humans on the
effects of stimulus repetition on neural activity (see
Desimone, 1996; Schacter & Buckner, 1998; Wiggs &
Martin, 1998, for reviews). As discussed in the next sec-
tion, the details of neural repetition effects pose a series
of challenges to these earlier models.

The puzzle of repetition suppression

While behavioral performance commonly improves with
stimulus repetition, neural activity measured in single cells
in monkeys and BOLD functional magnetic resonance imag-
ing (fMRI) in humans commonly decreases, a phenomenon
referred to as "repetition suppression" (see Grill-Spector,
Henson, & Martin, 2006; Gotts et al., 2012a, for reviews).
Repetition suppression shares many of the empirical charac-
teristics of repetition priming: it is relatively automatic, even
occurring in animals under anesthesia (e.g., Miller, Gochin, &

Gross, 1991); it can be long-lasting following a small number
of stimulus exposures (up to several days, e.g., van Turennout
et al., 2000, 2003), although effects are strongest with little or
no delay (e.g., Grill-Spector & Malach, 2001; Jiang et al.,
2000; van Turennout et al., 2003); it is robust to small changes
in stimulus form and/or task, with the largest effects when
stimuli and tasks are identical across repetition (e.g., Horner
& Henson, 2008; Koutstaal et al., 2001; Lueschow, Miller, &
Desimone, 1994). Repetition suppression in humans is typi-
cally observed throughout the neocortex within regions that
are engaged by the task being performed (see Schacter &
Buckner, 1998; Wiggs & Martin, 1998, for reviews).
Attempts to relate repetition suppression and priming phe-
nomena quantitatively in humans using the magnitude of the
BOLD signal change in fMRI and the magnitude of response
time change havemet withmixed success (e.g., Dobbins et al.,
2004; Lustig & Buckner, 2004; Maccotta & Buckner, 2004;
Sayres & Grill-Spector, 2006; Turk-Browne et al., 2006; see
also McMahon & Olson, 2007). Nevertheless, the common
joint observation of these phenomena has led to a variety of
theoretical proposals to link them mechanistically (see Gotts
et al., 2012a, for review).

Foremost among the questions raised by the observation of
neural repetition suppression is: how can reduced neural ac-
tivity lead to improved behavioral performance? Somehow,
reduced levels of neural activity are being relayed more effi-
ciently throughout brain regions engaged in task performance,
producing better performance at a lower metabolic cost. But
where does this improved efficiency come from?Most activity-
based models derived from cognitive psychology, such as
spreading activation (e.g., Anderson, 1983; Collins & Loftus,
1975) and most of the connectionist neural networks discussed
above (e.g., McClelland & Rumelhart, 1985) have hypothe-
sized greater activity in stimulus-selective nodes or units, along
with decreased activity in units that prefer different stimuli. In
many neuroscientific contexts, this is precisely what is ob-
served at the neural level under conditions of facilitated behav-
ioral performance, such as elevated firing rate activity during
visual selective attention in cells that prefer the attended object
(e.g., Luck et al., 1997) or elevated firing rate in motion-
selective cells prior to a motion discrimination with the pre-
ferred motion direction (e.g., Newsome, Britten, & Movshon,
1989). However, in the case of stimulus repetition, firing rate
activity in inferior temporal cortex and prefrontal cortex is re-
duced – often with the greatest decreases observed in the cells
that respond best to the stimulus (e.g., Li, Miller, & Desimone,
1993; McMahon & Olson, 2007; Miller, Li, & Desimone,
1993). This observation of proportional "scaling" of firing rate
responses has its analog in fMRI studies of repetition-related
activity changes in humans, as well (e.g., Weiner et al., 2010).
The details of neural repetition suppression therefore appear to
pose a strong challenge to existing neural network incremental
learning models.
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Models that jointly address repetition suppression
and priming

Facilitation model

In response, a variety of mechanisms have been proposed to
link repetition suppression and repetition priming, some of
which involve fundamental alterations to neural representations
and neural tuning and others that do not. For example, the
"facilitation" model (James et al., 2000; Henson, 2003) holds
that neural responses are simply advanced in time and terminate
earlier with repetition, thereby simultaneously explaining faster
response times (priming) and repetition suppression as long as
the earlier termination of activity is sufficiently fast to result in
overall reductions in activity. This is not so much an articulation
of detailed plasticity mechanisms as it is a description of activity
states that could resolve the puzzle of repetition suppression.
While the BOLD response in fMRI is too slow to directly ex-
amine this model, single-cell recording studies in monkeys with
novel and familiar stimuli, as well as with stimulus repetition
during the experiment, have notably failed to yield evidence in
support of this theory (cf. Woloszyn & Sheinberg, 2012). Firing
rate responses to repeated/familiar stimuli are typically reduced
throughout stimulus processing in the inferior temporal and
frontal cortex and fail to be advanced ahead of responses to
novel stimuli (e.g., Anderson et al., 2008; Freedman et al.,
2006; Li et al., 1993; McMahon & Olson, 2007; Pedreira
et al., 2010; Rainer & Miller, 2000; Verhoef et al., 2008).
Note that the facilitation model also has little explanation for
how neural representations are formed in the first place.

Synchrony model

Another account that makes little if any prediction about fun-
damental changes in the content of neural representations and
neural tuning preferences with repetition is the "synchrony"
model (Gotts, 2003; Gilbert et al., 2010; Ghuman et al., 2008;
see Gotts et al., 2012a, for discussion). On this view, cells fire
at rates that are reduced overall with repetition but are more
synchronized in their spike times, permitting better propaga-
tion of individual spikes throughout the entire processing
pathway in both the feed-forward and feedback directions,
facilitating earlier responses. There is supporting evidence
for this model, both in single-cell recording studies in animals
(e.g., Anderson et al., 2008; Brunet et al., 2014; Kaliukhovich
& Vogels, 2012; Hansen & Dragoi, 2011; von Stein, Chiang,
& Konig, 2000; Wang et al., 2011) and in humans using MEG
(magnetoencephalography; Gilbert et al., 2010; Ghuman
et al., 2008) and intracranial EEG (electroencephalography;
Engell & McCarthy, 2014). Like the facilitation model,
though, the synchrony model requires additional mechanisms
to explain the basic formation of representations. Rather, it
serves more as a "gain" modulator within existing networks

that permits enhanced neural processing efficiency (see Fries
et al., 2001; Salinas & Sejnowski, 2001, for similar pro-
posals). There is the possibility that neural plasticity mecha-
nisms such as spike-timing-dependent LTP and LTD (e.g., Bi
& Poo, 1998; Markram, Lubke, Frotscher, & Sakmann, 1997;
Sjöstrom, Turrigiano, & Nelson, 2001) underlie longer-term
changes in synchrony, but these relationships have yet to be
specified in enough detail to make any clear predictions about
neural tuning changes that could be tested in experiments.

Perceptual "sharpening" model

There are two prominent accounts of repetition suppression
and priming that are posed in terms of fundamental changes in
neural tuning that are directly relevant for incremental learn-
ing proposals, namely the perceptual "sharpening" and "pre-
dictive coding" models. The perceptual "sharpening" theory
(Desimone, 1996; Wiggs & Martin, 1998) holds that while
neural activity is decreasing overall with stimulus repetition,
firing rates are becoming more selectively tuned, with the
largest decreases occurring in cells that are poorly responsive
and/or weakly tuned to the repeated stimuli. In contrast, cells
that are most responsive and selectively tuned to the repeated
stimuli may maintain their firing rate levels or decrease much
less than the poorly tuned cells. With improved stimulus se-
lectivity, bottom-up support would be removed for alternative
or competing representations in downstream brain regions,
allowing more rapid propagation of stimulus-selective activity
throughout task-engaged neural pathways, as well as faster
and more accurate behavioral responses. In the case of stimu-
lus repetition over seconds or minutes, the evidence to date
has failed to support sharpened tuning, with support instead
for proportional scaling of neural responses (e.g., Li et al.,
1993; McMahon & Olson, 2007; Miller et al., 1993; Weiner
et al., 2010; see also De Baene & Vogels, 2010). However,
over much longer durations of practice with a stimulus set
over days and weeks, a number of studies have found evi-
dence consistent with sharper tuning in the inferior temporal
cortex and lateral prefrontal cortex in monkeys (e.g., Baker
et al., 2002; Freedman et al., 2006; Rainer &Miller, 2000) and
in lateral occipital cortex in humans using fMRI-adaptation1

(e.g., Gillebert et al., 2009; Jiang et al., 2007). Initially con-
ceived as occurring in more perceptual brain regions, such as
extrastriate and ventral temporal cortex in vision (e.g.,

1 "fMRI Adaptation" employs short-term stimulus repetitions
in fMRI to rapidly and temporarily induce local decreases in
BOLD activity thought to be specific to the cells and synapses
just engaged in processing (e.g., Grill-Spector & Malach,
2001; Naccache & Dehaene, 2001). Neural tuning along a
particular dimension can then be probed by presenting a new
stimulus varying in that dimension from the adapting stimulus
and measuring the recovered response.
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Desimone, 1996; Wiggs & Martin, 1998), the basic notion of
representational sharpening has since been extended more
generally throughout the brain to other domains of knowledge
representation, including frontal regions involved in higher
level cognitive decisions (see Grill-Spector et al., 2006;
Norman & O'Reilly, 2003, for discussion). However, the ob-
servation of proportional scaling – as opposed to sharpening –
at delays typical of most repetition priming and repetition
suppression effects calls into question how well-linked sharp-
ening is to priming (discussed in Gotts et al., 2012a, b).
Perceptual sharpening by itself also has no direct way to ex-
plain the development of non-perceptual long-term knowl-
edge representations such as conceptual knowledge. As stated,
this model should prune away information that is shared
across the representations of related items, making individual
stimuli more discriminable but undercutting generalization of
knowledge to similar items.

Predictive coding model

The "predictive coding" model (Friston, 2005; Friston &
Kiebel, 2009; Henson, 2003) casts the cortex as a form of
hierarchical generative Bayesian statistical model. Perceptual
inference occurs as a progressive interaction between bottom-
up sensory input (Bevidence^) and top-down expectations
(Bprediction^) throughout the cortical hierarchy. Top-down
predictions serve to inhibit or suppress the bottom-up sensory
evidence, with residual activity in the lower levels of the cor-
tical hierarchy serving as Bprediction error,^ which is, in turn,
relayed back toward the higher levels. Top-down model pre-
dictions are improved with stimulus repetition through the
application of its learning algorithm, leading to stronger sup-
pression of cells encoding prediction error in earlier sensory
regions (i.e., repetition suppression), but also to the speeding
up (i.e., facilitation) of evoked neural responses via an in-
crease in synaptic gain due to enhanced encoding precision
and confidence, ultimately reflected as behavioral priming.
This can produce a situation similar to that expected by the
sharpening model, with a boosting of certain prediction errors
regarding the best hypotheses about the cause of sensory input
while suppressing poorer alternative hypotheses (see Friston,
2012, for discussion). The predictive coding model has re-
ceived some preliminary experimental support from effective
connectivity studies of repetition suppression in fMRI. For
example, Ewbank et al. (2011) used Dynamic Causal
Modeling (DCM; e.g., Friston, Harrison, & Penny, 2003) to
examine causal interactions between the fusiform body area
(FBA) and the extrastriate body area (EBA) while subjects
viewed pictures of human bodies. They observed repetition
suppression to repeated bodies of the same identity in both
EBA and FBA, along with increased top-down causal inter-
actions from FBA to EBA. While the quantitative link be-
tween top-down coupling and the magnitude of repetition

suppression in earlier sensory regions has yet to be document-
ed, the finding of increased top-down coupling simultaneous-
ly with repetition suppression is nevertheless consistent with a
core prediction of this model.

The predictive coding model is a particular form of incre-
mental learning proposal in which changes to model parame-
ters minimize the difference between model and observed
data. Unlike the facilitation, synchrony, and sharpening
models, it specifically addresses the initial formation and on-
going modification of perceptual and conceptual representa-
tions. Due to its learning algorithm (the expectation-maximi-
zation, or E-M algorithm), it shares a key experimental pre-
diction with earlier supervised neural networkmodels of prim-
ing: representational changes should be qualitatively and
quantitatively modulated by alterations in task demands and
the low- and high-level statistics of sensorimotor relation-
ships. Furthermore, all of these models (including the
McClelland & Rumelhart, 1985, model) when trained to dis-
criminate or individuate stimuli will utilize some form of rep-
resentational sharpening (as in the object-naming example in
the section Incremental learning models: the role of task de-
mands on learned representations above). This appears to
stand in contrast with the experimental data for repetitions
separated by delays of seconds and several minutes that have
documented a pattern of activity change more consistent with
proportional scaling rather than sharpening (e.g., Li et al.,
1993; McMahon & Olson, 2007; Miller et al., 1993; Weiner
et al., 2010). However, the relationships among repetition
suppression, priming, and the changes in underlying knowl-
edge representations (i.e., changes in neural tuning and selec-
tivity) over longer delays that are clearly relevant for longer-
term plasticity mechanisms (e.g., 30–60 min or longer) have
been less examined. In the next section, the results of studies
using fMRI-adaptation in humans to study repetition-related
changes in neural tuning with an eye toward the impact of task
demands on tuning changes are discussed.

Task-dependence of changes to neural
representations that accompany stimulus repetition

Artificial category learning

One neuroscientific topic in the literature with obvious rele-
vance to the current discussion is category learning, with stud-
ies that manipulate stimulus features that are either relevant or
irrelevant to appropriate categorization. A number of these
studies have examined training-related changes in neural
tuning, including single-cell recordings in monkeys (e.g., De
Baene et al., 2008; Freedman et al., 2001; Op de Beeck et al.,
2001; Sigala & Logothetis, 2002) and fMRI-adaptation in
humans (e.g., Gillebert, et al., 2009; Jiang et al., 2007; van
der Linden et al., 2010). While not all of these studies have
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been directly focused on repetition suppression and few if any
have measured behavioral priming, they provide a relatively
direct window into the effects of stimulus repetition and task
relevance on changes in neural representations. For example,
Freedman and colleagues (Freedman et al., 2001, 2002, 2003,
2006) trained monkeys over a period of many days to classify
morphed pictures of cats and dogs into two or more arbitrary
categories. After training, single neurons in the lateral prefron-
tal cortex were strongly tuned to the trained category and less
sensitive to stimulus form. When monkeys were re-trained
with new category boundaries using the same stimuli, cells
in the prefrontal cortex became sensitive to the new bound-
aries and lost sensitivity to the old boundaries. In contrast,
cells in the inferior temporal cortex (monkey area TE) were
tuned more to stimulus form with weaker sensitivity to cate-
gory. These cells further showed evidence of training-related
increases in selectivity to stimulus form (i.e., perceptual
"sharpening") when compared to a novel stimulus set
(Freedman et al., 2006).

Jiang et al. (2007) have obtained highly compatible results
with those of Freedman et al. when using fMRI-adaptation in
humans. Subjects were trained to classify morphed pictures of
cars into two arbitrary categories. After approximately a week
of training, greater release from adaptation was observed to
small differences in stimulus form irrespective of category in
right lateral occipital cortex (LOC), consistent with perceptual
sharpening. Strong sensitivity to trained category was instead
observed in right lateral prefrontal cortex, with less sensitivity
to stimulus form. Category tuning in the prefrontal cortex was
also significantly associated with behavioral measures of cat-
egorization performance. Like Jiang et al. (2007), two subse-
quent studies of visual category learning in humans using
fMRI-adaptation found increased stimulus selectivity in
occipitotemporal regions, consistent with perceptual sharpen-
ing, but without additional evidence of sensitivity to category
that would have aided the explicit task demands (e.g.,
Gillebert et al., 2009; van der Linden et al., 2010).

In contrast to these studies, two more recent category learn-
ing experiments in humans have found evidence of tuning
changes to task-relevant dimensions in the occipitotemporal
cortex using fMRI-adaptation (Folstein et al., 2013; van der
Linden et al., 2014), as well as strong tuning to category in the
prefrontal cortex (van der Linden et al., 2014). The basis of the
contrasting results is not entirely clear, but it is possible that
the composite nature of the form changes in earlier studies
made it more difficult for participants to attend to single rele-
vant form dimensions which could have aided earlier
occipitotemporal plasticity. Task-relevant alterations may also
be more visible during the performance of the categorization
training task itself rather than unrelated tasks that are often
used during fMRI-adaptation (e.g., van der Linden et al.,
2014; see alsoMcKee et al., 2014). Regardless, it is clear from
all of the studies with coverage of the frontal lobes that task-

relevant information is represented most strongly in prefrontal
cortex after category training, with some studies showing
smaller task-relevant alterations in tuning in occipitotemporal
cortex as well. These observations are in reasonably good
accord with expectations of incremental learning models.
The role of attention to relevant stimulus dimensions, which
may be critical for the observation of category-sensitivity in
occipitotemporal regions in the category training studies just
discussed, might be implemented in these models through
elevated activity in the cells encoding the relevant sensory
dimensions, leading to enhanced plasticity with respect to
those dimensions (e.g., Cohen, Dunbar, &McClelland, 1990).

A connectionist account of hemispheric specialization
and category preferences in occipitotemporal regions
for words, faces, and houses

In the artificial category-learning studies just discussed, recent
evidence has demonstrated support for the training-related
emergence of category distinctions in occipitotemporal re-
gions. Along these same lines, Plaut and Behrmann (2011)
have put forward a connectionist account of occipitotemporal
category preferences and hemispheric specialization for more
naturally occurring categories of words, faces, and houses.
The model supplements incremental learning mechanisms
with a bias for learning short-range connections and hemi-
spheric constraints on anatomical connections. Simple
retinotopic maps of units from each hemisphere representing
early visual cortex send input to intermediate pools of units
intended to represent activity in the fusiform gyrus of each
hemisphere, which in turn send input to pools of units
representing lexical processing ("language units") and the
"identity" of each object. Critically, the language units only
receive inputs from the left-hemisphere intermediate units,
whereas the identity units receive inputs from both hemi-
spheres. The model was trained to identify individual in-
stances of faces, words, and houses, with some variation in
the overall size of the stimuli in retinotopic coordinates. After
training, the model learned to use more "foveal" units for
representing words and faces, since the critical information
for discriminating among these stimuli was conveyed through
the more foveal parts of the input map. Similarly, the model
used more "peripheral" portions of the intermediate units to
represent the house stimuli. These aspects of the model are
reminiscent of the neuroimaging results of Levy, Hasson,
Malach and colleagues demonstrating an object category by
retinotopic position bias in occipitotemporal cortex (e.g.,
Hasson et al., 2002; Levy et al., 2001). No specific division
or anatomic constraint within the pools of intermediate units
was required for this foveal/peripheral bias to occur. It resulted
solely from the bias for short-range connections in learning
and the intrinsic retinotopic biases present in the stimuli them-
selves. The model also produced a left-hemisphere bias for the
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word stimuli and amore right-hemisphere bias for the face and
house stimuli. This occurred for similar reasons in the model
as for the foveal/peripheral preferences: only the left hemi-
sphere intermediate units provided input to the language units,
with the bias for short connections leading to the left hemi-
sphere word preferences. The right hemisphere bias for the
face and house stimuli resulted at least in part from interfer-
ence and competition for representation between the word and
face/house stimuli. While this model is highly simplified, it
provides one concrete instantiation of how incremental learn-
ing mechanisms could lead to reliable conceptual category
specificity without a neural architecture that is dedicated a
priori to the representation of certain conceptual content.

Priming, repetition suppression, and tuning changes
in object naming

Results from the artificial category learning studies above ap-
pear to provide support for the influence of task demands on
learned representations, consistent with incremental learning
models. However, training durations in these category learn-
ing studies are quite a lot longer than those used in most
repetition priming and repetition suppression studies, with ef-
fects of learning being measured after hundreds or thousands
of trials of highly similar visual stimuli. Repetition priming
was also not assessed in any of the above studies, making it
difficult to assess the inter-relationships of priming, repetition
suppression, and changes in tuning, task-relevant or other-
wise. A recent study in our laboratory has directly examined
these inter-relationships using fMRI adaptation (Gotts,
Milleville, & Martin, 2014). Rather than training subjects to
categorize novel objects, we had subjects repeatedly name a
large set of well-known objects (e.g., dog, hammer, etc.) as is
commonly done in studies of repetition priming and repetition
suppression (e.g., Cave, 1997; van Turennout et al., 2000,
2003). The pressure in this task is quite different to categori-
zation tasks in that the focus is not on the features that are
common to objects in the same category but on the distinctive
features that are selectively associated with each object's iden-
tity and name. As discussed above in the section Incremental
learning models: the role of task demands on learned
representations, the task demands of picture naming should
promote perceptual sharpening, attenuating shared object fea-
tures that support related but incorrect object names. If per-
ceptually sharper tuning underlies both repetition suppression
in occipitotemporal regions and behavioral priming during
object naming, then we should be able to observe these phe-
nomena simultaneously and relate them quantitatively across
subjects.

Subjects in our study were asked to name a set of 50 objects
five times in a pseudorandom order prior to fMRI. As expect-
ed, they named objects faster and more accurately across the
five repetitions, with robust effects of repetition priming

observed at the end of the experiment. Thirty minutes after
the initial naming practice, the same subjects participated in an
fMRI-adaptation task. They viewed adaptation sequences
composed of rapidly repeated objects (3–6 repetitions over
several seconds) that were either named previously or that
were new for the fMRI session, followed by single "deviant"
object pictures used to measure recovery from adaptation and
that shared a relationship to the adapted picture (a different
exemplar of the same object, a conceptual associate, or an
unrelated picture).2 As expected, effects of short-term adapta-
tion and recovery were found throughout visually responsive
brain regions, and occipitotemporal cortical regions displayed
repetition suppression to previously named relative to new
adaptors. However, these same occipitotemporal regions
failed to exhibit pronounced changes in neural tuning, similar
to other studies examining effects of within-session repetition
on tuning (e.g., De Baene & Vogels, 2010; Li et al., 1993;
McMahon & Olson, 2007; Weiner et al., 2010). Changes in
neural tuning were indeed observed during fMRI in the left
lateral prefrontal cortex, although they were in the opposite
direction of what was predicted by the task demands. Greater
residual adaptation was observed to different exemplars and
conceptual associates following previously named adapting
stimuli, consistent with broader rather than sharper tuning to
conceptually related objects. Furthermore, this change in neu-
ral tuning was directly related to the proportion of conceptual
errors made by subjects in the picture naming sessions both
before and after fMRI.

In a follow-up behavioral experiment in a separate group of
subjects, we found that the same pre-exposure task led to
greater semantic priming (e.g., Dell' Acqua & Grainger,
1999; Meyer, Schvaneveldt, & Ruddy, 1975) when using the
previously named pictures as briefly presented primes, with
the magnitude of later repetition priming predicting the mag-
nitude of this increase in semantic priming across subjects. In
other words, when viewing the picture of a "cow," the repre-
sentations of conceptually related concepts such as "horse"
were more active if cow had been recently named – despite
the fact that the task is requiring individuation of "cow" and
"horse" in order for the correct naming response to be given. It
would be one thing if these results were an aberration, but
increases in conceptual relatedness and/or interference follow-
ing object identification have been observed in a variety of
other paradigms, such as blocked cycling picture naming, in
which the task demands are quite similar to those in our study
(e.g., Belke et al., 2005; Damian & Als, 2005; Damian et al.,
2001; Hodgson et al., 2003; Howard et al., 2006; Hsiao et al.,
2009; Maess et al., 2002; Schnur et al., 2006; Schnur et al.,

2 The subjects' overt task during fMRI was to push a button
when they saw a man-made object, which were intermixed
between the adaptation sequences (all animal stimuli).
Subjects were instructed to attend to all images.
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2009; see also Navarrete, Mahon, & Caramazza, 2010;
Schnur, 2014). Increased incidence of conceptual naming er-
rors, including perseverations on previous naming responses,
is also quite common following repeated picture naming (e.g.,
Gotts et al., 2002; Hsiao et al., 2009; Santo Pietro &
Rigrodsky, 1982; Vitkovitch & Humphreys, 1991;
Vitkovitch et al., 1993).

Challenges to incremental learning posed by Gotts et al.
(2014)

Taken together, the results from our study appear to present
two basic challenges to incremental learning models. The first
is that after a relatively small number of stimulus repetitions,
activity decreases occur in the occipitotemporal cortex with-
out much concomitant change in neural tuning. This under-
mines the unitary explanation of priming, repetition suppres-
sion, and neural tuning provided by the perceptual sharpening
and predictive coding models (at least as previously discussed
in Friston, 2012). These results are in better accord with
models of efficiency without obvious tuning changes, such
as the synchrony model (see Gotts et al., 2012a, b, for
discussion) or possibly the facilitation model, although the
facilitation model has yet to receive clear empirical support
under typical viewing conditions (identifying isolated objects)
from studies that have measured brain activity with high spa-
tial and temporal resolution. This is not to say that effects of
repetition suppression are unrelated to changes in tuning over
longer durations of practice. However, over the durations of
practice that are typical of most repetition priming studies (2–
5 stimulus repetitions within a single experimental session),
strong increases in stimulus-selective tuning have not been
observed. Instead, these results highlight the possibility that
strong, long-lasting decreases in stimulus-evoked activity (i.e.
repetition suppression) can take place, without much qualita-
tive change in the underlying neural representations. Most
incremental learning models focus solely on optimizing task
performance rather than on the metabolic cost of neural infor-
mation processing (see Aiello & Wheeler, 1995; Raichle &
Mintun, 2006, for reviews), and incorporating this dimension
may be critical in accounting for phenomena such as these.

The second basic challenge to incremental learning models
is that the changes in tuning thatwere observed in our study in
the left lateral prefrontal cortex (conceptual broadening),
along with similar behavioral results from other studies (e.g.,
increased semantic errors in speeded picture naming), were
counter to those expected by the task demands in picture nam-
ing. Even in the event that representational sharpening was
occurring in occipitotemporal regions in this study but our
methods were insufficiently sensitive to detect it, the evidence
for greater activation of related object representations in the
lateral prefrontal cortex directly contradicts the expected out-
come of such sharpening. In other words, regions in the

prefrontal cortex that are presumably downstream of
occipitotemporal regions exhibited reduced rather than en-
hanced stimulus-selectivity, undermining this popular joint
explanation of repetition suppression and priming. These ef-
fects cannot be easily dismissed as artifactual in some way, as
they were manifest behaviorally both as increased incidence
of conceptual naming errors and as increased semantic prim-
ing magnitude (see also Gronau, Neta, & Bar, 2008, for an
earlier demonstration of the same conceptual broadening ef-
fect in fMRI Adaptation).

Putting incremental learning to the test

Thus far, we have considered incremental learning models as
accounts of how perceptual and conceptual representations
form, as well as how the phenomena of repetition priming
and repetition suppression may relate to incremental learning
mechanisms. Core to incremental learning is the gradual op-
timization of task performance (minimizing the difference be-
tween model and data), which predicts that neural representa-
tions should be qualitatively shaped by task demands, as well
as by anatomical connectivity and the statistics of sensorimo-
tor contingencies. Consistent with these models, category
training studies have yielded evidence that manipulating fea-
ture relevance has an impact on learned representations in
prefrontal cortex, with cells showing strong preferences for the
trained category boundaries. While early studies failed to find
much evidence of category tuning in accord with task demands
in occipitotemporal regions (e.g., Gillebert et al., 2009; Jiang
et al., 2007; Op de Beeck et al., 2001), more recent evidence
suggests that these kinds of effects can be observed – albeit at
smaller magnitudes than observed in prefrontal cortex (e.g., De
Baene et al., 2008; Folstein et al., 2013; van der Linden et al.,
2014). Additionally, a number of studies have now documented
increases in stimulus selectivity in ventral temporal cortex after
extensive training, both in monkeys and in humans (e.g., Baker
et al., 2002; Freedman et al., 2006; Jiang et al., 2007; Gillebert
et al., 2009; see also Rainer & Miller, 2000).

The more challenging effects for incremental learning
models to explain are ones that happen after a smaller number
of within-session repetitions (2–5), which are more typical of
repetition priming studies. This is not a small issue for the
interpretation of repetition priming and repetition suppression
effects over these durations given that these are the intervals
over which such effects are largest in magnitude, gradually
decaying or suffering from interference over longer intervals
(e.g., Li et al., 1993; McKone, 1998; van Turennout et al.,
2000, 2003). One might also expect that these contexts would
have more ecological validity, since they are more in line with
what people typically encounter when interacting with objects
intermittently in the environment or with their corresponding
names in print. As mentioned in the previous section, these
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challenging effects are twofold: (1) there is a notable lack of
evidence of perceptual sharpening over a small number of
repetitions (e.g., De Baene & Vogels, 2010; Gotts et al.,
2014; Li et al., 1993; McMahon & Olson, 2007; Miller
et al., 1993; Weiner et al., 2010), and (2) there is evidence of
an expansion of conceptual representations in picture naming
in contrast to the apparent task demands for perceptual sharp-
ening (e.g., Gotts et al., 2014; see Gronau, Neta & Bar, 2008,
for related results). Incremental learning models might re-
spond to the first challenge by incorporating effects such as
spike synchrony (e.g., Friston, 2012), retaining their basic
plasticity mechanisms that apply to average firing rate (see
Gotts, 2003; Gotts et al., 2012a, for discussion), but how
might the second challenge be addressed? Oppenheim et al.
(2010) have put forward one suggestion for the data from
blocked cyclic picture naming. They trained a connectionist
model using the Delta rule to map an array of semantic fea-
tures representing object meaning to corresponding object
names (lexical units). Each time an object was presented to
the model, the weights between the semantic features and the
appropriate lexical unit were strengthened via the learning
rule, and weights between those features and incorrect lexical
units of semantic associates that were partially activated via
shared semantic features were weakened. Over trials, lexical
units were activated more rapidly and accurately (repetition
priming), but this occurred faster when blocks were composed
of unrelated items, since each object suffered less from weak-
ened semantic- > lexical weights involving shared semantic
features with other objects in the set (along the lines discussed
for the object naming example in the section Incremental
learning models: the role of task demands on learned
representations). While this model accounts quite nicely for
a variety of effects in blocked cyclic naming (e.g., Belke,
2008; Belke, 2008; Damian & Als, 2005; Howard et al.,
2006; Hsiao et al., 2009; Navarrete et al., 2014; Schnur
et al., 2006), it is less clear how it would address the broad-
ened conceptual representations and enhanced semantic prim-
ing observed in Gotts et al. (2014). This model should de-
crease relatedness of conceptual associates by attenuating
the impact of shared semantic features on lexical processing
over learning. However, one can imagine how adding aspects
of visual processing might change this picture. It is possible
that early in learning, weight changes between visual and con-
ceptual processing would strengthen conceptual relationships
among associates to reduce error at the lexical level, produc-
ing increased conceptual similarity and semantic priming (see
early training epochs of Simulations 3 and 5 in Rogers &
McClelland, 2004, for related examples). However, it seems
clear that over the course of additional training, this should
eventually give way to the model utilizing distinctive features
at the expense of shared features (as in the current Oppenheim
et al. model), eliminating the activation of inappropriate relat-
ed names and ultimately decreasing conceptual relatedness

effects (e.g., see later epochs in Simulations 3 and 5 in
Rogers & McClelland, 2004). Perhaps this would also have
been seen experimentally in the task used by Gotts et al.
(2014) if greater than five repetitions had been used prior to
fMRI. A related possibility is that the tuning changes accom-
panying picture naming are interacting with the existing struc-
ture of perceptual and conceptual representations, with chang-
es that – while conceptual – are less strong than they would
have been under a task such as categorization. In other words,
it is possible that the task demands have actually shifted the
changes more toward perceptual sharpening than they would
have otherwise been under a different task. Under this view,
the current results would already be consistent with incremen-
tal learning models with no additional modification.

Future experiments

What is needed in the future to examine these issues are exper-
iments that manipulate the nature of the task being performed
on repeated objects while measuring repetition suppression and
behavioral priming, contrasting a task such as naming with
various levels of conceptual categorization, or alternatively
with fine visual discriminations on the pictured objects (e.g.,
Martin & Gotts, 2005; Wig, 2012). It would also be important
to have a much more continuous manipulation of repetition,
ranging from a small number of repetitions up through hun-
dreds or even thousands as has been done in category learning
studies. An important variable with regard to the nature of
plasticity and representational changes that is typically conflat-
ed with number of repetitions is time. Separating time from
repetition number will be critical for examining these relation-
ships. Counterbalancing item sets with matched properties (cat-
egory membership, frequency, familiarity, etc.) will also be
critical, perhaps assigning different object sets to different tasks
and comparing the relative changes.

Unsupervised alternatives to incremental learning

While current evidence suggests that incremental learning
models show promise for addressing the acquisition of per-
ceptual and conceptual knowledge structure in the brain, other
possibilities remain that posit more dedicated functions to oc-
cipital and temporal cortex, with unsupervised learning apply-
ing throughout the visual system in a more feed-forward man-
ner that relies on biases in low-level image statistics between
stimulus categories to explain any category preferences in
occipitotemporal cortex (e.g., Riesenhuber & Poggio, 2002).
On this view, most of the flexibility and adaptability of knowl-
edge representation is handled by the prefrontal cortex (see
Jiang et al., 2007; Scholl et al., 2014, for discussion). Indeed, it
is interesting to note that conceptual "broadening" is observed
when the task is categorization (e.g., Jiang et al., 2007), as
well as when the task requires individuation (e.g., Gotts
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et al., 2014; see also Gronau et al., 2008), at least raising the
possibility that prefrontal cortex has a more general role in
automatically extracting more abstract category-like structure
from individual objects presented in the same context. At a
minimum, the future experiments just outlined will help to
delineate the bounds on existing incremental learning pro-
posals, allowing us to see how much of the adult knowledge
organization is plausibly based in supervised versus unsuper-
vised learning mechanisms, as well as to what extent innate
anatomical constraints might contribute.

What kind of models are needed?

In the current paper, I have discussed the capabilities of
existing incremental learning models to address data on the
acquisition of perceptual and conceptual knowledge and the
relationship between priming and repetition suppression.
While many connectionist models have been proposed to ad-
dress behavioral data and neuropsychological deficits in this
domain, the most glaring omission in these models is the lack
of detailed accounts of the related brain physiology in terms of
timing and magnitude of activity in particular brain regions.
To be sure, the integration of these disparate forms of data
within individual models is daunting. There are two main
limiting factors that, if addressed, may help with these goals.
The first is that for humans, unlike monkeys, we have less
detailed knowledge of delineated brain regions and their
circuit-level interrelationships. This makes it quite difficult
to incorporate such constraints into models. Recent studies
of functional connectivity in human fMRI have made a great
deal of progress parcellating the brain into large-scale func-
tional circuits (e.g., Power et al., 2011; Yeo et al., 2011), and
this should eventually help to constrain model architectures.
The secondmain limitation is that it is unclear how one should
relate unit activity and other parameters in connectionist
models directly to neural measures. However, links already
exist between firing-rate-based and spiking neural networks
(e.g., Amit & Tsodyks, 1991; Gerstner, 1998; Wilson &
Cowan, 1972), and these offer the promise of more detailed
relationships and testable predictions in single-cell recording
studies in monkeys and neuroimaging studies in humans (see
Gotts, 2003; Gilbert et al., 2010, for one example along these
lines). I view current proposals such as the Plaut and
Behrmann (2011) model as steps in the right direction with
regard to these goals. With improved ability to make contact
between models and neural data directly, interactive theory
buiilding and direct testing of hypotheses about the neural
mechanisms underlying learning and the formation of knowl-
edge representations may be possible.
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