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Past experience, recency, and spontaneous
recovery in choice behavior
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Pigeons' responses on two keys were recorded before and after the percentage of reinforcers de
livered by each key was changed. In each condition of Experiment 1, the reinforcement percentage
for one key was 50% for several sessions, then either 70% or 90%for one, two, or three sessions, and
then 50% for another few sessions. At the start of the second and third sessions after a change in re
inforcement percentages, choice percentages often exhibited spontaneous recovery-a reversion to
the response percentages of earlier sessions. The spontaneous recovery consisted of a shift toward
a more extreme response percentage in some cases and toward a less extreme response percentage
in other cases, depending on what reinforcement percentages were previously in effect. In Experi
ment 2, some conditions included a 3-day rest period before a change in reinforcement percentages,
and other conditions included no such rest days. Slightly less spontaneous recovery was observed
in conditions with the rest periods, suggesting that the influence of prior sessions diminished with
the passage of time. The results are consistent with the view that choice behavior at the start of a
new session is based on a weighted average of the events of the past several sessions.

Although the results of several experiments were well
described by this model, it is too simple to accommodate

where ~~ is the change in strength of~, and r is a rein
forcement parameter that can range from 0 to 1. After
each response that is not reinforced, the strength of the
response decreases as follows:
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(2)

(3)

~~ = n(-~),

~~ = r(1 - Vi),

forcement, the size of a change in probabilities, and the
overall rate of reinforcement.

The results of these experiments contradicted the pre
dictions ofseveral models oftransitional choice behavior,
including Myerson's kinetic model (Myerson & Miezin,
1980; see also Myerson & Hale, 1988), Staddon's ratio
invariance model (Staddon, 1988; Staddon & Horner,
1989), and the linear-operator model (Bush & Mosteller,
1955). However, the results could be described quite well
by a simple mathematical model similar to one proposed
by Couvillon and Bitterman (1985). The model states
that each response alternative, i, has a separate strength,
~. Response strength increases each time the response is
reinforced and decreases each time the response is not re
inforced. Each time a response is reinforced, ~ increases
as follows:

where n is a nonreinforcement parameter that can range
from 0 to 1. A simple matching rule is used to translate
from the independent strengths of two responses (~ and
J-2) to the probability that one will occur:

Vi
PI = V; + v: .

I 2

In the past, nearly all experiments on choice using op
erant conditioning procedures reported only "steady
state" results-the choice responses of subjects whose
behavior appeared to be relatively stable because they
had been exposed to the same reinforcement contingen
cies for many sessions. In recent years, however, there
has been increasing interest in choice behavior during
periods of transition-periods when the reinforcement
contingencies have just changed, and the subject's be
havior is in the process of adapting to the new contin
gencies. These experiments have used a variety ofdiffer
ent species and experimental procedures (e.g., Couvillon
& Bitterman, 1985, 1988, 1991; Dreyfus, 1991; Kacel
nik, Krebs, & Ens, 1987; Mark & Gallistel, 1994), and
they have uncovered a number ofvaluable findings about
choice behavior in transition.

My colleagues and I have used a procedure in which it
is possible to obtain many acquisition curves from each
subject (Bailey & Mazur, 1990; Mazur, 1992; Mazur &
Ratti, 1991). Each condition begins with a period with
equal reinforcement contingencies on two response keys,
and then the development ofpreference is observed when
one key suddenly begins to deliver more reinforcers than
the other. Previous studies with this procedure examined
how rates of transition were affected by a number of dif
ferent factors, such as the overall probability of rein-

This research was supported by Grant MH 38357 from the National
Institute of Mental Health. The author thanks Jeffrey Colafrancesco,
Peter Kelly, and Margaret Nygren for their help in different phases of
the research. Correspondence should be addressed to 1. E. Mazur, Psy
chology Department, Southern Connecticut State University, New
Haven, CT 06515 (e-mail: mazur@scsu.ctstateu.edu).

Copyright 1996 Psychonomic Society, Inc.



2 MAZUR

some ofthe complexities ofbehavior observed in simple
choice situations. For example, Mazur (1995) found a
type of spontaneous recovery that was not predicted by
this model (nor by most other models of transitional
choice behavior, including all ofthose mentioned so far).
The spontaneous recovery took the following form:
After a few sessions in which each of two response keys
delivered about 50% of the reinforcers, the reinforce
ment percentage for one key (the "rich key") switched to
90%. Responding on the rich key rapidly increased, and,
by the end of one session, subjects were making about
75% of their responses on this key. However, at the be
ginning of the next session, the percentage of responses
on the rich key dropped to about 60%. This phenomenon
was called spontaneous recovery because it consisted of
a reversion to a previously reinforced choice proportion.
Responding on the rich key increased during the course
of the second session, but similar spontaneous recovery
was observed at the beginnings of the next few sessions
(though it became progressively smaller over sessions).

The reason most models oftransitional choice behavior
cannot account for this spontaneous recovery is straight
forward: They do not treat the beginning ofa new session
in any special way, and they assume that behavior at the
start ofa session will simply resume where it left offat the
end of the previous session. Mazur (1995) proposed that
this assumption is not defensible and that behavior at the
start of a new session reflects some sort of weighted av
erage ofthe events of the past several sessions. To model
this spontaneous recovery, Mazur ran a series of com
puter simulations based on Equations 1-3, but with one
change. At the start ofeach simulated session, the values
of Vi and T2 were not set at the final values from the pre
vious session but were set at a weighted average of their
values from the previous five sessions. Values of Vi and
T2 from the most recent session were given the greatest
weight, and values from the fifth most recent session
were given the least weight. The magnitude and time
course of the spontaneous recovery in the computer sim
ulations corresponded closely to those in the actual data.

Similar ideas about spontaneous recovery and the ef
fects ofprevious experiences have been proposed by oth
ers. Mazur (1995) noted that Estes's (1955) model ofstim
ulus fluctuations, which was designed to account for the
spontaneous recovery ofa single response, can be easily
extended to predict spontaneous recovery in choice situ
ations. This approach is also similar to Spear's (1967,
1971) hypothesis that spontaneous recovery is a type of
proactive interference, in which older learning interferes
with more recent learning. More recently, 1. A. Deven
port and L. D. Devenport (1993; L. D. Devenport & 1.A.
Devenport, 1994) proposed a model of how past experi
ences combine to affect current choices in foraging situa
tions. This model is more specific than Mazur's analysis
of spontaneous recovery because it makes recommenda
tions about exactly what weights should be assigned to
past experiences. The model states that the influence of
every past experience on an organism's current choice
behavior is an inverse function of its recency.

For now, the details ofthese models are less important
than the general hypothesis that choice behavior at the
start ofa new session depends on some type of weighted
average ofthe subject's experiences over the past several
sessions. It follows from this hypothesis that a subject's
choice behavior at the end of one previous session will
often be a poor predictor of behavior at the start of the
next session. For instance, imagine that for one subject,
the left-key reinforcement percentages in the last four
sessions have been 50%, 50%, 50%, and 90%. For a sec
ond subject, the left-key reinforcement percentages have
been 50%, 90%, 90%, and 90%. At the end of the fourth
session, these subjects might exhibit similar preference
for the left key. However, at the start of the next session,
the first subject should exhibit less preference for the left
key (and more spontaneous recovery in the direction of
indifference) because this subject has had fewer sessions
with the 90% reinforcement proportion.

The present experiments were conducted to obtain
additional information on how the events of past ses
sions combine to affect choice behavior in subsequent ses
sions. One purpose of Experiment I was to demonstrate
that spontaneous recovery in choice behavior can appear
either as a shift toward indifference or as a shift toward
more extreme preference for one alternative (depending
on the reinforcement percentages used). Experiment 2
was designed to determine if the influence of past ses
sions, and the amount of spontaneous recovery, can be
altered by the simple passage of time. That is, will the
experiences ofprevious sessions have less effect on cur
rent choice behavior if several days have passed since
those sessions occurred, even if the subject receives no
additional exposure to the choice situation in the inter
vening days?

EXPERIMENT 1

In Mazur's (1995) experiments, the clearest examples
of spontaneous recovery all consisted of a shift toward a
less extreme choice proportion, and it could be argued
that they were at least partly caused by a tendency to begin
each session closer to indifference. But if these shifts at
the beginning ofa session actually reflected the reinforce
ment contingencies ofprevious sessions, with the appro
priate experimental design it should be possible to ob
serve cases ofspontaneous recovery that consist ofa shift
toward a more extreme choice proportion (i.e., a shift
away from 50% responding on each key). Experiment I
was designed to look for this type ofspontaneous recovery.
This experiment was also designed to determine whether
the degree of preference for one alternative and the
amount of spontaneous recovery will depend on the num
ber of sessions in which that alternative had a higher re
inforcement percentage.

Method
Subjects. The subjects were 5 of the 6 White Carneaux pigeons

that had previously served in the experiments ofMazur (1995) and
in other experiments with similar procedures. (The 6th pigeon died
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near the beginning of the present experiment.) The subjects re
ceived most of their food in the experimental chambers but were
given additional food after each session, when necessary, to keep
them at approximately 80% of their free-feeding weights.

Apparatus. The experimental chamber was 30 cm long, 30 em
wide, and 30.5 ern high. Recessed in the right sidewall of the
chamber, 22.8 em above the floor, were three response keys, sepa
rated by 5.6 ern, and each measuring 2.5 em in diameter. The cen
ter key was not used in this experiment. Each of the two outside
keys could be transilluminated by red or green light produced by
two 2-W bulbs mounted behind the keys. A force of about 0.1 N
was required to operate each key.A hopper that could present grain
for a specified interval was situated 12 em below the center key.
When the grain was presented, the hopper was illuminated with
white light from a 2-W bulb mounted above it. Two 2-W house
lights were mounted above the Plexiglas ceiling of the chamber.

The chamber was enclosed in a sound-attenuating wooden box
that had an exhaust fan for ventilation and for masking extraneous
noises. An IBM-compatible personal computer was programmed
in the Medstate language to control all stimuli and to record the re
sponses.

Procedure. All pigeons had considerable experience with the
procedure through their participation in previous experiments, so
no additional training was needed at the start of this experiment.
The complete experiment included 24 conditions with usable data,
plus a few conditions in which equipment failures or experimenter
errors made the data unusable. Conditions with unusable data were
later repeated to obtain an equal number of replications with the
appropriate parameters for all subjects. For ease of discussion,
each condition will be described as having three separate phases:
a baseline phase, a transition phase, and a recovery phase. How
ever, the phases of adjacent conditions overlapped, because the re
covery phase of one condition also served as the baseline phase for
the subsequent condition. Baseline and recovery phases included
four, five, or six sessions in which the scheduled reinforcement
percentages were 50% for each key. The number of baseline ses
sions was varied unpredictably so that this number could not serve

as a cue for when the transition phase would begin. Transition
phases included one, two, or three sessions in which the reinforce
ment percentage was higher for one key than for the other. For each
condition, the key with the higher reinforcement percentage in the
transition phase will be called the rich key, even though reinforce
ment percentages were the same for the two keys in the baseline and
recovery phases.

All sessions lasted for 30 min and were usually conducted 6 days
a week. At the beginning of a session, the houselights came on and
the two response keys were illuminated-the left key red and the
right key green. The houselights remained on for the entire session,
except during reinforcement periods. Every effective peck on ei
ther key produced a O.l-sec darkening of both keys as feedback. If
a response resulted in reinforcement, the houselights and keylights
were turned off and the hopper was illuminated and raised to pre
sent grain for 2.5 sec. After reinforcement, the houselights and
keylights were again illuminated. At the end of a session, all cham
ber lights were turned off. This procedure was used throughout the
experiment, and the only differences among sessions were the re
inforcement percentages for the two keys, as described below.

In all sessions, reinforcers were assigned by a single variable
interval (VI) 3D-sec schedule: Once per second, if no reinforcer was
currently assigned to one of the two keys, there was a .0333 prob
ability that a reinforcer would be assigned to one of the two keys.
Assignment to the left or right key was determined by a pseudo
random sequence that ensured that the actual percentage of rein
forcers delivered by each key was close to the scheduled percent
age. Once a reinforcer was assigned to a key, no further reinforcers
were assigned to either key until that reinforcer was delivered. The
procedure also included a 2-sec changeover delay (COD)-that is,
2 sec had to elapse after each changeover response before a re
sponse could be reinforced. If a reinforcer was assigned to a key,
it was delivered following the first post-COD response on that key.

The two independent variables in this experiment were the num
ber of transition sessions in a condition and the reinforcement per
centages for the rich key during the transition sessions. The ex
periment used a 3 X 2 design: The number of transition sessions
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Figure 1. The three rows show the results from the three different conditions of Experiment 1 in which the rich key delivered
90% ofthe reinforcers on transition days. Rich-key response percentages, averaged across subjects and replications, are shown
in 3-min blocks for the last baseline session.all transition sessions,and the fIrst three recovery sessions.The reinforcement per
centage for the rich key is labeled for every transition session; the percentage for aUunlabeled panels was 50%.
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was one, two, or three, and the rich-key reinforcement probability
in these sessions was either 70% or 90%. For each subject, each of
the six combinations of these two variables was repeated in 4 dif
ferent conditions, for a total of 24 conditions. The order of condi
tions was counterbalanced across subjects. The rich key was
the left key in half of the conditions and the right key in the other
half.

Results
The three rows in Figure 1 show the results from the

three different conditions in which the rich key delivered
90% ofthe reinforcers on transition days. The results are
averaged across the 5 subjects and six replications ofeach
condition, so every panel in Figure I is an average of 30
sessions. This figure shows the percentage of responses
on the rich key in 3-min blocks, for the last baseline ses
sion, all transition sessions, and the first three recovery
sessions. The reinforcement percentage for the rich key
is labeled for every transition session; the percentage for
all unlabeled panels was 50%. Figure 2 uses the same
format to present the results from conditions with a rich
key reinforcement percentage of 70% on transition days.

The first panel in every row of Figures 1 and 2 rep
resents the last baseline session of each condition. In all
cases, the percentage of responses on the rich key was
approximately 50%. In the one or more transition sessions
that followed, responding on the rich key increased,
eventually reaching a level ofabout 75% in Figure 1 and
slightly over 60% in Figure 2. Response percentages in the
transition sessions never reached the point of matching,
since the corresponding reinforcement percentages were
90% and 70%. In the conditions with more than one tran
sition session (the two bottom rows in each figure),

spontaneous recovery was exhibited on Transition Days 2
and 3. That is, at the beginning ofthese sessions, response
percentages were lower than at the end of the previous
session.

To assess the reliability of this evidence for spontane
ous recovery, the following analysis was done. For each
subject and each of the six cases where spontaneous re
covery might be seen (i.e., the six panels labeled "day 2"
or "day 3" in Figures I and 2), the mean rich-key response
percentage from the first 3-min block was compared with
the mean response percentage from the last 3-min block
of the preceding session. A repeated measures analysis
of variance (ANaVA) found that the response percent
ages were significantly lower in the first 3-min blocks of
the succeeding sessions [F(I,4) = 35.55,p < .01].

By the end ofthe last transition session, response per
centages were similar for conditions with the same rein
forcement percentage, regardless ofwhether this was the
first, second, or third transition session. For the 90% re
inforcement conditions, the response percentages in the
last 3-min blocks of the last transition session were 74%,
76%, and 77%, for the conditions with one, two, and three
transition sessions, respectively. The corresponding re
sponse percentages for the three conditions with 70% re
inforcement were 63%, 63%, and 59%, respectively. A
repeated measures ANaVA was conducted using the re
sponse percentages from these final3-min blocks of the
last transition session. The ANaVA found a significant
effect of transition reinforcement percentage [F(l,4) =
96.62, p < .00 I] but no significant effect of the number
oftransition sessions [F(2,8) = 0.53]. The interaction of
these two factors was not significant [F(2,8) = 3.10].
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Figure 2. The three rows show the results from the three different conditions of Experiment 1 in which the rich key delivered
70% of the reinforcers on transition days. Rich-key response percentages, averaged across subjects and replications, are shown
in 3-min blocks for the last baseline session, all transition sessions, and the nrst three recovery sessions. The reinforcement per
centage for the rich key is labeled for every transition session; the percentage for all unlabeled panels was 50%.
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Although response percentages at the end of the final
transition sessions were similar for all conditions with the
same reinforcement percentage, behavior in the subsequent
recovery sessions was not. In general, the results from the
recovery sessions (the last three panels in each row of Fig
ures 1and 2) were consistent with the prediction that choice
behavior would depend on both the number of transition
sessions and the reinforcement percentage during those
transition sessions. At the beginning of the first recovery
session of a condition, rich-key response percentages were
higher after 90% transition sessions than after 70% ses
sions, and they were also usually higher when the condition
included more transition sessions. A repeated measures
ANOVA was conducted using the response percentages
from the first 3-min blocks of the first recovery session of
each condition. The ANOVA found a significant effect of
transition reinforcement percentage [F(1,4) = 8.63, p <
.05] and a significant effect of the number oftransition ses
sions [F(2,8) = 9.l8,p < .01]. The interaction of these two
factors was also significant [F(2,8) = 1O.52,p< .01].

If spontaneous recovery was present in the second and
third recovery sessions (last two columns in Figures 1
and 2), it would appear as a higher rich-key response per
centage at the start ofa session than at the end of the pre
ceding session. As expected, the amount ofspontaneous
recovery depended on the number of transition sessions
and on the reinforcement percentages used in those tran
sition sessions. For the conditions with 2 or 3 days of90%
reinforcement (bottom two rows of Figure 1), there was
evidence for spontaneous recovery on both the 2nd and
3rd recovery days. For the condition with only I day of
90% reinforcement, there was evidence for spontaneous
recovery on the 2nd recovery day but not on the 3rd. For
the conditions with 70% reinforcement, Figure 2 shows
less spontaneous recovery. The condition with 3 days of
70% reinforcement (bottom row) showed some sponta
neous recovery on both the 2nd and 3rd recovery days,
but there was little or no sign ofspontaneous recovery in
the conditions with 1 or 2 days of 70% reinforcement.

The overall reliability of this spontaneous recovery
was assessed with the same type of analysis used for the
spontaneous recovery in the transition sessions. In this
analysis, rich-key response percentages in the first 3-min
block ofthe second recovery session were compared with
those in the last 3-min block of the first recovery session.
An ANOVA found significantly higher response per
centages at the start of the second session than at the end
of the first session [F(1,4) = 44.21,p < .01]. A similar
analysis found higher rich-key response percentages at
the start ofthe third recovery session than at the end ofthe
previous session [F(1,4) = 16.73,p < .05]. In summary,
the evidence for spontaneous recovery toward a more ex
treme response percentage was statistically significant in
both the second and third recovery sessions, although it
was not observed in every case shown in Figures 1 and 2.

Discussion
The results of Experiment 1 clearly demonstrate that

choice behavior at the start of a new session cannot be

predicted solely on the basis of the subject's behavior at
the end of the previous session. When the reinforcement
percentages had recently changed, choice behavior at the
start ofa new session exhibited spontaneous recovery
a shift toward the behavior of previous sessions, when a
different reinforcement percentage was in effect. This
spontaneous recovery was seen both as a shift toward in
difference (during the transition sessions) and as a shift
toward a more extreme preference for the previously rich
key (during the recovery sessions).

During the recovery sessions, the degree of prefer
ence for the previously rich key depended on the number
of transition sessions and on whether the rich-key rein
forcement percentage had been 70% or 90%. The top row
of Figure 2 shows that when there was only one transi
tion session with a reinforcement percentage of70%, this
experience had little lasting effect on choice behavior,
even in the first recovery session. At the other extreme, in
the condition with three transition sessions and a rein
forcement percentage of 90% (bottom row of Figure 1),
rich-key response percentages were high at the beginning
of all three recovery sessions that followed. In the con
ditions between these two extremes, recovery sessions
showed intermediate levels ofpreference for the rich key
and intermediate amounts of spontaneous recovery.

All of these results are consistent with the hypothesis
that choice behavior at the start ofa new session is based
on a weighted average of the events of the past several
sessions. The following analysis shows that the results
can be well approximated with computer simulations
using Equations 1-3 and a rule that states that the values
of Vi and ~ at the start ofa session are weighted averages
of their values from previous sessions.

The computer simulations were similar to those used
by Mazur (1992, 1995) for previous experiments. The
parameters rand n in Equations 1 and 2 were both set at
.002. A constant response rate of one response per sec
ond was used, which roughly approximated the average
response rate in the experiment. The COD was simu
lated by not reinforcing either of the first two responses
on one key after a changeover from the other key. The
computer program conducted a series of simulations,
each consisting of the appropriate number of baseline,
transition, and recovery sessions. Simulated responses
were chosen on a probabilistic basis according to Equa
tion 3, using the current values of Vi and ~. Because re
sponses and reinforcers were chosen probabilistically,
individual simulations showed considerable variability.
To reduce the variability and determine the average re
sults predicted by the model, 100 simulations were con
ducted for each of the six conditions of Experiment 1.

To account for the effects ofprevious sessions, the val
ues of Vi and ~ at the start of each session were set at
weighted averages of the final values from the previous
five sessions. Many different methods for selecting these
weights could be tried; however, for the present experi
ment, the weights were based on the model of 1. A. De
venport and L. D. Devenport (1993; L. D. Devenport &
1. A. Devenport, 1994). This model proposes that the
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SIMULATION
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Figure 3. The results of computer simulations based on Equations 1-4 for the conditions in Experiment 1 in which the rich
key delivered 90% ofthe reinforcers. The simulations are presented in the same form as the actual results shown in Figure 1.

EXPERIMENT 2

Although these simulations were able to account for
the main trends in the data, they should not be viewed as
strong evidence for the particular model described by
Equations 1-3, nor for the particular weights derived
from Equation 4. Similar patterns of spontaneous recov
ery were obtained with simulations using fairly different
sets of weights. For example, when the weights given to
previous sessions decreased linearly, and even when
equal weights were asssigned to the previous five ses
sions, the resultant simulations showed patterns similar
to those in Figure 4, though the magnitude of the spon
taneous recovery differed slightly (cf. Mazur, 1995). The
purpose of these computer simulations was merely to
demonstrate that the patterns of acquisition, reversal,
and spontaneous recovery observed in this experiment
are consistent with the general hypothesis that the events
of previous sessions have independent effects on choice
behavior. As discussed in more detail elsewhere (L. D.
Devenport & 1.A. Devenport, 1994; Mazur, 1995), mod
els that do not assign separate and independent weights
to the events ofprevious sessions cannot account for this
type of spontaneous recovery. The common practice in
models ofacquisition of simply updating a single aggre
gate measure for the strength of each response alterna
tive (such as single values of ~ and Vz in Equations 1-3
in their simplest forms) cannot explain the discontinu
ities that are observed from the end of one session to the
beginning of the next.

Equation 4, which L. D. Devenport and 1. A. Deven
port (1994) called a temporal weighting rule, suggests

(4)w =x

weight for each past experience should be inversely re
lated to its recency, as follows:

11 tx
n

LlItk
k=!

ffx is the weight assigned to a particular experience, tx is
the time since that experience took place, and n is the
number ofexperiences being given a weight. The numer
ator of this expression is simply the inverse of tx' and the
denominator is included so that the sum of all n weights
equals 1. This model contains no free parameters, but it
was able to predict the results of several studies on patch
selection with dogs, chipmunks, and ground squirrels.

For these simulations, only the past five sessions were
given a weight, and Equation 4 yields weights for these
five sessions of .438, .219, .146, .110, and .088. These
weights were multiplied by the values of ~ and Vz to ob
tain the values for the start of each new session.

Figures 3 and 4 present the results from these com
puter simulations in the same form as Figures 1 and 2.
The simulations captured the main features of the actual
data. The simulations showed both types of spontaneous
recovery-toward indifference in the 2nd and 3rd transi
tion days, and toward a higher response percentage in the
2nd and 3rd recovery days. In the first recovery sessions,
preference for the previously rich key was greater after
90% reinforcement than after 70% reinforcement, and it
was greater with more transition sessions. Similarly, the
magnitude of the spontaneous recovery in Recovery
Days 2 and 3 were greater with the higher reinforcement
percentage and with more transition sessions.
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SIMULATION
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Figure 4. The results of computer simulations based on Equations 1-4 for the conditions in Experiment 1 in which the rich

key delivered 70% of the reinforcers. The simulations are presented in the same form as the actual results shown in Figure 2.

that the influence of a past experience on current choice
behavior decreases with the passage of time, regardless
of what events fill the intervening time. If this rule is
correct, it should be possible to alter the amount of spon
taneous recovery observed in a choice situation by insert
ing I or more rest days between sessions. In some condi
tions ofExperiment 2, subjects received several sessions
with both keys delivering 50% ofthe reinforcers, followed
immediately by several sessions with one key delivering
either 70% or 90% of the reinforcers. In other condi
tions, subjects received a 3-day rest between the 50%
phase and the 70% (or 90%) phase. If the influence of
past sessions decreases simply with the passage of time,
there should be less spontaneous recovery after the 3-day
rest, because the 50% sessions will be farther in time
from the 70% (or 90%) sessions.

Method
Subjects and Apparatus. The subjects were the same as those

in Experiment I, and the same experimental chamber was used.
Procedure. The procedure followed for the daily 30-min ses

sions was identical to that of Experiment I, with a single VI 30-sec
timer assigning reinforcers to the two response keys. The experi
ment included 16 conditions with usable data, plus a few condi
tions in which equipment failures or experimenter errors made the
data unusable. Conditions with unusable data were later repeated
to obtain an equal number of replications with the appropriate pa
rameters for all subjects. Every condition began with a baseline
phase and ended with a transition phase. Each baseline phase con
sisted offour, five, or six sessions with each key delivering approxi
mately 50% of the reinforcers. Each transition phase consisted of
three sessions. In the transition sessions, the rich-key reinforce
ment percentage was 70% for eight conditions and 90% for the
other eight conditions.

Four ofthe conditions with each reinforcement percentage were
rest conditions: The subjects received 3 rest days between the end
of the baseline phase and the beginning ofthe transition phase. On
rest days, the subjects were not placed in the experimental cham
ber, but they were given enough food in their home cages to main
tain their body weights. The other four conditions with each rein
forcement percentage were no-rest conditions: There were no rest
days between the baseline phase and the transition phase. However,
so that rest days could not serve as discriminative stimuli signal
ing the transition from 50% to some other reinforcement percent
age, rest days were also included at other times during the course
ofthe experiment. Most of the no-rest conditions had 1,2, or 3 rest
days inserted somewhere in the middle of the baseline phase. For
example, the sequence for one no-rest condition was 2 baseline
sessions, 3 rest days, 4 more baseline sessions, and 3 transition ses
sions. The placement of rest days was restricted, however, so that
at least 2 consecutive baseline sessions immediately preceded the
transition phase in all no-rest conditions. In addition, a single rest
day sometimes separated the end ofone condition from the begin
ning of the next. Because of the presence of these additional rest
days, it was not possible to predict when rest days would occur or
what reinforcement percentage would follow them.

Results
Figure 5 shows the results from the conditions with

90% rich-key reinforcement (top row) and 70% rich-key
reinforcement (bottom row). The results are averaged
across the 5 subjects and the four replications of each
condition, so every panel is an average of 20 sessions.
Figure 5 shows the percentage of responses on the rich
key in 3-min blocks, for the last baseline session and the
first two transition sessions of each condition. The re
sults are shown for conditions with a 3-day rest after the
last baseline session (dashed lines) and for conditions
with no rest days (solid lines). The first panel in each row
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Figure 5. Rich-key response percentages are shown in 3-min blocks
for the last baseline session and the fIrSt two transition sessions of
each condition of Experiment 2, averaged across subjects and repli
cations. The results are shown for conditions with a 3-day rest after
the last baseline session (dashed lines) and for conditions with no rest
days (solid lines).

shows that, in the last baseline session, the rich-key re
sponse percentages were close to 50% in all conditions,
although they were slightly higher in the conditions with
the 3-day rest. The second panels show the development
of preference for the rich key on the Ist transition day.
With 70% reinforcement, the increases in preference
were similar with and without the 3-day rest. With 90%
reinforcement, rich-key responses appeared to increase
more rapidly in conditions with the 3-day rest. However,
an ANOVA using response percentages from the entire
duration of the I st transition day ofeach condition found
no significant effect of the 3-day rest [F(l,4) = 1.50].
There was a significant effect of reinforcement percent
age [F(l,4) = 23.86, P < .01], and no significant inter
action [F(l,4) = 0.80].

If the rest days had an effect on the amount of sponta
neous recovery, this effect should be largest at the start
of the 2nd transition day, which is the first place that
spontaneous recovery should appear. The third panel in
each row shows that, for both the 90% and the 70% rein
forcement conditions, there was slightly less sponta
neous recovery at the beginning ofthese sessions in con
ditions with the 3-day rest. An ANOVA based on the
first 3-min block of each of these sessions found a sig
nificant effect ofthe 3-day rest [F(l,4) = 1O.87,p < .05].
The effect of reinforcement percentage was also signif
icant [F(l,4) = 42.07,p < .01], and there was no signif
icant interaction [F(I,4) = 0.45].

Although there was a significant difference between
the conditions with and without the 3-day rest in the pre
dicted direction, the effect was small. It could be argued
that this difference was simply a continuation of the
slight difference between the rest and no-rest conditions
seen in the baseline sessions. However, several lines of
evidence suggest that this was not the case. First, the differ
ences between rest and no-rest conditions were not sta
tistically significant in the last baseline session [F(l,4) =

50%
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7.48], in the last 3 min ofthis session [F(I,4) = 0.71], or
in the first transition session [F(l,4) = 1.50], but they
were statistically significant at the start of the second
transition session, precisely at the time when the model
predicts a difference should appear. Second, the magni
tude of the difference between the rest and no-rest con
ditions was also largest at this time. The difference be
tween rest and no-rest response percentages averaged
3.7% in the last baseline session (1.6% in the last 3 min)
and 2.4% in the first transition session, but this differ
ence increased to 6.9% in the first 3 min of the second
transition session. A planned comparison found a sig
nificantly greater difference between the rest and no-rest
conditions in the first 3-min block of the second transi
tion session than in the last block ofthe last baseline ses
sion and in the first and last blocks of the first transition
session [F(l,4) = 8.70,p < .05]. Third, in the 70% con
ditions, response percentages in the rest and no-rest con
ditions were virtually indistinguishable throughout the
first transition session (lower middle panel of Figure 5),
yet a difference emerged at the start of the second tran
sition session, as predicted (lower right panel). Thus,
although the difference between rest and no-rest condi
tions was small, it was probably not simply a continua
tion of the slight differences observed in the baseline
sessions.

There was also some indication that the difference be
tween rest and no-rest conditions was larger at the start
of the experiment and became smaller at the end of the
experiment. Figure 6 shows the results from the first half
of the experiment (the first eight conditions), presented
in the same form as those in Figure 5. Overall, the results
are similar to those from the entire experiment, except
that the differences between rest and no-rest conditions
were larger on the 2nd transition day (third panel in each
row). These results are less reliable because they are based
on fewer conditions, but they suggest that the 3-day rest
may have had less effect as the experiment progressed.

Discussion
The results ofExperiment 2 support the theory of1.A.

Devenport and L. D. Devenport (1993) that the passage
of time affects the weighting ofpast events in their effect
on current choice behavior. For this experiment, the the
ory predicts that, with the 3-day rest, there should be less
spontaneous recovery at the start of the 2nd transition
day. This is because, with the 3-day rest, the most recent
session with 50% reinforcement occurred 5 days earlier,
whereas, without the 3-day rest, the most recent 50%
session occurred only 2 days earlier. In this experiment,
the effects of the 3-day rest were not large, but the only
significant differences between rest and no-rest condi
tions occurred just where the theory predicted the largest
differences-at the start ofthe second transition session.
The small size of the differences between rest and no
rest conditions is not inconsistent with the predictions of
Equations 1-4. Computer simulations for the conditions
of this experiment (using the same parameter values as
for Experiment I) produced differences between rest and
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Figure 6. For the flrst eight conditions of Experiment 2, rich-key
response percentages are shown in 3-min blocks for the last baseline
session and the ffrst two transition sessions, averaged across subjects
and replications. The results are shown for conditions with a :HIay
rest after the last baseline session (dashed lines) and for conditions
with no rest days (solid lines).

would be evidence against the theory of1.A. Devenport
and L. D. Devenport (Equation 4), which predicts an un
changing, parameter-free inverse relation between time
and the weight assigned to any past event.

These two experiments, plus others that demonstrate
spontaneous recovery in choice behavior (Mark & Gal
listel, 1993; Mazur, 1995), provide some clues about
how past experiences are stored in an animal's memory,
and how these experiences combine to affect present be
havior. One of the simplest possible ways to represent
past experiences in a choice situation would be to assign
a single number to each alternative that represents the
strength or value of that alternative (such as Vi and ~ in
Equations 1-3) and then continually update that number
as new choices are made. This strategy is incorporated,
either explicitly or implicitly, in the many mathematical
models that use exponentially weighted moving averages
(e.g., Bush & Mosteller, 1955; Couvillon & Bitterman,
1985; Killeen, 1982; Staddon, 1988). This method of
updating preferences over time is mathematically conve
nient, but, unfortunately, it cannot account for sponta
neous recovery or other effects of the passage of time
(e.g., 1. A. Devenport & L. D. Devenport, 1993; L. D.
Devenport & 1.A. Devenport, 1994). Ifall ofan animal's
experiences with each choice alternative are reduced to
a single number, there is no easy way to explain why
choice responses often change dramatically from the end
of one session to the beginning of the next. Even if we
assumed that this number can change during the time be
tween sessions, it would be difficult to explain why pref
erence for the favored alternative sometimes becomes
more extreme and sometimes less extreme from the end
ofone session to the beginning ofthe next. It would also
be difficult to explain why such between-session
changes are large when the reinforcement contingencies
have changed recently but small when there has been no
recent change.

In contrast, it is fairly easy to account for these be
tween-session changes if we assume that an animal
stores a separate representation for each choice alterna
tive in every session and that the representations of the
past several sessions are averaged at the start of each new
session. As the computer simulations presented here have
shown, this approach can predict both the direction and
the relative size ofthe spontaneous recovery. If two alter
natives have been equal for several sessions and then one
suddenly becomes richer, spontaneous recovery in the
direction of indifference will be observed (as in the tran
sition sessions of Experiment 1). If one alternative has
been richer for several sessions and then suddenly the
two alternatives become equal, spontaneous recovery in
the direction of increased preference will be observed (as
in the recovery sessions of Experiment 1). Furthermore,
Experiment 1 showed that the residual effects of a
change in the reinforcement probabilities depend on
both the magnitude of this change (i.e., whether the rich

GENERAL DISCUSSION
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no-rest conditions that were somewhat smaller than
those shown in Figure 5. Therefore, as in Experiment 1,
the results offer qualitative support for the type ofmodel
proposed by 1. A. Devenport and L. D. Devenport, but
they cannot provide a meaningful test of the specific
weights derived from Equation 4.

At first glance, the results of this study may appear to
conflict with those ofmore traditional examples of spon
taneous recovery, in which a single response is first re
inforced and then extinguished. For example, in the clas
sic experiment ofEllson (1938), a rest period was inserted
after the first extinction session, and more spontaneous
recovery was observed as the duration of the rest period
was increased. In contrast, slightly less spontaneous re
covery was observed after a longer rest period in the pre
sent experiment. However, there is actually no conflict be
tween the results of these two studies, because, in the
present experiment, the rest period was inserted before
the first transition session, not after it. To conduct a study
more similar to Ellson's, the rest period would need to be
inserted after the first transition session (which is the
counterpart to the first extinction session in Elison's ex
periment). For this case, the model of1.A. Devenport and
L. D. Devenport (1993) does predict more spontaneous
recovery as the duration of the rest period increases, be
cause the impact of the first transition session should de
crease as this session is pushed farther back in time. To
my knowledge, no such study has been conducted in a
choice situation.

The indication that the difference between rest and
no-rest conditions was larger in the first half of the ex
periment suggests that the passage oftime may have less
effect once subjects become accustomed to multiple rest
days. (Sessions were usually conducted 6 days a week in
Experiment 1, so it was only in Experiment 2 that the
subjects were exposed repeatedly to 3-day rest periods.)
If further research shows that this is a reliable effect, it
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key delivered 70% or 90% of the reinforcers) and the
number of sessions that this change was in effect. All of
these findings are readily explained by assuming that
choice behavior at the start ofa new session reflects some
type ofaverage of the events of the past several sessions.

Although an averaging of past experiences can ex
plain spontaneous recovery in choice behavior and re
lated effects, the results obtained so far do not tell us
much about the quantitative properties of this averaging
process. The results do show that the events of the cur
rent session are given much more weight than events that
occurred 24 h earlier (otherwise, there would not be such
a rapid change in preference at the beginning of the 1st
transition day). The results ofExperiment 2 suggest that
the influence ofpast events may diminish over time, even
when the subject receives no further experience with the
choice alternatives during this time. The results of both
experiments are consistent, at a qualitative level, with the
theory of1.A. Devenport and L. D. Devenport (1993) that
the weighting of past events diminishes according to an
inverse function as time passes (Equation 4). However,
the results do not discriminate between this equation and
other possible weighted averages, and more subtle ex
perimental manipulations will be needed to determine
the quantitative properties of this weighting function.

Whereas the results suggest that an animal's memory
contains separate representations of the response alter
natives for each previous session, they do not rule out the
possibility that more than one representation for each al
ternative may be stored in a single session. Some theo
ries (e.g., Gibbon, Church, Fairhurst, & Kacelnik, 1988;
Heinemann, 1983) maintain that the animal stores a
record ofeach trial or each reinforcer and that individual
records can be retrieved at a later time. Ifwe assume that
the number or strengths of these individual records de
crease over time, this type of theory can also account for
spontaneous recovery in choice behavior. Thus, the evi
dence for spontaneous recovery does not set an upper
limit on how many representations may be stored for
each choice alternative, but it suggests that the number
is greater than one, and probably at least one per session.
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