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                    Abstract
There is a long-standing view in epistemology that perception is a way of knowing (WOK). There is a less long-standing but increasingly popular view that knowledge attributions have a relativist semantics (RKA). I discuss three things here. First, I show that it is a consequence of the logic of RKA that WOK and RKA are incompatible. Second, I argue that, even if WOK is incompatible with the main rivals to RKA, this is not a consequence of the logics of these views. RKA comes with a hitherto unobserved philosophical consequence that its main rivals do not come with. Third, I consider some responses to the effect that it does not matter that RKA comes with this consequence, and argue that they are all unsatisfactory as they stand. I conclude that, at the very least, the onus is placed on relativists to engage with more epistemology than they currently do to show that we do not need to worry about the incompatibility of WOK and RKA. I conclude with some suggestions about the broader relevance and implications of this paper.
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	I use ‘knowledge attributions’ to refer to both knowledge attributions proper and knowledge denials.


	I am grateful to an anonymous reviewer for pressing me to spell out this aspect of the dialectic.


	For a given circumstance of evaluation, read down from the worlds columns (‘\(\hbox {w}_{\mathrm{c1}}\)’, ‘\(\hbox {w}_{\mathrm{c2}}\)’) and across from the epistemic standards rows (‘\(\hbox {e}_{\mathrm{a1}}\)’, ‘\(\hbox {e}_{\mathrm{a2}}\)’); the circumstances at which \(\hbox {ALICE}_{1}\) and \(\hbox {ALICE}_{2 }\)are true are marked with ‘\(\hbox {ALICE}_{1}\)’ and ‘\(\hbox {ALICE}_{2}\)’ respectively.


	I am grateful to an anonymous reviewer for pointing out that there could be an epistemic standard that is so high that if one knows that p relative to that epistemic standard, then one knows that p relative to any epistemic standard, i.e. one could be in the strongest possible epistemic position with respect to p. For instance, Alice could be in the strongest possible epistemic position with respect to the proposition that Humpty Dumpty had a fall. Here it would not be the case that there must be a circumstance of evaluation at which \(\hbox {ALICE}_{1}\) is true but \(\hbox {ALICE}_{2}\) is false. Taking our toy model from the main text for demonstration, \(\hbox {ALICE}_{2}\) could be true at both \(<\hbox {w}_{\mathrm{c1}},\hbox {e}_{\mathrm{a1}}>\) and \(<\hbox {w}_{\mathrm{c1}},\hbox {e}_{\mathrm{a2}}>\), since Alice’s epistemic position could meet both standards \(\hbox {e}_{\mathrm{a1}}\) and \(\hbox {e}_{\mathrm{a2}}\). However,recall that what is at stake here is the compatibility of WOK and RKA, so in order to make this response work for RKA one has to suppose that for any pair of propositions expressed by a perception sentence and a knowledge attribution, like the propositions \(\hbox {ALICE}_{1}\) and \(\hbox {ALICE}_{2}\), the subject of these sentences is in the strongest possible epistemic position with respect to the object of these sentences. In other words, one has to commit to what we can call perception infallibilism (PI): for any subject x and any proposition p, that x perceives that p puts x in the strongest possible epistemic position with respect to p. PI is controversial and obviously not part of WOK or RKA. Of course, there may well be good reasons to believe that PI is true, but the onus would be on relativists to give these reasons. Moreover, we will see in Sect. 5 that the main rivals to RKA do not have the same issues with WOK, so it follows that they do not need to appeal to PI. Therefore, even if relativists could give good reasons for accepting PI, RKA would still come with some controversial philosophical consequences that its main rivals do not.


	We have defined WOK in terms of logical implication, but one might wonder if WOK could be defined in terms of an alternative notion and whether the present argument would still go through in that case. For example, WOK*: for any subject x and sentence \(\Phi \), \(\ulcorner \) x knows that \(\Phi \)\(\urcorner \) is a logical consequence of \(\ulcorner \) x perceives that \(\Phi \)\(\urcorner \), where logical consequence is defined as preservation of truth at a context of utterance and a context of assessment. Firstly, note that WOK* works with sentences rather than propositions. We might wonder whether this gets to the heart of the view that perceiving entails knowing. Specifically, we might want to say that, unlike WOK*, this view is about more than just a relation between perception sentences and knowledge attributions. Secondly, our argument still goes through with WOK*. Recall that circumstances of evaluation are defined as pairs of the world of the context of utterance and an epistemic standard set by a context of assessment. Suppose for sentences (1) and (2) the context of utterance is \(\hbox {c}_{1}\) and the context of assessment is \(\hbox {a}_{2}\). By analogy with our toy semantic model above (see Table 1), it is possible for sentence (1) to be true at \(\hbox {c}_{1}\) and \(\hbox {a}_{2}\) and for sentence (2) to be false at \(\hbox {c}_{1}\) and \(\hbox {a}_{2}\), in which case truth is not preserved at a context of utterance and a context of assessment and therefore (2) is not a logical consequence of (1). Thanks to an anonymous referee for pressing this point and for defining WOK*.


	We might think that there are facts about perception, for example low-level facts about a subject’s subpersonal perceptual processing, that determine the strength of a subject’s epistemic position, and these facts can be expressed by assessment-insensitive sentences (I am grateful to a reviewer for this suggestion and wording). However, notice that if we follow this suggestion through, then that one is in a certain perceptual process should logically imply that one perceives something. For instance, that Alice is in a certain perceptual process - call this proposition \(\hbox {ALICE}_{3}\) - should logically imply that Alice is in a certain perceptual process (call this proposition \(\hbox {`ALICE}_{3}\)’) should logically imply that Alice perceives something; should logically imply \(\hbox {ALICE}_{1}\). Now, just as \(\hbox {ALICE}_{1}\) is expressed by sentence (1), so presumably \(\hbox {ALICE}_{3}\) is expressed by (3): ‘Alice is in a certain perceptual process’. But if we hold that (3) is assessment-insensitive and (1) is assessment-sensitive, then we get the exact analogue of the problem discussed in Sect. 3, viz. \(\hbox {ALICE}_{3}\) does not logically imply \(\hbox {ALICE}_{1}\) after all. More generally, it follows that that one is in a certain perceptual process does not logically imply that one perceives something (cf. Sect. 7 and Tarasov 2014: pp. 177–178).


	I am grateful to a reviewer for querying whether we cannot be convinced the truth-values of these propositions might co-vary in the right way after all. They have in mind Dretske (1970: pp. 1015–1016) and Goldman (1976: pp. 772–73) style scenarios in which a subject x appears to perceive zebras or barns, but they turn out to be cleverly painted mules or barn facades. The suggestion is that in such cases we would say that x only appears to perceive zebras or barns, but does not really, just as we would say that x only appears to know there are zebras or barns in front of x, but does not really. This seems to show that we are willing to retract an utterance of a perception sentence just when we are willing to retract an utterance of a knowledge attribution, which in turn might show that the truth-values of the propositions expressed by these sentences co-vary in the right way, and in particular that the truth-values of the propositions expressed by knowledge attributions and perception sentences are both sensitive to changes in epistemic standards. In fact, I think these examples work in our favour. Firstly, they lend indirect support to WOK; we would not bother retracting an utterance of a knowledge attribution that was based on an utterance of a perception sentence if we did not think that perception was sufficient for knowledge in the first place. Secondly, the examples only work if we assume that the only basis for the claim that x knows that there are zebras or barns is that x perceives that there are. But often the basis for knowing something is non-perceptual, e.g. deductive or testimonial, or a combination of perceptual and non-perceptual. Thus, we can argue that whatever constitutes x’s epistemic position and, as a corollary, an epistemic standard, is richer than whatever might constitute a standard for perception (if there is such a thing). As a result, the truth-values of the propositions expressed by perception sentences and knowledge attributions are not both sensitive to an epistemic standard. Lastly, recall that these examples are cases where x appears to perceive, but does not perceive. Although they might be suggestive of what happens in cases where x actually perceives, they do not say anything directly about these cases.


	For a detailed comparison of the semantics of the views discussed here, see Tarasov (2014).


	I am very grateful to an anonymous referee for pressing me to spell out the wider implications of this paper, and especially for suggesting an argument along the lines of the second point below.


	I am grateful to a reviewer for reminding me that, if we follow Tim Williamson (2000: p. 34), then WOK can be understood as an instance of a more general schema, which we can call Ways of Factiving (WOF): for any subject x and any proposition p, that x \(\upvarphi \)s that p logically implies that x knows that p, where \(\upvarphi \) is any factive verb (e.g. ‘realise’, ‘recognise’ etc.). The reviewer suggests that if it is a consequence of my findings that RKA is incompatible not only with WOK, but also with WOF, then this immediately makes my findings less plausible. I disagree; if my findings generalise, as I suggest above they do, then we should expect consequences just like the incompatibility of WOF and RKA, and these consequences should be seen as an additional issue for RKA.
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Appendices
Appendix I: Some simplifications and assumptions used throughout this paper
The framework that we have worked with throughout this paper simplifies MacFarlane’s view in several respects. In order to pre-empt any claims that we have worked with an inaccurate characterisation of relativism, below I explain which simplifications were made and why. I also note that the argument should generalise beyond MacFarlane’s brand of relativism to other relativist frameworks.
Firstly, throughout this paper we have appealed to the notion of propositions. Relativists accept the standard assumptions about propositions. For example, John MacFarlane accepts that ‘sentences are true or false because they express propositions that are true or false’ and that ‘[propositions] are the contents of assertions and beliefs, and the things we call “true” or “false” in ordinary discourse’ (MacFarlane 2014: p. 71). However, relativists are also careful to distance themselves from any commitments to the nature of propositions that are not essential to their theory (see e.g. MacFarlane 2014: p. 72). We can follow suit; although we have worked with propositions, nothing we say should be taken to commit us to claims about their nature.
Secondly, I sketched the relativist framework in Sect. 2 on the basis of David Kaplan (1989) well-known semantic framework for the analysis of indexical expressions and MacFarlane’s (2014: Ch. 4) modifications to this framework. Kaplan’s framework makes use of four key notions: (i) contexts, understood to represent possible occasions of utterance of a sentence and defined as sequences of at least individuals, times, locations and possible worlds (Kaplan 1989: p. 543); (ii) characters, defined as functions from contexts to propositions (Kaplan 1989: pp. 505–506); (iii) propositions (contents in Kaplan’s terminology), defined as functions from circumstances of evaluation to truth-values (Kaplan 1989: pp. 500–501); and (iv) circumstances of evaluation, defined as sequences of the worlds and times parameters of the contexts and a parameter for assignments of values to variables, where each parameter can vary independently of another (Kaplan 1989: pp. 502–504).
We need to note three things in relation to this framework. Firstly, MacFarlane (2014: Ch. 3) defines several key notions—most relevantly for our purposes, the notion of logical implication—using David Lewis (1980) rather than Kaplan’s framework. Lewis’ framework works only with sentences and open formulas, not propositions. However, we have already seen that MacFarlane accepts that sentences have truth-values because they express propositions and propositions have truth-values. Moreover, his discussion of propositions indicates that what he has to say about sentences extends mutatis mutandis to propositions (see MacFarlane 2014: Ch. 4, especially pp. 90–92). In light of this, in Sect. 3 I extended the relevant claims MacFarlane makes about sentences—in particular, his definition of logical implication—to propositions. Secondly, MacFarlane (2014: pp. 58–60) distinguishes semantics proper from what he calls post-semantics. Roughly put, semantics proper deals with the compositional aspect of semantics, i.e. the contribution the meanings of sentential constituents make to the meanings of the sentences in which they occur. Post-semantics deals with the aspect of semantics which, as MacFarlane (2014: p. 57) puts it, has ‘direct pragmatic relevance’, i.e. the aspect which tells us whether a sentence is true or false as used on a particular occasion. The distinction affects the way one should define truth for sentences and propositions (see e.g. MacFarlane 2014: pp. 67, 91), but it is not important for our purposes. In light of this, I sketched the relativist framework in Sect. 2 in a way that is consistent with the distinction, but that ignores it. Thirdly, we have already noted that Kaplan treats contexts as sequences of at least individuals, times, locations and possible worlds, and circumstances of evaluation as sequences of the worlds and times parameters of the contexts and a parameter for assignments of values to variables. We did not need such a rich picture of contexts and circumstances for our purposes; in particular, I did not countenance individuals, times, locations or assignments in my sketch of the relativist framework in Sect. 2.
Next, note that there is a distinction between what Max Kölbel (2008: pp. 18–20) calls moderate and radical relativism, or what MacFarlane (2014: p. 88) calls non-indexical contextualism and relativism. The difference is roughly this: whereas moderate relativists add unorthodox parameters (i.e. parameters besides possible worlds and times) to circumstances of evaluation and say that the values of these parameters are determined by contexts of utterance, radical relativists say that the values of both orthodox and unorthodox parameters of circumstances of evaluation may be determined by so-called contexts of assessment. Radical relativism is the most popular relativist account of the semantics of knowledge attributions (MacFarlane 2005, 2014: Ch. 8), so it is the view I have worked with throughout this paper. However, as we saw in Sects. 3 and 4, my claim that WOK an RKA are incompatible depends mainly on the idea that the proposition expressed by a knowledge attribution and the propositions expressed by some other sentences change truth-values with respect to different parameters of the circumstances of evaluation, where the values of these parameters vary independently of each other. This idea is common to both moderate and radical relativists, so what I had to say about radical relativism about knowledge attributions should also apply to moderate relativism about knowledge attributions.
Finally, MacFarlane (e.g. 2014: pp. 49–52) points out that the key aspect of radical relativism is not the addition of unorthodox parameters to circumstances of evaluation, but the idea that the values of the parameters of circumstances of evaluation may be determined by contexts of assessment. However, we just noted that radical relativists think that the proposition expressed by a knowledge attribution changes truth-values with respect to an unorthodox parameter of circumstances of evaluation the value of which is determined by contexts of assessment, so, given that we are focusing on knowledge attributions here, it does not matter if we ignore the thought that the values of orthodox parameters of circumstances of evaluation may be determined by contexts of assessment.
Appendix II: Demonstration of a point in Sect. 4
                        
In Sect. 4 we argued that there are good reasons to expect the truth-values of the propositions expressed by a knowledge attribution and a perception sentence to vary with respect to different parameters determined by contexts of assessment, where the values of these parameters vary independently of each other. On this basis, we inferred that we should expect the truth-values of these propositions not to co-vary in the right way, and therefore for non-local relativism to be incompatible with WOK. Here I demonstrate that this inference is sound.
Make all the assumptions we made in Sect. 3, except now suppose that both sentences (1) and (2) are assessment-sensitive, the truth-value of \(\hbox {ALICE}_{1}\) varies with what we will call visual standards \(\hbox {v}_{\mathrm{a}}\) determined by contexts of assessment, but not epistemic standards, and the truth-value of \(\hbox {ALICE}_{2}\) varies with epistemic standards \(\hbox {e}_{\mathrm{a}}\) determined by contexts of assessment, but not visual standards. (This is consistent with the argument in Sect. 4 that the truth-values of \(\hbox {ALICE}_{1}\) and \(\hbox {ALICE}_{2}\) vary with respect to different parameters of circumstances of evaluation; there we also briefly touched on the notion of visual standards). Our semantic framework in Sect. 2 can be straightforwardly extended to accommodate this: circumstances of evaluation can be understood as triples of worlds of the context of utterance and visual and epistemic standards determined by contexts of assessment: \(< \hbox {w}_{\mathrm{c}}, \hbox {v}_{\mathrm{a}}, \hbox {e}_{\mathrm{a}},>\). However, for the sake of the argument, let us assume that if \(\hbox {ALICE}_{1}\) and \(\hbox {ALICE}_{2}\) are true, they are true at all possible worlds, and therefore drop worlds from our model. We know that it is the interaction between the values of \(\hbox {v}_{\mathrm{a}}\) and \(\hbox {e}_{\mathrm{a}}\) that needs to do the work in order for the argument in Sect. 4 to go through, and dropping worlds from our model will help to keep things as simple as possible.
Now imagine we are working in a toy semantic model that has four, and only four, circumstances of evaluation: \(< \hbox {v}_\mathrm{a1}, \hbox {e}_\mathrm{a1}>,< \hbox {v}_\mathrm{a1}, \hbox {e}_\mathrm{a2}>,< \hbox {v}_\mathrm{a2}, \hbox {e}_\mathrm{a1} >, < \hbox {v}_\mathrm{a2}, \hbox {e}_\mathrm{a2}>\). Assume \(\hbox {ALICE}_{1}\) is true at \(< \hbox {v}_\mathrm{a1}, \hbox {e}_\mathrm{a1}>\). Then \(\hbox {ALICE}_{1}\) is also true at \(< \hbox {v}_\mathrm{a1}, \hbox {e}_\mathrm{a2}>\) and false at \(< \hbox {v}_\mathrm{a2}, \hbox {e}_\mathrm{a1}>\) and \(< \hbox {v}_\mathrm{a2}, \hbox {e}_\mathrm{a2}>\). Assume that \(\hbox {ALICE}_{2}\) is likewise true at \(< \hbox {v}_\mathrm{a1}, \hbox {e}_\mathrm{a1}>\). Then \(\hbox {ALICE}_{2}\) is also true at \(< \hbox {v}_\mathrm{a2}, \hbox {e}_\mathrm{a1}>\) and false at \(< \hbox {v}_\mathrm{a1}, \hbox {e}_\mathrm{a2}>\) and \(< \hbox {v}_\mathrm{a2}, \hbox {e}_\mathrm{a2}>\). This is represented in Table 2.
Table 2 Circumstances of evaluation at which \(ALICE_{1}\) and \(ALICE_{2}\) are true and circumstances at which they are false in the non-local relativism exampleFull size table

There is a circumstance of evaluation, viz. \(< \hbox {v}_\mathrm{a1}, \hbox {e}_\mathrm{a2}>\), at which \(\hbox {ALICE}_{1}\) is true but \(\hbox {ALICE}_{2}\) is false, so \(\hbox {ALICE}_{1}\) does not logically imply \(\hbox {ALICE}_{2}\).
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