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                    Abstract
Many philosophers hold that the probability axioms constitute norms of rationality governing degrees of belief. This view, known as subjective Bayesianism, has been widely criticized for being too idealized. It is claimed that the norms on degrees of belief postulated by subjective Bayesianism cannot be followed by human agents, and hence have no normative force for beings like us. This problem is especially pressing since the standard framework of subjective Bayesianism only allows us to distinguish between two kinds of credence functions—coherent ones that obey the probability axioms perfectly, and incoherent ones that don’t. An attractive response to this problem is to extend the framework of subjective Bayesianism in such a way that we can measure differences between incoherent credence functions. This lets us explain how the Bayesian ideals can be approximated by humans. I argue that we should look for a measure that captures what I call the ‘overall degree of incoherence’ of a credence function. I then examine various incoherence measures that have been proposed in the literature, and evaluate whether they are suitable for measuring overall incoherence. The competitors are a qualitative measure that relies on finding coherent subsets of incoherent credence functions, a class of quantitative measures that measure incoherence in terms of normalized Dutch book loss, and a class of distance measures that determine the distance to the closest coherent credence function. I argue that one particular Dutch book measure and a corresponding distance measure are particularly well suited for capturing the overall degree of incoherence of a credence function.
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                    Notes
	In the examples I consider in this paper, I will mostly be concerned with unconditional credences. However, the measure I end up favoring can measure the incoherence of conditional as well as unconditional credences, so nothing here depends on focusing on unconditional credences for most of the paper. For a more detailed overview of the requirements on rational credences, see Weisberg (2011). For an excellent discussion of the status of the rules of probability as requirements of rationality, see Ch. 1–4 of Titelbaum (2013).


	The Brier score is a proper scoring rule that can be used to measure the accuracy, or epistemic utility, of an agent’s credence, or credence function, at a given world. It corresponds to the squared distance measure, and it is essentially a way of measuring how far away the agent’s credences are from the truth (or some other privileged credence function)—the larger the difference between an agent’s credence in some proposition p and the truth value of p at that world, the higher the inaccuracy, or epistemic disutility, of that credence. More formally: suppose \(c\) is a credence function defined over a set of propositions \(F\), and the function \(I\) indicates the truth values of the propositions in \(F\) at world \(w\) by mapping them onto {0,1}. Then the following function gives us the Brier score of \(c\) at \(w\):
$$\begin{aligned} Brier (c,w)=\sum _{A\in F} {(c(A)-Iw(A))^{2}} \end{aligned}$$


                  

	Thanks to an anonymous referee for pointing me to this result.


	Source: http://www.worldbank.org/depweb/beyond/global/chapter2.html, accessed on November 26, 2013.


	A set of propositions has the structure of a Boolean algebra just in case it contains every logically distinct proposition that can be expressed by combining the atomic propositions in the set with the standard logical connectives.


	Zynda is in fact aware of this kind of result of his measure, and he comments on it in a footnote of his paper.

                    
                      Consider, for example, a person whose degree of belief function \(f\) is thoroughly incoherent but is everywhere numerically close to a probability function. [...] Intuitively, there is a sense in which such a person’s state of opinion is very ‘close’ to being coherent, but it would come out very badly on my account, since very little of it is actually coherent. [...] This is a distinct sense of comparative coherence from the one offered above; in my view, both senses are interesting and worth developing in greater detail. (Zynda 1996, p. 215)

                    


                  Interestingly, Zynda acknowledges that his measure does not capture the very intuitive idea that the degree of incoherence of a credence function depends on numerical closeness to a probability function. Yet, he claims that there is a different graded notion of incoherence, which only depends on which parts of a credence function are actually coherent. I don’t think that this notion is what we are aiming for when we try to find a measure of probabilistic incoherence. If we want to know how much an agent diverges from being perfectly coherent, it seems natural and important to take numerical differences between agents’ credences into account. Zynda’s measure may still be of technical interest, but I think it fails to capture our most natural and interesting judgments about degrees of incoherence.


	For a good overview of the ongoing debate about Dutch book arguments, see (Hájek 2008).


	The name for this problem is due to Schervish, Seidenfeld, and Kadane.


	SSK use the opposite terminology, i.e. the bookie is the incoherent person and the agent sets up the Dutch book. However, I’ve found it to be more common that the person is setting up the Dutch book is called the bookie, so I am diverging from SSK’s terminology here.


	As SSK point out, there can also be intermediate normalizations that lie in between the ‘sum’ and the ‘max’ proposals. I won’t discuss them separately here, since the two extreme proposals are most interesting for our purposes.


	I choose an informal presentation of SSK’s measures here to make my discussion more reader-friendly. Readers who are interested in the formal details of SSK’s proposals are encouraged to consult the appendices, as well as their presentations of the material. SSK’s proposals can be applied to probability intervals as well; I am focusing on precise probabilities to simplify the discussion.


	The notation has been slightly altered from the original, which in no way affects the meaning.


	The paper by Osherson and Vardi (2006) contains a more sophisticated, theoretical discussion of using distance measures to measure incoherence. I’d like to thank an anonymous referee for making me aware of it.


	To see how SSK’s measures relate to metrics, the reader is also invited to consult Sect. 6 in (Schervish et al. 2002a).


	An interesting overview of the properties of different distance measures can be found in Cha (2007).


	Thanks to Branden Fitelson and Richard Pettigrew for raising this question.


	For the Brier score, this was shown by de Finetti (1974). For strictly proper scoring rules, the result is sketched by Savage (1971). More detailed discussions can be found in Joyce (1998, 2009), and Predd et al. (2009). See Schervish et al. (2009) for a demonstration that this result does not hold for proper scoring rules that are not continuous.


	Thanks to an anonymous reviewer for helping me clarify this section.


	Their incoherence measure is defined in terms of upper and lower previsions and it uses random variables instead of propositions. The version I present here is somewhat simplified, because I use indicator functions instead of random variables, and I take credences to determine both the buying and selling price of a bet. That means that the measure I discuss is strictly speaking a special case of their more general measure. My criticisms of the measure are independent of these simplifying assumptions.


	The function “sup” picks out the least upper bound of a set. In this context, it selects the highest value from the combined payoffs in all worlds in S. Thus, if the highest possible payoff is still negative, the agent can be Dutch-booked.


	The “min” function is used here to select the smallest number of the numbers in a set. It ensures that if no Dutch book can be made against an agent, the guaranteed loss she faces is 0. If a Dutch book can be made, the “min” function selects it, and the negative sign in front guarantees that we end up with a positive number that indicates the agent’s guaranteed loss.


	If we set \(\upalpha _{1}\), \(\upalpha _2 <0\), the combined payoff would be guaranteed to be positive.


	Recall that this is the relevant equation:
$$\begin{aligned} G(Y)=-\min \left\{ 0,\mathop {\sup }\limits _{s\in S} \sum _{i=1}^n {\alpha _i } (I_{A_i } (s)-P(A_i ))\right\} \end{aligned}$$


                    

	Here’s a proof of the result (thanks to Kenny Easwaran for pointing this out to me): We want to prove that if we combine two fractions by adding their respective numerators and denominators, the resulting fraction is going to lie in between the two original fractions. Suppose that \(\hbox {a}/\hbox {b}<\hbox {c}/\hbox {d}\), with a,b,c,d being positive. Then it is the case that \(\hbox {ad}<\hbox {bc}\).
First, we show that the sum of the fractions is greater than a/b:
$$\begin{aligned}&\hbox {a}/\hbox {b }=\left( {\hbox {ab}+\hbox {ad}} \right) /\hbox {b}\left( {\hbox {b}+\hbox {d}} \right) \\&\left( {\hbox {a}+\hbox {c}} \right) \!/\!\left( {\hbox {b}+\hbox {d}} \right) =\left( {\hbox {ab}+\hbox {cb}} \right) \!/\hbox {b}\left( {\hbox {b}+\hbox {d}} \right) \end{aligned}$$

If you compare the two terms on the right side of each equation, you notice that they are the same except for the right summand in the numerator. And since ad \(<\) bc, we can conclude that a/b \(<\) (a + c)/(b + d).
Then we show that the sum of the fractions is smaller than c/d:
$$\begin{aligned}&\hbox {c}/\hbox {d}=\left( {\hbox {cb}+\hbox {cd}} \right) /\hbox {d}\left( {\hbox {b}+\hbox {d}} \right) \\&\left( {\hbox {a}+\hbox {c}} \right) \!/\!\left( {\hbox {b}+\hbox {d}} \right) =\left( {\hbox {ad}+\hbox {cd}} \right) \!/\hbox {d}\left( {\hbox {b}+\hbox {d}} \right) \end{aligned}$$

If you compare the two terms on the right side of each equation, you notice that they are the same except for the left summand in the numerator. And since \(\hbox {ad}<\hbox {bc}\), we can conclude that \(\hbox {c}/\hbox {d }>\hbox { }\left( {\hbox {a}+\hbox {c}} \right) /\left( {\hbox {b}+\hbox {d}} \right) \).
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Appendix: SSK’s neutral/sum and neutral/max measures
Appendix: SSK’s neutral/sum and neutral/max measures
In a series of papers, SSK have developed a class of measures of degrees of incoherence based on Dutch books (2000, 2002a, 2002b). In this appendix, I focus on the neutral/sum measure, to give a more detailed formal exposition of my arguments in Sect. 6.2. To see how this Dutch book measure works, suppose there is an agent who has a credence function P that assigns credences to a set of propositions \(\{\hbox {A}_{1},\ldots , \hbox {A}_{\mathrm{n}}\}\).Footnote 19 We can represent a bet on or against one of these propositions according to the agent’s credences in the following way:
$$\begin{aligned} \hbox {Bet: }\upalpha \left( {\hbox {I}\left( {\hbox {A}_\mathrm{i} } \right) -\hbox {P}\left( {\hbox {A}_\mathrm{i} } \right) } \right) \end{aligned}$$

In this case, \(\hbox {I}(\hbox {A}_{\mathrm{i}})\) is the indicator function of \(\hbox {A}_{\mathrm{i}}\), which assigns a value of 1 if \(\hbox {A}_{\mathrm{i}}\) is true and a value of 0 if \(\hbox {A}_\mathrm{i}\) is false. \(\hbox {P}(\hbox {A}_\mathrm{i})\) is the credence the agent assigns to the proposition \(\hbox {A}_\mathrm{i}\). The coefficient \(\upalpha \) determines both the size of the bet, as well as whether the agent is betting on or against \(\hbox {A}_\mathrm{i}\). If \(\upalpha >0\), then the agent bets on the truth of \(\hbox {A}_\mathrm{i}\), whereas if \(\upalpha <0\), the agents bets against the truth of \(\hbox {A}_\mathrm{i}\).
In the following, it will be assumed that an agent who assigns a precise credence to a proposition thereby evaluates as fair the bet on and the bet against that proposition at the price that is fixed by her credence.
An agent is incoherent if there is a collection of gambles she evaluates as fair that together guarantee a loss. Formally, we can represent this as follows: Let \(\hbox {A}_1,\ldots ,\hbox {A}_\mathrm{n}\) be the propositions that some agent assigns credences to, let Cr be the agent’s credence function, which may or may not be probabilistically coherent, and let S be the set of possible world states. If there is some choice of coefficients \(\upalpha _1, \ldots ,\upalpha _\mathrm{n}\), such that the sum of the payoffs of the bets on or against \(\hbox {A}_1,\ldots ,\hbox { A}_\mathrm{n} \) is negative for every world state \(\hbox {s}\in \hbox {S}\), then the agent is vulnerable to a Dutch book. Thus, there is a Dutch book iff Footnote 20
                  
$$\begin{aligned} \mathop {\sup }\limits _{s\in S} \sum _{i=1}^n {\alpha _i } (I_{A_i } (s)-Cr(A_i ))<0 \end{aligned}$$

This formula tells us how to determine whether a Dutch book can be made against an agent who has a given credence function in a given set of propositions. We can capture the guaranteed loss an agent faces from a collection of gambles of the form \(\hbox {Y}_\mathrm{i} =\upalpha \left( {\hbox {I}\left( {\hbox {A}_\mathrm{i}}\right) -\hbox {Cr}\left( {\hbox {A}_\mathrm{i}}\right) } \right) \) as follows:Footnote 21
                  
$$\begin{aligned} G(Y)=-\min \left\{ 0,\mathop {\sup }\limits _{s\in S} \sum _{i=1}^n {\alpha _i } (I_{A_i } (s)-Cr(A_i ))\right\} \end{aligned}$$

In order to normalize the guaranteed loss to be able to measure an agent’s degree of incoherence, we can divide the guaranteed loss by the sum of the coefficients of the individual bets. This normalization is called the “neutral/sum” normalization by SSK. We can thus compute the rate of loss H(Y):
$$\begin{aligned} H(Y)=\frac{G(Y)}{\sum \limits _{i=1}^n {\left| {\mathop \alpha \nolimits _i } \right| } } \end{aligned}$$

The degree of incoherence can be determined for a set of propositions and a credence function over these propositions by choosing the coefficients \(\upalpha _{1},\ldots , \upalpha _{\mathrm{n}}\) in such a way that H(Y) is maximized. To maximize H(Y), it may be necessary not to include certain propositions in the Dutch book, which can be achieved by setting the relevant coefficients \(\upalpha _\mathrm{i}\) to 0.
We can illustrate how the measure works with an example. Suppose an agent has credences in two propositions, q and \(\sim \hbox {q}\). Her credence assignment \(f\) is incoherent, since she assigns \(f\left( \hbox {q} \right) =0.5\) and \(f({\sim }\hbox {q})=0.6\). In order to measure her rate of incoherence, we will first set up two bets with her, one for each proposition, and sum them in order to determine their combined payoff: \(Y=\alpha _1 (I_q (s)-0.5)+\alpha _2 (I_{\lnot q} (s)-0.6)\)
                
Since we can either be in a world where q is true or in a world where q is false, we can get two values for Y:
	
                      If q, then \(Y=\alpha _1 0.5-\alpha _2 0.6\)
                      

                    
	
                      If \(\sim \)q, then \(Y=\alpha _2 0.4-\alpha _1 0.5\)
                      

                    

Thus, we can calculate G(Y) as follows, where \(\upalpha _{1}\), \(\upalpha _2 >0\): Footnote 22
                
if \(\upalpha _2 \ge 1.25 \upalpha _1\) or \(\upalpha _1 \ge 1.2 \upalpha _2\), then the second term in the braces in the G(Y) equationFootnote 23 is positive, which means that \(G(Y)=0\)
                
otherwise, \(G(Y)=-\mathop {\sup }\limits _{s\in S} \{\alpha _1 (I_q (s)-0.5)+\alpha _2 (I_{\lnot q} (s)-0.6)\}\)
                
Thus, when a Dutch book can be made, (i.e. when \(\hbox {G}\left( \hbox {Y} \right) >0)\) we can measure the rate of incoherence by choosing the coefficients in such a way that H(Y) is maximized:
$$\begin{aligned} H(Y)=\frac{\mathop {-\sup }\limits _{s\in S} \{\alpha _1 (I_q (s)-0.5)+\alpha _2 (I_{\lnot q} (s)-0.6)\}}{\left| {\alpha _1 } \right| +\left| {\alpha _2 } \right| } \end{aligned}$$

The rate of incoherence is maximized in this example if we choose \(\upalpha _1 =\upalpha _2 \), which results in a rate of incoherence of 0.05.
I will now move on to the problems with the measure discussed in Sect. 6.2. The first example involved a comparison of the following two credence functions:
$$\begin{aligned} \begin{array}{lll} f\left( \hbox {p} \right) =0.6&{}\quad \quad &{} g\left( \hbox {p} \right) =0.6 \\ f\left( {{\sim }\hbox {p}} \right) =0.6&{}\quad \quad &{} g\left( {{\sim }\hbox {p}} \right) =0.6 \\ f\left( \hbox {q} \right) =0.5, &{}\quad \quad &{} g\left( \hbox {q} \right) =0.6 \\ f\left( {{\sim }\hbox {q}} \right) =0.5&{}\quad \quad &{} g\left( {{\sim }\hbox {q}} \right) =0.6 \\ \end{array} \end{aligned}$$

We noted that intuitively, \(g\) is overall more incoherent than \(f\). However, this is not the result we get from the neutral/sum measure. According to this measure, the agent would be equally incoherent in both cases. Here’s how that result comes about. First, consider the case in which the agent adopts \(f\). The formula to calculate the degree of incoherence is the following (as the reader can easily verify, including bets on q and \(\sim \)q couldn’t possibly lead to a higher guaranteed loss, so they can and should be left out):
$$\begin{aligned} H(Y)=\frac{\mathop {-\sup }\limits _{s\in S} \{\alpha _1 (I_p (s)-0.6)+\alpha _2 (I_{\lnot p} (s)-0.6)\}}{\left| {\alpha _1 } \right| +\left| {\alpha _2 } \right| } \end{aligned}$$

As before, the agent’s rate of loss is maximized when we set \(\upalpha _{1 }=\upalpha _{2} >\) 0. We can thus simplify the calculation as follows:
$$\begin{aligned} H(Y)=\frac{0.2a_1 }{2a_1 }=0.1 \end{aligned}$$

Thus, if the agent adopts \(f\) as her credence function, her rate of loss is 0.1. Let us now compare this to what happens if the agent adopts \(g\). If her credence function is \(g\), we can calculate the rate of loss as follows:
$$\begin{aligned}&H(Y)\\&\quad =\!\frac{\mathop {\!-\!\sup }\limits _{s\in S} \{\alpha _1 (I_p (s)-0.6)+\alpha _2 (I_{\lnot p} (s)-0.6)+\alpha _3 (I_q (s)-0.6)+\alpha _4 (I_{\lnot q} (s)-0.6)\}}{\left| {\alpha _1 } \right| +\left| {\alpha _2 } \right| \!+\!\left| {a_3 } \right| +\left| {a_4 } \right| } \end{aligned}$$

 If we try to find values for \(\upalpha _{1}-\upalpha _{4}\) that maximize H(Y), we get an interesting result. There is no way of picking values for \(\upalpha _{1}-\upalpha _{4}\) that lead to a higher rate of incoherence than 0.1. Rather, we get exactly the same rate of incoherence we had before as long as we choose \(\upalpha _{1}=\upalpha _{2 }\)and \(\upalpha _{3}=\upalpha _{4}\), and we choose \(\upalpha _1 >0\) and/or \(\upalpha _3 >0\). However, this result is in tension with the intuition that an agent who adopts \(g\) is more incoherent than an agent who adopts \(f\). We can see more easily how this result arises if we strip our example down to the essential parts. In the calculation of the rate of loss of \(g\), we are essentially combining two normalized Dutch books of the same kind into one, by adding the numerators and adding the denominators of each one. The two normalized Dutch books are the same as the one Dutch book we made against the agent who adopts \(f\). Thus, to make it simple, the calculation for the rate of loss of the agent who adopts \(g\) goes as follows:
$$\begin{aligned} H(Y)=\frac{0.2a_1 +0.2a_3 }{2a_1 +2a_3 } \end{aligned}$$

If two fractions are combined in such a way that the numerators and the denominators are added, the value of the resulting fraction is always in between or equal to the two original fractions. Thus, if we combine two normalized Dutch books with the same rate of loss in the neutral/sum measure, the resulting rate of loss is the same as before.Footnote 24
                
Moreover, it can even be beneficial when employing the neutral/sum measure not to make certain Dutch books at all in order to maximize the rate of loss. Remember that we are allowed to choose \(\upalpha _\mathrm{i}\) = 0 if necessary to maximize the rate of loss. In a case in which there are two Dutch books that can be made against an agent, but one of them leads to a greater rate of loss on its own, the total rate of loss can be maximized by setting the relevant coefficients to 0. For example, suppose an agent has the credence function \(f\), that is defined as follows: \(f\left( \hbox {p} \right) =0.6,f\left( {{\sim }\hbox {p}} \right) =0.5,f\left( \hbox {T} \right) =0.9\). An agent who adopts \(f\) can be Dutch booked in two ways: on her incoherent credences in the partition \(\left\{ {\hbox {p}, {\sim }\hbox {p}} \right\} \), and on her non-zero credence in a contradiction. In this case, the rate of loss comes down to:
$$\begin{aligned} H(Y)=\frac{0.1a_1 +0.1a_3}{2a_1 +a_3} \end{aligned}$$

The rate of loss in this case reaches its maximum value of 0.1 if we set \(\upalpha _{1}\) = 0. This amounts to only Dutch booking the agent on her credence in the tautology, but refraining from Dutch booking her on her incoherent credences in the partition \(\left\{ {\hbox {p}, {\sim }\hbox {p}} \right\} \).
This feature of the measure’s normalization is the source of the swamping problem. Since only the worst Dutch book determines the agent’s degree of incoherence, incoherencies in other parts of the credence function get swamped and are not reflected in the agent’s degree of incoherence. This also gives rise to the problematic example in Sect. 6.2, in which the measure orders two credence functions in a way that seems intuitively exactly backwards, which makes the measure unsuitable to evaluate reasoning processes.
In order to determine the degree of incoherence of a credence function according to the neutral/max measure instead, we must make the following adjustment: instead of normalizing the Dutch book loss by dividing the betting loss by the sum of the stakes of the individual bets, we must normalize it by dividing the Dutch book loss by the stakes of the largest bet included in the gamble. Hence, the rate of loss that must be maximized becomes:
$$\begin{aligned} H(Y)=\frac{G(Y)}{\max \{\left| {\alpha _1 } \right| ,\ldots ,\left| {\alpha _n } \right| \}} \end{aligned}$$

I hope this appendix helpfully supplements the informal presentation of the arguments in the main body of the paper, and I will leave it to the reader to verify the results in the remaining sections of the main text.
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