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Abstract In the Social Web, the users are invited to pub-
lish a lot of personal information. These data can be easily
retrieved, and sometimes reused, without providing the users
with fine-grained access control mechanisms able to restrict
the access to their profiles, and data. In this paper, we present
an access control model for the Social Semantic Web. Our
model is grounded on the Social Semantic SPARQL Security
for Access Control vocabulary (S4AC). This vocabulary can
be used by the users to define their own terms of access to
the data. We define an algorithm, implemented in our Access
Control Manager, which allows to check, after a client query,
to which extent the data are available, depending on the user’s
profile. The evaluation of the access conditions is related to
different features, such as the social tags associated with the
data, and the user’s contextual information, such as being
part of a group, being located in a specific place. We provide
an evaluation of the overhead introduced by our Access Con-
trol Manager, and we show that access control in the Social
Semantic Web comes with a cost, but this is acceptable given
the benefits of data protection.

Keywords Access control · Social Semantic Networks ·
RDF · SPARQL

1 Introduction

One of the key features of the Social Web is the ability to
publish, and thus find a lot of personal and professional infor-
mation about people. With the advent of the Social Seman-
tic Web this is even more evident, as underlined by Breslin
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et al. [2]. The availability of personal and non-personal data
of the users has both positive and negative sides. On the
one hand, this allows people to share their data, e.g., photos,
videos, posts, with their friends and the persons they know.
On the other hand, semantic forms of the user’s profiles and
data can be reused elsewhere, e.g., what happened with FOAF
search engines and aggregators as Plink, or FoaFSpace. This
leads to the need for mechanisms where users can restrict
the access to their data by specifying the attributes the acces-
sors must satisfy to have the access granted. Access control
is important to lead to a diffusion of Social Semantic Web
platforms to make them able to guarantee the same kind of
authorizations as in standard Social Web platforms such as
Facebook, or Google+.

In this paper, we address the following research question:

• How to define an access control framework for the Social
Semantic Web?

This research question breaks down into the following
subquestions:

1. How to define a fine-grained context-aware access con-
trol model for the Social Semantic Web?

2. How to define a pluggable access control framework for
the Social Semantic Web using Semantic Web languages
only?

We answer these questions adopting exclusively Semantic
Web languages and recycling, when possible, already exist-
ing vocabularies. The research question has to deal with
different aspects that need to be taken into account when
designing an access control model for the Social Semantic
Web. First of all, we avoid the usual access control lists, often
maintained by a sole authority, because we cannot specify the
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access restrictions to any particular user, in a context where
the user information is so dynamic. Second, we rely on the
social tags assigned by the users to the data and to the other
users. Moreover, contextual information are also considered
in this model to grant the access to the users by consider-
ing not only their personal information but also additional
attributes, e.g., time and location constraints.

First, we describe the Social Semantic SPARQL Secu-
rity for Access Control vocabulary (S4AC1), a lightweight
ontology which allows to specify fine-grained access con-
trol policies for RDF data [27,28]. In particular, the S4AC
vocabulary defines an access policy as a tuple composed by
an access privilege, stating the kind of privilege the data con-
sumer is granted to, an evaluation context which is requested
to hold when the client query is performed, the object(s) to
be protected by the policy, i.e., the named graphs [5], and a
set of access conditions which have to be verified in order
to grant the access to the consumer. This vocabulary relies
on the SPARQL 1.1 language. In particular, the Access Con-
ditions are expressed through ASK queries, returning true
if access is granted to the data consumer, false otherwise.
Access privileges are mapped to SPARQL primitives through
the SPIN vocabulary.

Second, we show the integration of our access control
model in the ISICIL Social Platform. The overall access con-
trol framework allows data providers to specify lightweight
access policies to protect their data, at named graph granular-
ity. We assume the data providers to perform a preliminary
step to partition the dataset they want to protect in named
graphs. We implemented a prototype of an Access Control
Manager whose task is to restrict the consumption of data
accessible via the associated SPARQL endpoint. The Access
Control Manager verifies which named graphs are accessible
by the data consumer, so that the consumer’s query is run on
those graphs only. Finally, the model supports a user friendly
interface allowing both expert, and non-expert users to define
their own terms of access. The system evaluation shows that
access control comes with a cost, and that performance loss
is acceptable when dealing with sensitive data.

This paper does not deal with access control for the Social
Web in general, but we present a framework suitable for the
Social Semantic Web. Our aim is not to provide a privacy
manager or a cryptography system, but we are interested
in formalizing, developing and evaluating an access control
framework which authorize or not the access of the users
to the data of the other users, without considering personal
information only. For the time being, our lightweight frame-
work assumes the trustworthiness of the information sent by
the data consumer. Moreover, our approach focuses only on
SPARQL endpoints. Other access strategies are out of the
scope of this work.

1 http://ns.inria.fr/s4ac/.

Despite the amount of proposals of access control mod-
els [1,4,13–17,19,20,25,26], none of them presents a Social
Semantic access control model based on Semantic Web
languages only, a pluggable and easy-to-integrate filter for
generic SPARQL endpoints without modifying the endpoint
itself, providing access conditions from triple granularity
level up to dataset granularity level, and taking into account
the social tags assigned by the users to their data and other
users and the contextual information. Moreover, we rely on
W3C recommendations only, as we do not introduce any new
language or technology.

The reminder of the paper is organized as follows: Sect. 2
introduces the ISICIL social platform, Sect. 3 provides a
description of the S4AC vocabulary and the kind of policies
which can be defined using this vocabulary, Sect. 4 presents
the access control model and describes the developed pro-
totype, and Sect. 5 shows the experimental results. Related
work and conclusions end the paper.

2 The ISICIL Platform

We introduce the ISICIL Social platform first to detail the
needs of a Social Semantic Web platform, and second to
show the system where our framework has been embedded
and the user interface is specified. The ISICIL2 initiative
(Information Semantic Integration through Communities of
Intelligence onLine) mixes web applications with formal rep-
resentations and processes to integrate them into corporate
practices for technological and scientific monitoring. In par-
ticular, ISICIL deals with corporate data, and the users inter-
act with each others through a semantic social network. The
platform has to manage the users’ personal data, and this
leads to the need of introducing an access control framework
able to protect not only the personal data of the users but also
the corporate data which require fine-grained access policies.
This free open source platform proposes three functionalities:

1. a semantic social network bundled with social network
analysis tools,

2. a system for semantic enrichment of folksonomies linked
with corporate terminologies and

3. semantically augmented user interfaces, activity moni-
toring and reporting tools.

ISICIL integrates a social network and Semantic Network
Analysis (SNA) tools. It uses popular ontologies to model
a social graph in RDF (linking people, resources and tags),
it designs an ontology for describing SNA indices, strate-
gic positions and actors, communities, etc. and enriches the
social graph with results from the analysis. The authors

2 http://isicil.inria.fr.
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Fig. 1 The Semantic Social
Network analysis stack with the
addition of the access control
brick

implement the computation of the main SNA indices using
SPARQL and post-processing in a few cases. See [11,12] for
details.

Figure 1 visualizes the stack of tools designed to conduct
a semantic social network analysis. The goal of this stack is
to provide a framework that enables to consider not only the
network structure embedded in the social data but also the
schemas that are used to structure, link and exchange this
information. The stack is composed of (1) tools for build-
ing, representing and exchanging social data, and (2) tools
for extracting social network analysis metrics and leverag-
ing social graphs with their characteristics. ISICIL represents
the social graphs in RDF, which provides a directed typed
graph structure. Then it leverages the typing of nodes and
edges with the primitives of existing vocabularies together
with specific domain ontologies when needed. With this typ-
ing, semantic engines are able to perform type inferences
from data schemas for automatically enriching the graph and
checking its consistency. For the analysis of the network, the
authors design SemSNA3 that defines different SNA metrics
ranging from the annotation of strategic positions and strate-
gic actors (like degrees or centralities), to the description of
the structure of the network, like diameter. With this ontology,
we can (1) abstract social network constructs from domain
ontologies to apply the tools on existing schemas by extend-
ing our primitives, and we can (2) enrich social data with
the SNA metrics that are computed on the network. These
annotations enable us to manage the life cycle of an analy-
sis more efficiently, by pre-calculating relevant SNA indices
and updating them incrementally when the network changes
over time. Moreover, they can be used during the querying
of social data for ordering and filtering the results.

The ISICIL platform integrates these approaches into a
web architecture deploying interconnected social semantic
tools on an intranet to support business intelligence and tech-
nology monitoring activities including watch, search, notifi-
cation and reporting. The ISICIL platform is a typical REST
API architecture, built as a JavaEE web application, hosted
in a classical servlet container. Because the ISICIL platform

3 http://ns.inria.fr/semsna/2009/06/21/voc.rdf.

relies on the Semantic Web framework, it is vital to define an
access control mechanism that relies only on Web standards.
For practical reasons, the project has been split into three
layers:

• The core layer embeds the CORESE/KGRAM library
as the main triple store, conceptual graph engine and
SPARQL 1.1 compliant interpreter4 [6,7]. SPARQL 1.1
new features are extensively used, e.g., update, named
graphs and paths. This layer also implements the read-
/write mechanisms between CORESE/KGRAM and the
ISICIL custom persistence system.

• The business layer is dedicated to the implementation
of ISICIL models, publishing services and methods
required for interacting with the semantic engine. Each
business object has a dedicated service for inserting/up-
dating/deleting annotations. We have also pre-wired the
main queries to simplify client-side interaction and the
parsing of the results, e.g., when accessing from mobile
devices. For those who need complex queries, a SPARQL
endpoint service is also provided.

• The RESTful API represents the HTTP translation of the
business layer. Almost all of the business services have
a corresponding web service. The authentication is man-
aged using the Spring Security framework5. Because of
the sensitive aspect, business intelligence data are pro-
tected by an Access Control Manager adopting the S4AC
vocabulary.

In the rest of the paper, we will detail the social semantic
access control mechanism we use in the ISICIL platform.

3 The Access Control Model

In this section, we present our access control model. The
access control model is built over the notion of Named
Graph [5], thus supporting fine-grained access control
policies, including the triple level (enforcing permission

4 http://www-sop.inria.fr/edelweiss/software/corese/.
5 http://static.springsource.org/spring-security/site/.
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Fig. 2 An overview of the
S4AC ontology. Core classes are
in grey
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models is an envisioned use case for RDF named graphs6).
We rely on named graphs to avoid depending on docu-
ments (one document can serialize several named graphs,
one named graph can be split over several documents, and
not all graphs come from documents7). At conceptual level,
our policies can be considered as access control conditions
over g-boxes8 (according to W3C RDF graph terminology),
with semantics mirrored in the SPARQL language.

The model is grounded on the Social Semantic SPARQL
Security for Access Control Ontology (S4AC). An overview
of S4AC lightweight vocabulary is provided in Fig. 2. Our
access control model is integrated with the models adopted
in the Social Semantic Web and the Web of Data. In partic-
ular, S4AC reuses concepts from SIOC9, SKOS10, WAC11,
NiceTag12, SPIN13, Dublin Core14, and the access control
model as a whole is grounded on further existing ontologies,
such as FOAF15 and RELATIONSHIP16.

The main component of the S4AC model is the Access
Policy, as presented in Definition 1. Roughly, an Access Pol-
icy defines the constraints that must be satisfied to access a
given named graph or a set of named graphs. If the Access
Policy is satisfied then the data consumer is allowed to access
the data. Otherwise, the access is not granted. The constraints
specified by the Access Policies may concern the data con-
sumer, i.e., the user or the environment in which the user is
querying the SPARQL endpoint, or any given combination
of these dimensions.

Definition 1 (Access Policy) An Access Policy (P) is a tuple
of the form

6 http://bit.ly/w3rdfperm.
7 The discussion about the use of named graphs in RDF 1.1 can be
found at http://www.w3.org/TR/rdf11-concepts.
8 http://bit.ly/graphterm.
9 http://rdfs.org/sioc/spec/.
10 http://www.w3.org/TR/skos-reference/.
11 http://www.w3.org/wiki/WebAccessControl.
12 http://ns.inria.fr/nicetag/2010/09/09/voc.html.
13 http://spinrdf.org/.
14 http://dublincore.org/documents/dcmi-terms/.
15 http://xmlns.com/foaf/spec/.
16 http://vocab.org/relationship/.

P = 〈ACS, AP, T, R, AEC〉,
where (a) ACS is a set of Access Conditions to satisfy, (b) AP
is an Access Privilege, (c) T is the tag of the set of resources
to be protected by P , (d) R is the resource(s) to be protected
by P , and (e) AEC is the Access Evaluation Context of P.

An Access Condition, as defined in Definition 2, expresses
a constraint which needs to be verified in order to have the
Access Policy satisfied. Notice that both T and R represent
the data to protect. The difference is that T refers to the set
of named graphs associated with a certain tag, and R refers
to the URI(s) of the specific named graph(s).

Definition 2 (Access Condition) An Access Condition (AC)
is a condition which tests whether or not a query pattern has
a solution.

In the S4AC model, we express an Access Condition as a
SPARQL 1.1 ASK query17.

Definition 3 (Access Condition verification) If the query
pattern has a solution (i.e., the ASK query returns true), then
the Access Condition is said to be verified. If the query pat-
tern has no solution (i.e., the ASK query returns false), then
the Access Condition is said not to be verified.

Example 1 An example of Access Condition, which is veri-
fied only if the data consumer is a collaborator of the provider
of the resource to protect, is the following:

Each Access Policy P is composed by a set of Access
Conditions, as defined in Definition 4.

Definition 4 (Access Condition Set) An Access Condition
Set (ACS) is a set of access conditions of the form ACS =
{AC1, AC2, . . . , ACn}.

Roughly, the verification of an Access Condition Set
returns an answer of the kind true/false. We consider two
standard ways to provide such an evaluation: conjunctively
and disjunctively.

17 http://www.w3.org/TR/sparql11-query/#ask.
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Definition 5 (Conjunctive Access Condition Set) A Con-
junctive Access Condition Set (CACS) is a logical conjunc-
tion of Access Conditions of the form CACS = AC1∧AC2∧
· · · ∧ ACn .

Definition 6 (Conjunctive ACS evaluation) A CACS is
verified if and only if every contained Access Condition is
verified.

Definition 7 (Disjunctive Access Condition Set) A Disjunc-
tive Access Condition Set (DACS) is a logical disjunction of
Access Conditions of the form DACS = AC1 ∨ AC2 ∨ · · · ∨
ACn .

Definition 8 (Disjunctive ACS evaluation) A DACS is ver-
ified if and only if at least one of the contained Access Con-
ditions is verified.

The second component of the Access Policy is the Access
Privilege. The privilege specifies the kind of operation the
data consumer is allowed to perform on the resource pro-
tected by the Access Policy.

Definition 9 (Access Privilege) An Access Privilege (AP) is
a set of allowed operations on the protected resources of the
form AP = {Create, Read, U pdate, Delete}.

We model the Access Privileges as four classes of opera-
tions in order to maintain a close relationship with CRUD-
oriented access control systems. This relationship allows a
finer-grained access control than simple read/write privileges
as in WAC, and it suggests to the data providers how to spec-
ify the access privileges, following the example of CRUD-
oriented systems, as we will discuss in relation to the user
interface. The idea is that, in particular in the Social Seman-
tic Web, there is a big difference in allowing the users who
ask to access my data to update my data or to delete my data,
or to simply read my data. We distinguish the Update, Cre-
ate and Delete operations to let the provider specify with a
deeper degree of detail what the consumers are allowed to
perform on her data. Moreover, we relate the four privilege
classes to the SPARQL 1.1 query and update language. This
matching is realized with the skos:related property
through the SPIN ontology. The latter models the primitives
of the SPARQL query and update languages (e.g., SELECT,
INSERT DATA, etc.) as SPIN classes. We show how this
matching is actually used by our framework in Sect. 4.

As previously explained, policies protect data at named
graph level. We offer two different ways of specifying the
protected object: the provider may target one or more given
named graphs, or it may target a set of named graphs
with a common tag. The former is achieved by provid-
ing the URI(s) of the named graph(s) to protect using the
s4ac:appliesTo property. The latter is accomplished
by listing the tags of the named graphs to protect with
the property nicetag:isRelatedTo. In this case, the

assumption is that the named graphs have been annotated
with such metadata.

Finally, the Access Policy is associated with an Access
Evaluation Context. The latter provides an explicit link
between the policy and the actual user data (modeled with
FOAF in the case of ISICIL coupled with a number of exist-
ing contextual vocabularies concerning, e.g., time, location
that will be used to evaluate the Access Policy). For instance,
the data provider can define an access policy of the kind “The
access to named-graph1 is granted to all the users that are
friends of mine and that are currently located in Germany”.
In this way, the evaluation of the policy takes into account
not only the profile of the consumer but also some contextual
information, in this case consumer’s location.

Definition 10 (Access Evaluation Context) An Access
Evaluation Context (AEC) is a list of predetermined bound
variables of the form AEC = (〈var1, val1〉, 〈var2, val2〉, . . . ,
〈varn, valn〉).

In this paper, we focus on the ISICIL context, thus the
Access Evaluation Context list is composed only by a couple
AEC = (〈ctx, U RIctx 〉). We map therefore the variable ctx,
used in the policy’s Access Conditions, to the URI identi-
fying the actual user context in which the SPARQL query
has been performed. More specifically, the Access Evalua-
tion Context is implemented as a SPARQL 1.1 BINDINGS
Clause18 to constrain the ASK evaluation, i.e., “BINDINGS
?ctx {(U RIctx )}”.

Further details of the S4ACmodel include, among others:
the specification of the creator of the policy
(sioc:hasCreator) to keep track of this informa-
tion in the Social Semantic platform, the creation date
(dcterms:created), the specification of the variables
used in the access conditions of the policies and their descrip-
tion in natural language adopted in the user interface of the
framework to help the provider reusing others’ policies, and
a skos:prefLabel property associated with the Access
Conditions to provide a sort of “explanation” to the consumer
in case she cannot access the data (following the example of
AIR [18]). Moreover, in the ISICIL platform, we are able to
manage the fact that only a maximum number of accesses is
granted, as in Giunchiglia et al. [15], by means of an Access
Condition, and we can grant random access to a resource
(e.g., ASK{FILTER(rand()>0.5)}.

The semantics of our Access Control Policies is mirrored
in the semantics of the SPARQL language, in particular, con-
cerning the ASK query and the BINDINGS clause. The result
of the verification of each access condition is composed, in
case of multiple conditions, conjunctively or disjunctively,
and this combination is the overall result of the policy eval-
uation. The Access Privilege and the resource to protect are

18 http://www.w3.org/TR/sparql11-federated-query/#update.
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Fig. 3 The Access Policy
protecting :alice_reviews

Fig. 4 The content of the
named graph
:alice_reviews containing
the reviews authored by Alice

components of the policy which do not concur to its verifi-
cation. All the semantics of our Access Policies relies on the
semantics of the ASK queries combined with the contextual
BINDINGS.

Conflicts among policies might occur if data
provider adds Access Conditions with contrasting
FILTER clauses. For instance, it is possible to define
positive and negative statements such as
ASK{FILTER(?user=<http://example#bob>)} and
ASK{FILTER(!(?user=<http://example#bob>))}. If
these two Access Conditions are applied to the same data,
a logical conflict arises. This issue is handled in our frame-
work by evaluating policies applied to a resource in a dis-
junctive way. This means that in the example above, if the

consumer satisfies one of the two access conditions, then the
access is granted to her. This is not satisfactory in many sit-
uations, thus we expect to add a mechanism, following the
example of [10], to avoid the insertion of conflicting policies
as a future work.

Example 2 Consider the following scenario. Alice is attend-
ing a music festival and she uploads some content to the
ISICIL social platform. She prefers to share these con-
tents to all the people knowing her but not to those who
are friends of her boss. We now present an example of
Access Policy with a conjunctive Access Condition Set asso-
ciated with an Update privilege (Fig. 3). The policy pro-
tects the named graph containing Alice’s reviews of concerts
(:alice_reviews visualized in Fig. 4) and allows the
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Fig. 5 Examples of access conditions expressed through SPARQL
ASK queries.

access to the named graph only if the consumer (a) knows
Alice, and (b) is not a friend of Alice’s boss.

Figure 5 presents some examples of ASK queries which
may be associated with the access conditions. Cond1 grants
the access to those users who have a relationship of kind
“colleagues” with the provider. Cond2 grants the access to the
friends of the provider Cond3 is more complicated19. It grants
the access to those users that are marked with a specified tag.
To specify the tag, we use again the NiceTag ontology which
allows to define the relationship among the resources and
the tags for each tagging action. Negative access conditions
are allowed, where we specify which user cannot access the
data. This is expressed, as shown in Cond4, by means of the
FILTER clause, and access is granted to every user except
bob. Cond5 expresses an access condition where the user
can access the data only if he is a minimum lucky, e.g.,
one chance out of two. Cond6 provides a positive excep-
tion where only a specific user can access the data, it is the
contrary of Cond4. Cond7 grants the access to users who are
members of a particular group, to which the provides belongs
too.

4 The Access Control Manager

The Access Control Manager (ACM), visualized in Fig. 6,
is the core module which allows the data providers to define
and check the Access Conditions.

First, the ACM provides a mean to the data provider to
define its own access policies. The user accesses the ACM
through the interface which deals with expert and non-expert
users. Expert users are able to define their own Access
Conditions directly writing the SPARQL 1.1 ASK queries.
Non-expert users, instead, need to be guided by the interface

19 The GRAPH keyword is used to match patterns against named
graphs.

during the policies definition, as we show in Fig. 7. They can
use a number of templates both previously inserted by us and
generated from the access policies defined by the other users,
and they can edit these templates building the desired poli-
cies. The hasDescription property is used to explain meaning
of the variables. The definition of the access policies includes,
in particular, the definition of the Access Policies, such as (a)
the set of Access Conditions, and the way they have to be eval-
uated, i.e., conjunctively or disjunctively, (b) the resources or
the set of tags associated with the Access Policies, and (c) the
binding to constrain the variables of the Access Conditions.
After the definition of the policies, the user is allowed to
see a preview of the result of the restrictions resulting from
the application of the policies. In this way, she can verify
whether the result is the expected one and she can decide to
reformulate the policies. The user interface implemented in
HTML 5 is visualized in Fig. 7.

The Access Control Manager we design is meant as a
pluggable component to be inserted in front of a generic
SPARQL endpoint, as shown in Fig. 6. Our access control
framework is developed in the following way:

1. The data consumer queries the SPARQL endpoint to
access the content, and at the same time, the ISICIL plat-
form sends the user information coupled with the query.
These data are sent as an INSERT DATA statement to
build the named graph representing the user’s data. Sum-
marizing, the user sends two SPARQL queries to the
endpoint, the first one for accessing the datastore, and
the second one for providing her personal information.
A caching mechanism can be introduced here to avoid
sending the personal information every time a query is
performed.

2. The query of the consumer is not directly processed by
the SPARQL endpoint, but it is filtered by the Access
Control Manager.

3. The Access Control Manager selects the policies con-
cerning the consumer’s query, and after their evaluation,
it returns the set of named graphs the consumer is granted
access to.

4. The query of the consumer is processed only on the acces-
sible named graphs.

5. The result of the query is sent to the consumer.

The core of our framework is the Access Enforcement
Module. The aim of this component is twofold: first, the
module selects the Access Policies to assess, and second, it
verifies the set of Access Conditions included in the selected
policies to allow or not the access. In the following, we
describe the two algorithms used to decide whether the con-
sumer is allowed to access the data or not.

Algorithm 1 (Fig. 11) is the overall algorithm for the
query execution with the access enforcement. The input of
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Fig. 9 The Access Conditions
bound to the actual user context
with the BINDINGS clause

Fig. 10 The constrained
SPARQL query issued by Bob.

the algorithm is the consumer’s query Q and the RDF graph
Gctx modeling the information of the consumer. We assume
the existence of a repository of access policies APS. The algo-
rithm starts by saving the consumer’s graph in a local cache
(line 1). The set of selected accessible named graph NGS
is empty at the beginning of the algorithm execution (line
3). The selection of the Access Policies is addressed by the
sub-routine Access Policies Selection (line 4), which returns
the set of Access Policies the query is concerned by. Then,
the algorithm runs all the Access Conditions composing the
selected policies (lines 7–10). For each policy, depending
on the kind of Access Conditions Set, i.e., conjunctive or
disjunctive, if the policy is verified then the named graph to
which the policy allows the access is added to the set of acces-
sible named graphs (lines 11–12). Finally, after the execution
of all the policies, the query of the consumer is sent to the pro-
tected SPARQL endpoint with the addition of the FROM and
FROM NAMED clauses (line 16). This allows the enforcement
module to execute the query only on those named graphs
which are accessible, given the user information. Adding
the FROM clause is not enough because, in case the client
query includes a GRAPH clause, we need to specify the set of
named graphs to be queried in a FROM NAMED clause, oth-
erwise the query will be executed on all the named graphs of
the store. The algorithm outputs the triples resulting from
Q (line 18).

Example 3 An example of client query is shown in Fig. 8,
where Bob wants to update the rock festival’s reviews20.
When the query is received by the Access Control Manager, it
selects the Access Policies concerning this query (Fig. 3). The

20 Notice that the client query can be every kind of query defined by the
SPARQL 1.1 Query and Update language, e.g.,CONSTRUCT,SELECT.

Access Conditions composing the policy are then coupled
with aBINDINGS clause, as shown in Fig. 9, where the ?con-
text variable is bound to the actual Bob’s information. Sup-
pose Bob knows Alice, but it is also a friend of Alice’s boss
(note that these information are retrieved from Bob’s FOAF
profile): the Access Policy protecting Alice’s named graph
does not grant access to Bob. After the identification of the
named graph(s) accessible by Bob (for instance, the named
graph :peter_reviews), the Access Control Manager
adds the USING and USING NAMED clauses21 to constrain
the execution of the client query only on the allowed named
graphs.USING and USING NAMED describe a dataset in the
same way asFROM and FROM NAMED clauses. The keyword
USING instead of FROM in update requests has been chosen
to avoid possible ambiguities which could arise from writing
“DELETE FROM”. The “secured” client query is shown in
Fig. 10.

Algorithm 2 (Fig. 11) is the Access Policies Selection
routine. The aim of this algorithm is to select, starting
from the consumer’s query, what are the Access Policies
the query is concerned with. The input of the algorithm is
the query Q and the repository of the policies APS. The
idea is that we do not want to verify all the Access Poli-
cies every time a query is run. Thus, we adopt a selection
mechanism to obtain only a subset of Access Policies to
execute. In particular, the algorithm maps the consumer’s
query to one of the four access privileges S4AC defines
(line 1). Then, the algorithm selects all the Access Policies
which have the identified Access Privilege (lines 3–7). The
selected policies are returned to the main algorithm of access
enforcement.

21 http://www.w3.org/TR/sparql11-update/#deleteInsert.
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Fig. 11 SPARQL query
execution procedure

5 Evaluation

To assess the impact on response time, we implemented the
Access Control Manager as a Java EE component and we
plugged it to the Corese-KGRAM RDF store22 and SPARQL
1.1 query engine23 [7]. We evaluate the prototype on an

22 Concerning accessing inferred statements, Corese-KGRAM allows
to know where are the inferred triples. In this way, we can apply to these
inferred triples the same access policies that regulate the access to the
triples from which these triples have been inferred.
23 http://www-sop.inria.fr/edelweiss/software/corese/.

Intel Xeon E5540, Quad Core 2.53 GHz machine with 48 GB
of memory, using the Berlin SPARQL Benchmark (BSBM)
dataset 3.124.

In Fig. 12, we show the execution of ten independent
runs of a test query batch consisting in 50 identical queries
of a simple SELECT over bsbm:Review instances (tests
are preceded by a warmup run). We measure the response
time with and without access control (referred to as secured

24 http://www4.wiwiss.fu-berlin.de/bizer/BerlinSPARQLBenchmark/
spec/Dataset/.
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Fig. 12 Response time overhead

and non-secured in the figures). When executed against the
Access Control Manager, the test SPARQL query is associ-
ated with the static user context. Each Access Policy con-
tains exactly one Access Condition. In Fig. 12a, to simulate
a worst-case scenario, access is granted to all named graphs
defined in the base (i.e., all Access Conditions return true), so
that query execution does not benefit from cardinality reduc-
tion. Figure 13 shows the same results of Fig. 12a but with
the actual values for (a) 1M triples, (b) 2M triples, and (c)
4M triples, respectively. The results show that larger datasets
are less affected by the delay introduced by our prototype,
as datastore size plays a predominant role in query execu-
tion time (e.g., for 4M triples and 100 always-true Access
Policies we obtain a 32.6 % response time delay).

In a typical scenario, the Access Control Manager restricts
the results of a query. In Fig. 12b, we assess the impact
on performance for various levels of cardinality reduction,
using modified versions of the BSBM dataset featuring a
larger amount of named graphs (we define a higher num-
ber of bsbm:RatingSites, thus obtaining more named
graphs). Figure 14 shows the same results of Fig. 12b
but with the actual values. The results show that, when
access is granted to a small fraction of named graphs, the
query is executed faster than the case without access control

(e.g., if access is granted to only 1 % of named graphs,
the query is executed 19 % faster on the 1M triple test
dataset). As more named graphs and triples are accessi-
ble, performance decreases. In particular, response time is
affected by the construction of the active graph, determined
by the merge of graphs in the FROM clauses. As shown in
Fig. 12b, the cost of this operation grows with the number
of named graphs returned by the evaluation of the Access
Policies.

In Fig. 12c, we analyze the overhead introduced on
response time by queries executed in dynamic user envi-
ronments. Figure 15 shows the same results of Fig. 12c but
with the actual values. We execute independent runs of 100
identical SELECT queries, dealing with a range of context
change probabilities. In case of a context update, the query
is coupled with a SPARQL 1.1 DELETE/INSERT (i.e.,
update) of the context graph. Not surprisingly, with higher
chances of updating the context, the response time of the
query grows, since more SPARQL queries need to be exe-
cuted. The delay of INSERT DATA or DELETE/INSERT
operations depends on the size of the triple store and on the
number of named graphs (e.g., after a DELETE query, the
adopted triple store refreshes internal structures to satisfy
RDFS entailment). Performance is therefore affected by the
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Fig. 13 Response time on the number of access conditions (with and without access control)

Fig. 14 Response time on the
percentage of access granted
graphs (with and without access
control)

number of active consumers, since each of them is associated
with a user context graph.

6 Related Work

In this section, we summarize and compare the existing
literature with the proposed approach. In particular, the
comparison is addressed following the different features that
are italicized in Table 1. In this table, we use N/A when the
feature is not available in the model, YES when the feature is
implemented in that model, and when necessary we specify

the feature. The last row of the table is dedicated to the model
we discuss in this paper (for brevity we call it S4AC). The
table considers the following key features of the access con-
trol models: adopted languages (the kind of language used
to express the policies), CRUD (the kind of access privileges
the model is able to manage), context-awareness (if the con-
text dimension is used to grant or not the access), granularity
(what is protected by the model), performance evaluation (if
an experimental evaluation of the model is presented), role-
based (if the model is role-based), conflicts verification (if
the model is able to detect possible inconsistencies among
the policies). Following this table, in the rest of this section,
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Fig. 15 Response time with
various context update
probabilities (IM triples, 100
Access)

we compare the literature considering two different families
of approaches, i.e., context-aware access control models, and
context-unaware access control models.

6.1 Context-Unaware Access Control Models

The definition of access control policies for the Web has
been firstly addressed by the Web Access Control vocabulary
(WAC), which allows data providers to specify access control
lists (ACL). This vocabulary grants access to a whole RDF
document. In this paper, we provide a fine-grained access
control model which grants access to specific RDF data,
i.e., the data provider may want to restrict the access to a
few named graphs. Moreover, we let consumers submit any
SPARQL query, and the user information takes part into the
evaluation.

Sacco and Passant [20,21] present a Privacy Preference
Ontology (PPO25), built on top of WAC, to express fine-
grained access control policies to an RDF file. In their
approach, the consumer asks to access a particular RDF file,
e.g., a FOAF profile. Their access control manager selects
the part of the file the consumer can access, and returns it to
the consumer. They do not propose an access control filter
for generic SPARQL endpoints, mapping the queries with
the access policies. They also specify access queries with
SPARQL ASK. They rely entirely on the WAC vocabulary
without distinguishing different kinds of Write actions, and
they cannot specify conjunctive and disjunctive sets of pri-
vacy preferences.

Muhleisen et al. [19] present a policy-enabled server for
Linked Data called PeLDS, where the access policies are

25 http://vocab.deri.ie/ppo.

expressed using a descriptive language called PsSF, based on
SWRL26. They distinguish only Read and Update actions.
The system is based on an ontology of the actions that can
be performed on the datasets, but no further description is
provided.

Giunchiglia et al. [15] propose a Relation-Based Access
Control model (RelBAC), a formal model of permissions
based on description logic. They require to specify who can
access the data, while in our framework and in [21] the
provider specifies the attributes the consumer must satisfy.

Finin et al. [13] study the relationship between OWL and
Role-Based Access Control (RBAC) [22]. They briefly dis-
cuss possible ways of going beyond RBAC, and, in particular,
they consider “attribute-based access control”, where, sim-
ilar to the proposal of this paper, the access constraints are
based on general attributes of an action.

Hollenbach et al. [16] present a system where the
providers can control the accesses to RDF documents, and
these controls are expressed using the WAC. Our model
extends WAC for allowing the construction of more fine-
grained access control policies.

The Access Management Ontology (AMO) [3] defines a
role-based access control model. The AMO ontology consists
of a set of classes and properties dedicated to the annotation
of the resources, and a base of inference rules modeling the
access strategy to carry out. This model again needs to specify
who can access the data.

Carminati et al. [4] propose a fine-grained on-line social
network access control model based on semantic web tech-
nologies. Their main idea is to encode social network-related
information by means of an ontology. By constructing such

26 http://www.w3.org/Submission/SWRL/.
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an ontology, the authors model the Social Network Knowl-
edge Base. They assume that a centralized reference mon-
itor hosted by the social network manager will enforce the
required policies. The access control policies are encoded as
SWRL27 rules. This approach is also based on the specifica-
tion of who can access the resources, i.e., the access request
is a triple (u, p, U RI ), where the user u requests to execute
privilege p on the resource located at URI.

Stroka et al. [23] present a preliminary proposal about
securing the collaborative content on the platform KiWi.
They consider global permissions, individual content item
permissions, and RDF type-based permission management.
They do not specify the kind of access polices they can define.

Flouris et al. [14] present a fine-grained access control
framework on top of RDF repositories. As in our approach,
the authors underline the need of a fine-grained access
control framework while being repository independent.
Differently from our framework, they propose a high-level
specification language which has to be translated into a
SPARQL/SerQL/SQL query to enforce the policy, while we
use directly SPARQL 1.1 to specify the policies. Moreover,
they focus only on read operations.

6.2 Context-Aware Access Control Models

Abel et al. [1] present a model of context-dependent access
control at triple level, where contextual predicates are also
allowed, e.g., related to time, location and credentials. The
policies are not expressed using Semantic Web languages,
but they introduce a high-level syntax then mapped to exist-
ing policy languages. They enforce access control as a layer
on top of RDF stores. They pre-evaluate the contextual condi-
tions, then the queries are expanded, and sent to the database.

Hulsebosch et al. [17] propose a number of context-
sensitive verification methods with the aim to check the
authenticity of the user’s information. Their work shows that
context-sensitive access control augments the usual access
control models based only on the user’s attributes by making
them adaptable to contextual changes.

Cuppens and Cuppens-Boulahia [9] propose an
Organization-Based Access Control (OrBAC) model where
contextual conditions are also expressed. Contextual
conditions are considered as extra conditions to be satisfied to
activate a security rule. Their conditions are based on Datalog
rules, and a context algebra is introduced. The main differ-
ence is that we entirely rely on Semantic Web languages.
Moreover, we consider additional contexts to the temporal
and spatial ones.

Corradi et al. [8] present UbiCOSM, a security middle-
ware adopting the context as a basic concept for policy spec-
ification and enforcement. As we do, the authors consider

27 http://www.w3.org/Submission/SWRL/.
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context as a first-class design principle to rule the access to
the resources. They distinguish among physical (i.e., phys-
ical spaces) and logical contexts (e.g., temporal conditions,
user activities). The policies are expressed at a high level of
abstraction in terms of RDF meta-data.

Toninelli et al. [25,26] follow two design guidelines,
which guide also the construction of the framework pro-
posed in this paper: context-awareness to control resource
access, and semantic technologies for context and policy
specification. What differs from our approach is, on one hand,
the application scenario, spontaneous coalitions in their case
and the Social Semantic Web in our approach, and, on the
other hand, the semantic technology adopted, i.e., a rule-
based approach with description logic in their case and the
SPARQL 1.1 language in our case. Finally, their model is not
seen as a pluggable framework on top of generic SPARQL
endpoints. Toninelli et al. [24], instead, present a quality of
context aware approach to access control in the Proteus pol-
icy framework. In this paper, we do not take into account the
problem of the quality of the contextual information, and this
is left for future work.

7 Conclusions

In this paper, we have introduced a fine-grained access con-
trol model for the Social Semantic Web. This model is
grounded on the S4AC vocabulary which allows the users of
social networks to define Access Conditions for their data.
In particular, these Access Conditions are implemented as
SPARQL 1.1 ASK queries, and they can be either conjunc-
tively or disjunctively evaluated. Moreover, Access Policies
can be constrained w.r.t. the set of tags the resources are
tagged with. The Access Evaluation Context provides the
mapping, implemented as a BINDINGS clause, between the
information about the consumer and the Access Conditions.
We have presented our Access Control Manager, realized
in the context of the ISICIL social platform. The manager
grants or denies access to the users. Through an interface
which allows also non-experts to interact with the system,
users can specify the Access Policies to protect their data. The
manager looks for the policies which apply to the resource,
and after checking the contextual constraints, if present, and
the features of the consumer, it states whether the access is
granted or not.

There are several lines to follow for future work. First
of all, in this paper, we assume that the user’s information
is trustworthy. The trustworthiness of the information sent
by consumers should not be taken for granted. The User’s
identity needs to be certified: this is an open research area
in the Web, and initiatives such as WebID28 specifically deal

28 http://www.w3.org/2005/Incubator/webid/spec/.

with this issue. Hulsebosch et al. [17] provide a survey of
context verification techniques (e.g., heuristics relying on
context history, collaborative authenticity checks). At the
same time, also the other contextual information like the
time of the query or the location of the consumer when she
is querying the SPARQL endpoint have to be checked. We
plan to follow the example of Toninelli et al. [24].

Second, a user evaluation campaign is needed to evaluate
our access control framework. The campaign aims at estab-
lishing the understandability of the framework, the definition
of the access policies from non-expert users, the explanation
of the result after the attempt to access the data, and many
other features of our framework. Third, as ubiquitous connec-
tivity grows, access control in the Social Semantic Web must
not ignore the mobile context in which data consumption
takes place. We are currently working on a mobile access con-
trol framework which will introduce also the device dimen-
sion to our user’s information.
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