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Abstract. Simulation of high-performance computing (HPC) systems
plays a critical role in their development - especially as HPC moves to-
ward the co-design model used for embedded systems, tying hardware
and software into a unified design cycle. Exploring system-wide trade-
offs in hardware, middleware and applications using high-fidelity cycle-
accurate simulation, however, is far too costly. Coarse-grained methods
can provide efficient, accurate simulation but require rigorous uncertainty
quantification (UQ) before using results to support design decisions. We
present here SST/macro, a coarse-grained structural simulator providing
flexible congestion models for low-cost simulation. We explore the accu-
racy limits of coarse-grained simulation by deriving error distributions of
model parameters using Bayesian inference. Propagating these uncertain-
ties through the model, we demonstrate SST/macro’s utility in making
conclusions about performance tradeoffs for a series of MPI collectives.
Low-cost and high-accuracy simulations coupled with UQ methodology
make SST/macro a powerful tool for rapidly prototyping systems to aid
extreme-scale HPC co-design.

x1 Introduction

Next-generation extreme-scale systems pose numerous challenges in exploiting
massively increased parallelism and advancing in reliability, fault tolerance and
power efficiency [1]. Despite intertwined design constraints, hardware and soft-
ware are often developed independently. Only after next-generation systems are
deployed does application software begin to adapt. These orthogonal develop-
ment phases are not sustainable. System-wide tradeoffs in hardware and software
must likely be considered in tandem to achieve exascale.

Simulation enables rapid evaluation of design considerations for both system
architects and application programmers. Simulators span a range of fidelities.
At low cost/low fidelity are analytic models which abstract away details, rely-
ing on parameterization to account for dynamic effects such as congestion [2].
Alternatively, high-fidelity, cycle-accurate treatments capture low-level details,
but incur high computational cost [3,4,5]. A cost/accuracy compromise between
these extremes is needed to rapidly and accurately prototype HPC systems.
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Coarse-grained structural simulation can often achieve good accuracy with
minimal cost [6]. However, some confidence interval on the approximate results
must be established. This poses a difficult problem: how do you estimate simu-
lation uncertainty for a machine that does not yet exist? In this work, we ap-
ply Bayesian inference to the coarse-grained simulator SST/macro (Structural
Simulation Toolkit for Macroscale) [7]. We avoid the computationally infeasible
task of expensive parameter sweeps on large (exascale) simulations to do un-
certainty quantification (UQ). Instead, the simulator is exhaustively calibrated
for small benchmarks against “correct” results from an actual machine or high-
fidelity simulator. Once calibrated, we can predict confidence bounds for large
simulations with manageable computational effort. Here we compare SST/macro
simulations of modestly-sized (500 node) MPI collectives to Cray XE6 results.
Propagating the UQ treatment through large simulations, we predict confidence
bounds for SST/macro on large Cray XE6 runs. For future machines which do
not yet exist, high-fidelity simulations can easily replace Cray XE6 results in the
calibration step. SST/macro and corresponding UQ therefore provide flexible
tools for exploring what-if scenarios in the HPC design space.

2 Related Work

The literature, dating back to at least the early 1990’s, is replete with HPC
simulators designed with various accuracy/cost tradeoffs. They span a spectrum
from constitutive models based on simple bandwidth/latency formulas to cycle-

Table 1. Survey of analytic HPC simulators. Computation may be time-dependent
trace, performance counter convolution (PerfCtr), direct execution, or coarse-grained.

Simulator Ref no. On/Off-line Computation Congestion Language

LogGOPS [2] Trace Model Yes DSL (GOAL)
BSIM [6] On-line Coarse Model Yes Native
Mambo/Seshat [8] On-line Cycle-Acc No Native
PSINS [9] Trace Time-dependent Yes n/a
MPI-SIM [10] On-line Direct No Native
Dimemas [11] Trace PerfCtr No n/a
WARPP [4] Trace PerfCtr Yes Native

Table 2. Survey of structural HPC simulators. Computation may be time-dependent
trace, performance counter convolution (PerfCtr), or coarse-grained model.

Simulator Ref no. On/Off-line Computation Network Language

BigSim [12,13] Both PerfCtr/Model Packet Native
SIMGRID [14,15] Both PerfCtr Flow Native
MARS [16] Trace Time Packet n/a
MPI-NeTSim [17] On-line Direct Packet Native
PACE [18] Both Abstract Abstract DSL (CHIP3S)
SST/macro [19] Both PerfCtr/Model Packet/Flow Native
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accurate simulation. We attempt a concise summary. Features for some (but not
all) literature examples are given in Tables 1 and 2.

On-line simulators usually emulate an API such as the MPI [20] and link to
application code, intercepting function calls to estimate elapsed time. Off-line
simulators instead perform post-mortem analysis of application traces. Compu-
tation time modeling in on-line simulators span full cycle-accurate simulation [8]
to simple coarse-grained analytic models [19]. SST/macro focuses on broader,
system-level experiments, using coarse-grained models. For off-line simulation,
time-dependent traces collect the compute time between communication events,
but are limited to simulating a single architecture. Time-independent traces in-
stead collect architecture-independent hardware counters that can be convolved
with machine-parameters to replay on different node architectures [11,15]. For
estimating communication time, simulators can generally be either structural or
use a fixed analytic function. Structural simulators simulate discrete events on
each switch and link as messages traverse the network. Analytic functions often
ignore contention, but some formulas do incorporate congestion [2].

The closest simulators to SST/macro are BSIM, BigSim, and SIMGRID.
While the BSIM work in [6] also emphasizes coarse-grained modeling, the com-
munication is modeled via an analytic function. BigSim is structural and large
simulations incorporating congestion and statistical computation modeling
have been performed [21]. However, BigSim performs packet modeling via its
BigNetSim module while SST/macro also provides flow-based congestion models
(Section 4). Like SST/macro, BigSim can be an on-line network emulator, per-
forming full execution of a parallel code, or on-line simulator estimating elapsed
time without actually performing the computation [13]. SIMGRID is also de-
signed primarily as an on-line simulator with various bindings (including MPI),
but it is based on a flow congestion model [14].

3 SST/macro

SST/macro includes both a tracing utility (DUMPI) and MPI bindings for sim-
ulating native Fortran/C/C++ applications on-line. On-line simulation provides
much greater flexibility in scaling to arbitrary machines and problem sizes. SST/-
macro is both an emulator and a simulator. Payloads in matching send/recv
calls are delivered, producing computation identical to a full MPI library. With
minimal modification, any existing MPI code can be compiled as-is and run
within SST/macro. To reduce memory overhead, payloads can be ignored, run-
ning SST/macro purely as an MPI simulator.

In reaching extreme-scale, both communication and computation must be
coarse-grained. Compute-intensive code must be wrapped in function calls that
can be intercepted by SST/macro to estimate elapsed time via performance
models rather than actually computing. The “control-flow” portions of the code
are usually lightweight and can be unmodified.
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SST/macro is a structural simulator. Messages are explicitly simulated pass-
ing through NICs, switches and links. SST/macro provides a large set of default
network topologies, including torus, dragonfly, or fat tree. It also provides flexi-
bility in routing algorithms, congestion models, and RDMA vs TCP protocols. x

4 Congestion Models

xBoth packet and flow models are common for network discrete event simulation.
Packet models perform flow-control for an entire packet, ignoring flit-level details.
Though packet size is often small in HPC systems (≈100 bytes for Hopper Cray
XE6), coarse-grained models often use large packets (e.g. 1 KB), leading to a
serialization latency error. In addition, packet simulations allow only one packet
per physical link. In a real system, 1 KB of data might be multiplexed, containing
500 B from two distinct messages.

A common alternative is the flow model, which treats messages as a fluid flow
between network endpoints. Network congestion is solved as a fluid mechanics
problem based on sharing bandwidth between flows. Flow update events are
generated when new flows begin or stop on congested links. Without congestion,
the flow model is a constant cost regardless of message size. The flow model
can rapidly become expensive with congestion, however. For packet simulation,
discrete events are intrinsically local within a link or router. In contrast, flow
congestion is not locally isolated. Flow updates are propagated across competing
flows causing bandwidth changes on far-away links - a “ripple effect” that rapidly
increases computational cost [22]. For exascale, this is problematic.

In SST/macro we employ a hybrid approximation that employs both dis-
cretized, packet-like modeling with a fluid-like approach. Messages are discretized
into packets, but packets are arbitrated as a flow, allowing messages to be multi-
plexed on a shared link. Because messages are “packetized,” flow updates occur
only within a link and do not propagate into a ripple effect.

5 Hopper Cray XE6 and Validation Tests

We examine Hopper, a Cray XE6 with the Gemini interconnect [23]. Nodes use
AMD MagnyCours processors with a non-uniform memory (NUMA) architec-
ture with four dies each with six cores. Here we focus on the interconnect. The
network interface controller (NIC) is connected via HyperTransport to the L3
cache of one die. The Gemini NIC provides two separate paths. The fast memory
access (FMA) path is optimized for low-latency 8- to 64-byte puts/gets. FMA is
intended for small messages as it still requires source-side synchronization. Spe-
cial short message (SMSG) mailboxes can also be configured for very-low latency
transfers on FMA. The block transfer engine (BTE) has higher latency, but pro-
vides fully asynchronous RDMA and is optimized for transferring large blocks
directly to memory. The Gemini NIC shares a 48-port tiled YARC router with
an adjacent (twin) Gemini NIC. Each router-router link provides 2.9 GB/s with
two links in the X,Z directions. Packets are arbitrated both at the tile switch
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and output port. We therefore have four congestion points, each with associated
latency and bandwidth: FMA, BTE, router switch, and router outport.

We limit experiments to rendezvous RDMA transactions involving the BTE.
RDMA posts are explicitly coded in the native Cray GNI interface, ensuring
that dimension-order, minimal routing is used. This not only removes adaptive
routing as a variable but also worsens network contention, providing a more
stringent test of our congestion models. Discrepancies between simulation and
Hopper trials can therefore be mainly attributed to the coarse-graining rather
than subtle differences between Hopper and SST/macro in, e.g., use of eager
buffers, adaptive routing, or RDMA memory registration.

We focus onMPI collectives (MPI Allgather,MPI Scatter, andMPI Gather) to
validate communication modeling. We avoid mixed computation-communication
modeling since less insight would be gained from a compute-bound applica-
tion. Collectives range from N(node) = 128− 4096. We assume OpenMP paral-
lelism within node and therefore report N(node), not N(cpu), which ranges from
N(cpu) = 3072 − 98304. Collectives were reimplemented in Cray GNI to en-
sure that the SST/macro MPI and Hopper use the same algorithm and topology.
MPI Allgather uses a ring pattern while MPI Scatter and MPI Gather use a tree
algorithm [24]. Simulation is performed on-line, intercepting MPI calls in a C++
code. No code modifications - only changes to include path and linkage flags - were
made when compiling for Hopper or the simulator.

The Cray XE6 defines a potentially high-dimensional parameter space
(Table 3). Small ping-pong benchmarks were performed to estimate bandwidth
and latencies. Unexpectedly, the maximum bandwidth for a single message was
not equal to the total link bandwidth. With minimal routing, only 1.8 GB/s
was achieved despite a theoretical peak of 2.9 GB/s. Max BW (Table 3) there-
fore apples to single messages while Link BW affects congestion. In ping-pong
benchmarks with congestion, large variance was observed for total link band-
width (Table 3). For other parameters, literature values are given [23]. An initial
sensitivity analysis (see Section 7) was performed to indicate important param-
eters. Changes in SMSG latency had little effect on simulated runtime, and
we therefore fix it at a nominal value. Only Max BW, Link BW, and Inj BW
were relevant for MPI Scatter and MPI Gather. For MPI Allgather, Max BW,

Table 3. Parameters used in SST/macro models of MPI collectives

Parameter Abbreviation Nominal Value

Maximum single message bandwidth Max BW 1.8 GB/s
Total link bandwidth Link BW 2.0 − 2.9 GB/s
Hop latency Hop Lat 100 ns
RDMA injection latency Inj Lat 0.6 µs
RDMA injection bandwidth Inj BW 7 GB/s
SMSG injection latency 0.5 µs
SMSG injection bandwidth 8 GB/s
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Link BW, Inj Lat, and Hop Lat had significant effects on simulated runtime.
Rather than 7-dimensions, we therefore solve more modest 3- and 4-dimensional
problems.

6 Uncertainty Quantification

Model validation is viewed from a probabilistic perspective. We consider la-
tency/bandwidth parameters as marginal probability distributions with certain
values having a higher probability of being “correct.” While uncertainty in model
parameters often stems from experimental noise, here uncertainty derives largely
from model imperfections. A narrow distribution indicates a tightly constrained
parameter we are “certain of.” A broad distribution indicates several parameter
values of equivalent accuracy. In SST/macro, any single data point can be re-
produced by tweaking parameters. Only an exact model with exact parameters
reproduces all data points. In coarse-grained models, different effective band-
widths provide better results depending on the MPI collective N(node) and
buffer size. The probability distributions reflect this model uncertainty.

Given a model (SST/macro) and parameters (latency, bandwidth), we infer
probability distributions for the parameters in light of data from Hopper tests
described in Section 5. Then, armed with this data-informed, probabilistic rep-
resentation of inputs, we propagate them through the SST/macro model and
its associated statistical discrepancy model to produce predictive probability
distributions for simulation results [25]. The discrepancies between simulation
and Hopper trials are associated both with the background noise present during
tests and SST/macro model imperfection. Since exhaustive UQ is not possible on
extreme-scale simulations, we derive predictive probability distributions on small
simulations assuming that they inform error estimates on larger simulations.

Model parameter inference relies on Bayes’ formula [26]

p(λ|D) ∝ p(D|λ)p(λ), (1)

which relates the posterior probability distribution p(λ|D) to the prior dis-
tribution p(λ) for the input parameter vector λ = (λ1, λ2, . . . , λd) in light of
experimental data D = {Tn,r}1≤n≤N,1≤r≤R. Here we test three different MPI
collectives where N labels the number of nodes N(node) and buffer size. For
MPI Allgather, we have N = 5 × 4 = 20 tests corresponding to N(node) =
128, 192, 256, 384, 512 and buffer sizes 8 KB, 16 KB, 24 KB, and 32 KB. For
MPI Scatter and MPI Gather, we have N = 7 × 4 = 28 tests with N(node) =
1024 and 2048 also included. Here the experimental data are Hopper runtimes
with R = 20 replicas for each case.

The prior distribution p(λ) encapsulates any prior knowledge about the pa-
rameters. We use uniform prior distributions across the range of “realistic” values
for bandwidth/latency parameters. A priori there is no bias towards any spe-
cific value as long as it belongs to the given range. The key quantity in Bayes’
formula (1) is the likelihood function LD(λ) = p(D|λ) that measures an exper-
iment’s goodness-of-fit to model predictions. We use a Gaussian model (2) for



Validation and Uncertainty Assessment of Extreme-Scale HPC Simulation 47

this discrepancy, relying on the Central Limit Theorem, as both background
noise in the system and the uncertainties associated with model deficiencies are
contributed by many unknown sources.

logLD(λ) = −NR

2
log(2πσ2)−

N∑

n=1

R∑

r=1

(Tn,k −Mn(λ))
2

2σ2
(2)

Here Mn(·) is the model (SST/macro simulation time) of the n-th test. The
variance parameter, σ2 can either be fixed or inferred together with λ as a hy-
perparameter. External noise can result physically from many sources, including
random differences in congestion arbitration, OS jitter, or small bandwidth vari-
ations with time. Hopper is also a shared machine, and, despite allocating most
of the nodes, congestion from other jobs was sometimes observed. These points
were usually severe outliers, though, and easily discarded.

The posterior probability distribution p(λ|D) from (1) is generally difficult to
compute due to the high-dimensionality of the vector λ. We therefore applied
the adaptive Markov chain Monte Carlo (AMCMC) technique [27,28]. AMCMC
travels the input parameter space of λ, accepting or rejecting samples with prob-
abilities according to the goodness-of-fit (2) and the prior distribution p(λ) until
a converged p(λ|D) is obtained. The SST/macro model, Mn(λ) must be sim-
ulated at each AMCMC step. In addition, each step depends on the previous
result, forcing AMCMC to proceed in serial. Each simulation takes only 5 − 60
minutes, but many samples (thousands) are needed for a converged p(λ|D). We
therefore prepared an analytic, polynomial Sn(λ) that accurately estimates each
SST/Macro model Mn(λ). Multivariate Legendre polynomials Ψk(·) are used to
approximate the model behavior as a function of input bandwidth/latency pa-

rameters, λ, S(λ) =
∑K

k=0 ckΨk(ξ) in terms of rescaled parameters, ξ, in the
range [−1, 1]. Surrogates are constructed by performing a large but manage-
able parameter sweep, which “embarrassingly” parallelizes SST/macro across
independent runs. We used a third order basis set and found the polynomial
fit parameters ck with a 1296-point (Allgather) and 216-point (Scatter/Gather)
parameter sweep. The serial AMCMC is then quickly performed using the inex-
pensive but still accurate surrogate S(λ). For 100 validation points, the surrogate
was within approximately 1% relative error to the true model.

The polynomial surrogate allows efficient global sensitivity analysis of the
model output. The variance-based sensitivity indices, or Sobol indices [29,30],

Sei =

∑
k∈Ii

c2k〈Ψ2
k 〉∑K

k=0 c
2
k〈Ψ2

k 〉
, for i = 1, . . . , d, (3)

represent the fraction of output variance due to the i-th input. Here Ii denotes
basis terms involving the i-th input only. This decomposes the simulation un-
certainty into contributions from individual latency and bandwidth terms.

To estimate uncertainties for simulations outside the calibration range - large
N(node) - we simulate 100 parameter combinations chosen randomly according
to the parameter posterior distribution. Better converged results can be obtained
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with more simulations, but we suggest 100 is a good compromise for expensive
(exascale) runs. Propagating input parameter distributions through the model,
together with the model discrepancy size σ, yields the posterior predictive dis-
tribution [25], which provides a semi-quantitative error estimate for the large
SST/macro simulation. After exhaustive calibration on small simulations, we
can bracket the error on a large simulation by repeating only a modest number
of times. We apply this technique on a simulation with 65,000 nodes.

7 Results

The simulated vs. actual runtimes are demonstrated in Figs 1−3 using the nom-
inal parameters from Table 3. In general, SST/macro correctly reproduces the
performance trends and even the correct congestion behavior.
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Fig. 1. (A) Hopper runtimes (N=20 replicates) and simulation runtimes for
MPI Scatter for N(node) = 128− 512 (B) Sensitivity analysis of MPI Scatter

We first consider MPI Scatter (Figure 1). To isolate effects for individual
nodes, we report the time needed by rank 0 (root) rather than the whole col-
lective. The simulation times are shown against a scatter plot of 20 Hopper
replicates for varying buffer sizes and N(node). In general, the simulated run-
times lie within the observed range of Hopper runtimes. The sensitivity analysis
partitions the total uncertainty into a percent contribution from each parameter.
The line slope closely matches an ideal (uncongested) performance model with
bandwidth 1.8 GB/s (Max BW), indicating only mild network contention. Max
BW therefore shows a higher sensitivity value than Link BW. All data originates
from the root node and performance is therefore partially limited by injection.
The corresponding sensitivity value is therefore significant but small.

For MPI Gather (Figure 2), excellent agreement is again observed. In contrast
to MPI Scatter, Inj BW has a negligible sensitivity value. Even though the root
receives all data, the receives are staggered over a longer period of time. Again,
Max BW dominates most cases. However, for N = 192, heavy congestion occurs
on some links, making Link BW more significant.
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Fig. 2. (A) Hopper runtimes (N=20 replicates) and simulation runtimes for
MPI Gather for N(node) = 128− 512 (B) Sensitivity analysis of MPI Gather
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Fig. 3. (A) Hopper runtimes (N=20 replicates) and simulation runtimes for
MPI Allgather for N(node) = 128 − 512 (B) Sensitivity analysis of MPI Allgather

The ideal performance model for the ring MPI Allgather (Figure 3) is linear
in N(node) since the algorithm involves N(node)−1 neighbor exchanges of data
of constant size [24]. Many medium-sized messages are sent, making both latency
and bandwidth terms important. Sensitivity analysis again matches the expected
physics since Max BW, Inj Lat, and Hop Lat all have significant values. As the
buffer size increases, uncertainty shifts to the bandwidth terms. At N = 512, the
curve slope in Figure 3A shifts upward, suggesting network contention starts to
contribute - an effect reproduced by SST/macro. The sensitivity value for Link
BW therefore becomes large.

From the extensive calibration for N(node) ≤ 512, we can now propagate
uncertainties. Validation jobs were run on Hopper and in SST/macro (Figure
4) outside the calibration range (N = 1024 for MPI Allgather; N = 4096 for
MPI Scatter and MPI Gather). SST/macro error bars for 90% confidence in-
tervals are derived from the posterior predictive distributions (Section 6). For
MPI Allgather (Figure 4A), despite heavy congestion, SST/macro shows good
agreement. While SST/macro underestimates slightly for large buffer sizes, the
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Hopper results still lie within the SST/macro error bounds. Calibrating param-
eter uncertainties with modest benchmarks therefore works well in bracketing
errors at larger problem sizes. For MPI Gather (Figure 4B), the agreement is
particularly good. The error bounds are too small to appear as distinct lines,
suggesting (a priori) the simulation should be essentially exact.
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Fig. 4. Hopper runtimes (N=20 replicates) and simulation runtimes with propagated
90% confidence intervals. (A) MPI Allgather at N(node) = 1024. (B) MPI Gather at
N(node) = 4096. (C) MPI Scatter at N(node) = 4096.

For MPI Scatter (Figure 4C), the agreement is quite poor, especially given the
good agreement observed in calibration. Given the node layout on the Hopper
torus, large messages sent from the root do not traverse the same links and should
see little congestion. Small benchmarks suggest BTE (RDMA injection) perfor-
mance may deteriorate with many simultaneous RDMA transactions. Our model
assumes constant injection bandwidth, but better models may show gradually
decreasing bandwidth with high offered load. N = 4096 may therefore represent
a crossover to injection limited performance. External noise from other jobs may
also contribute. Given the good agreement in calibration, estimated error bars
are small (again barely visible). While MPI Gather and MPI Allgather show suc-
cesses, MPI Scatter shows the potential pitfall. Congestion effects not included
in the calibration do not propagate to the uncertainty estimate. MPI Scatter
calibration did not stress RDMA injection, leaving error estimates too opti-
mistic. Our UQ procedure is therefore not completely black-box since bench-
marks should be prudently constructed to stress the coarse-grained models.

We repeated the uncertainty propagation for a theoretical machine with 65,536
nodes. Using the Hopper calibration, we propagate uncertainties for MPI Gather.
The simulation assumes a scaled-out version of Hopper, posing the question: if in-
terconnects do not improve, what performance can be expected for MPI Gather
at larger scales? Running the 100 parameter samples produces Table 4. Given the
excellent agreement observed in calibration, we predict SST/macro can estimate
MPI Gather times very precisely.
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Buffer Size (KB) Simulation Time (ms)

8 287.1 ± 0.97
16 574.0 ± 1.93
24 860.9 ± 2.90
32 1147.9 ± 3.87

Table 4. Simulated runtimes for single
MPI Gather on a theoretical scaled-out
Hopper/XE6 with N(node) = 65, 536 in-
cluding estimated 90% confidence intervals

8 Conclusions

We have presented SST/macro, a coarse-grained simulator designed to explore
macroscale performance tradeoffs in the co-design space of hardware, middleware
and applications. High accuracy is observed for simulation of MPI collectives -
even for runs exhibiting heavy network congestion. Most importantly, we have
presented a rigorous UQ methodology based on Bayesian inference. The critical
UQ step is calibrating simulation input parameter uncertainties against “correct”
results from either actual machines or high-fidelity simulators. SST/macro can
therefore simulate both existing and future extreme-scale machines. Although
addition of parallel discrete event simulation to SST/macro is underway, the
UQ methods are already highly parallel. Given the ease of compiling native
codes directly into the simulator, we suggest SST/macro as a flexible tool in
supporting co-design of extreme scale systems.
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