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Abstract. To gain access to account privileges, an intruder masquer-
ades as the proper account user. Information from user feedback helps
to improve the accuracy of classifiers used for detecting masquerades.
Instead of operating in isolation, the online sequential classifier can
request feedback from the user. In the full-feedback policy, the classifier
verifies every session; in the feedback-on-alarm policy, the classifier
confirms only suspicious sessions. Surprisingly, confirming only a few
sessions under the feedback-on-alarm policy is enough to be competitive
with verifying all sessions under the full-feedback policy. Experiments
on a standard artificial dataset demonstrate that the naive-Bayes
classifier boosted by the feedback-on-alarm policy beats the previous
best-performing detector and reduces the number of missing alarms by
30%.
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1 Introduction

This paper presents a simple technique for identifying masquerading sessions
in a multi-user system. Profiles of proper and intruding behaviors are built on
the sessions of known users. As new, unidentified sessions are presented, the
classifier identifies the sessions and then has the option of requesting feedback
confirmation from the user. In this online sequential classification context, the
proposed feedback-on-alarm policy markedly improves on earlier detection rates.

1.1 Motivation

After penetrating a computer network, a computer hacker seeks to break into
available user accounts. Upon breaking into a user account, the computer hacker
masquerading as the proper user can gain access to privileges reserved for the
proper user of the account. Unless the intruder’s activities can be detected as a
masquerade, the intruder can perform malicious attacks under the guise of the
proper user.
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In most modern multi-user computer systems, individual user accounts are
typically identified by a username and protected by only a password. With the
correct username and password combination, anyone can fool the computer sys-
tem into granting account privileges specifically reserved to the proper user.

1.2 Elementary Solutions

To prevent unauthorized users, computer systems can be equipped with addi-
tional safeguards beyond the usual combination of username and password. Po-
tentially, biometric technology will become powerful enough to verify the identify
of the proper user, by measuring unique bodily characteristics such as finger-
prints, retina, or voice. Moreover, multiple physical barriers can be erected to
keep potential intruders away from physical access to the underlying computer
system.

Yet these additional safeguards often fail to prevent attacks from insiders.
Because many computer crimes are committed by insiders, these safeguards can
become useless. According to a recent survey [9], insider employees were the
culprits in an estimated 70% of computer-systems intrusions leading to losses.
In the most extreme case, even the proper user can use his account for deviant
activity. For example, a security officer may abuse his account privileges to down-
load secret files for illicit purposes. In a recent widely publicized case [4], an FBI
agent of the United States served as a spy for Russia and used his own account
to obtain top-secret information.

Even as computer technology advances and modern systems become more
secure, the problem of masquerading users remains a crucial hole in computer
security. A determined human intruder often preys upon security leaks and upon
errors in human behavior. Powerful as these technologies may be, cryptography,
biometrics, and other security mechanisms, often fail to undermine the main leak
in computer security: the human factor.

1.3 Previous Approaches

The artificial dataset used in this study has been studied by many researchers [1,
2,3,5,7,8]. Subsection 4.1 presents a summary of the dataset, and full details are
available in [7]. Before this paper, the best result was achieved by using a naive-
Bayes classifier with updating [5].

Schonlau and his colleagues [7] compared six different techniques for de-
tecting masquerading sessions. The review paper cited two techniques based on
statistical inference, two techniques from the machine-learning literature, and
two techniques based on heuristics.

In the two techniques of classical statistical inference, the command sequence
was modeled as a Markov chain, and a variety of hypothesis-testing procedures
were applied. The results were disappointing, suggesting that typical user com-
mand sequences cannot be modeled adequately by a Markov chain. The Markov
assumption also presented many technical difficulties, because there were not
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enough data to estimate the many parameters required by the model. A se-
quence of earlier technical reports [1,2,3,8], presenting several variations on the
Markov model for command sequences, were also disappointing.

Later, Maxion and Townsend [5] used a naive-Bayes classifier, which uni-
formly outperformed the six techniques summarized by Schonlau and his col-
leagues [7]. Maxion and Townsend formulated the anomaly-detection problem
as a classification problem by comparing each user against the other 49 users.
As a simplification, each session was reduced to a histogram, and the ordering of
the commands was ignored. Because each session was treated as a bag of words,
the problem became amenable to familiar techniques of text classification. At
0.013 false-alarm rate, the naive-Bayes classifier had a missing-alarm rate of only
0.385, a one-third decrease from the previous best result cited in [7].

1.4 Early Limitations

Both Maxion and Townsend [5] and Schonlau and his colleagues [7] tried to cor-
rect for the non-stationarity of user behavior by updating user profiles. In [7],
detectors with updating had fewer false alarms and generally outperformed the
versions without updating. In [5], the naive-Bayes classifier with updating per-
formed uniformly better than the naive-Bayes classifier without updating, by a
wide margin.

The results of [5] and [7] demonstrate clearly that updating the detector
produced significant improvements by lowering the number of false alarms. As
new sessions are presented to the detector, the detector must classify the new
sessions and update profiles. In both [5] and [7], the detector considers each
new session separately in sequence and must decide immediately how to classify
the new session. Once the detector decides that the new session is proper, the
detector then updates the profile of the proper user to include the new session,
as if the new session had been part of the training set.

There are at least two limitations to the updating scheme used in [5] and [7].
Principally, the detector must make a concrete decision whether to update the
proper profile with the new session. In many cases, the identity of a session is not
clear. Yet the detector is forced to make a binary decision before the detector
can continue, because future decisions depend on the decision for the current
session.

Furthermore, the detector suffers from its own mistakes. If the detector mis-
takes a masquerading session for a proper session, then after updating, the mas-
querading session will contaminate the profile of the proper user. Because false
alarms are quite common, the detector often leaves out a proper session from the
proper profile and potentially makes the same error on future sessions. In both
cases, an error made by the detector will be propagated onto future decisions.
Therefore, early errors are compounded at each stage and become quite costly
as time progresses.
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1.5 New Strategy

Because human behavior is complicated and non-stationary, predicting changes
in behavior is nearly impossible. The updating procedure used in [5] and [7] be-
comes impractical on users with erratic changes in behavior. In fact, any detector
built strictly on examples of past behavior is fundamentally limited because con-
cept drift is hardly predictable on the basis of old data.

In the online context, however, more information can be requested as soon
as concept drift is detected. Borrowing a chapter from active learning [6] in
classification, this paper proposes to use feedback from the user in the online-
classification problem. The detector can ask questions to prevent mistakes as
well as to improve future decisions. Naturally investigating the true identity
of a session is costly. Yet not soliciting feedback can result in far more costly
penalties, in the number of future false alarms and missing alarms.

This paper tests two simple policies for requesting feedback: feedback-on-
alarm and full feedback. Under the feedback-on-alarm policy, the detector asks
for confirmation after detecting a suspicious session. Under the full-feedback
policy, the detector asks for confirmation after each and every session. This full-
feedback policy is not practical but represents a theoretical limit, against which
the feedback-on-alarm policy can be compared.

The two simple feedback policies presented in this paper are applied to the
the naive-Bayes classifier used in [5]. As expected, feedback improves detection
rate. More surprisingly, the feedback-on-alarm policy performs almost as well as
the full-feedback policy. Apparently, the detector can dramatically improve its
accuracy by verifying the identities of a few carefully chosen sessions.

1.6 Outline of Paper

Following this introduction, Section 2 provides a brief background on the stan-
dard naive-Bayes classifier used for detecting masquerading sessions. Section 3
then formulates the strategy of using feedback in a more general setting. Sec-
tion 4 presents results of experiments on a standard artificial dataset. Section 5
discusses the advantages of the feedback-on-alarm policy as well as potential for
future work. Finally, Section 6 summarizes this paper’s main conclusions.

2 Background

The feedback-on-alarm policy proposed in this paper can be applied to any
detector operating in an online sequential context. To test the improvements
offered by this feedback policy, the base case will be the current best performing
classifier, naive-Bayes with updating but without feedback [5].

Although the feedback-on-alarm policy is a significant step beyond the naive-
Bayes classifier used by Maxion and Townsend [5], three elements introduced
there still apply here: the classification paradigm, the bag-of-words model, and
the naive-Bayes classifier. These three strategies are not unique to detecting
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masquerading sessions, but rather they appear in the far more general context
of intrusion detection and text classification. Below, a brief review of the three
elements appears in the context of detecting masquerading sessions.

2.1 Classification Paradigm

As in much of intrusion detection, examples of normal behavior are plentiful,
but intrusions themselves are rare. In the context of detecting masquerading
sessions, many examples of proper sessions are available. In the training data,
however, no masquerading sessions are known. Moreover, masquerading sessions
in the test data are expected to be rare.

Naturally, proper sessions in the training data are used to build the profile
of proper sessions. To create a profile for masquerading sessions, the sessions of
other known users in the training data are used. For the dataset of [7], this ap-
proach is particularly appropriate, because the artificially created masquerading
sessions do indeed come from known users excluded from the training set.

Each new session is compared against the profile of the proper sessions and
the profile of the masquerading sessions. The anomaly-detection problem has
been reformulated as a classification problem over the proper class and the artifi-
cially created intruder class. This reformulation allows many powerful techniques
of classification theory to be used on the anomaly-detection problem.

Even in a more general context of anomaly detection, the profile of the proper
sessions is defined not only by the proper sessions but also by the sessions of
other users. The extent of the proper profile in feature space is most naturally
defined through both the proper cases and the intruder cases. So the classification
paradigm is potentially useful even for other anomaly-detection problems.

2.2 Bag-of-Words Model

The so-called bag-of-words model is perhaps the most widely used model for
documents in information retrieval. A text document can be reduced to a bag
of words, by ignoring the sequence information and only counting the number
of occurrences of each word. For classification of text documents, this simple
model often performs better than more complicated models involving sequence
information.

Let C = {1, 2, . . . , C} be the set of all possible commands. User session num-
ber s is simply a finite sequence cs = (cs1, cs2, . . . , csk, . . . , cszs) of commands. In
other words, session number s of length zs is identified with a sequence cs ∈ Czs .
In the bag-of-words model, the sequence information is ignored. So cs is reduced
from the sequence (csk) to the multi-set {csk}.

As demonstrated in [5], the bag-of-words model outperforms many more
complicated models attempting to take advantage of the sequence information.
In particular, the techniques reviewed in [7] and earlier techniques based on a
Markov model of command sequences achieved worse results.
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2.3 Naive-Bayes Classifier

In the field of text classification, the simple naive-Bayes classifier is perhaps
the most widely studied classifier, used in conjunction with the bag-of-words
model for documents. The naive-Bayes classifier is the Bayes-rule classifier for
the bag-of-words model.

Suppose that each user has a distinct pattern of command usage. Let cs

denote the sequence of commands in session number s. By Bayes rule, the prob-
ability P (u|cs) that the sequence cs was generated by user u is

P (u|cs) =
P (cs|u)P (u)

P (cs)
∝ P (cs|u)P (u), (1)

where P (u) is the prior probability for user u. In practice, cs is assigned to the
user u0 = argmax {P (cs|u)P (u)|u = 1, 2, . . . , U}, among U different users. In
other words, the session cs is assigned to the user uo who most likely generated
that session.

In the naive-Bayes model, each command is assumed to be chosen indepen-
dently of the other commands. User u has probability puc of choosing command
c. Because each command is chosen independently, the probability P (cs|u), that
user u produced the sequence cs = (cs1, cs2, . . . , csk, . . . , cszs

) of commands in
session number s, is simply

P (cs|u) =
zs∏

k=1

P (csk|u) =
zs∏

k=1

pucsk
=

C∏

c=1

pnsc
uc , (2)

where nsc =
∑zs

k=1 1{csk=c} is the total count of command c in session s.

3 Theory

The simple naive-Bayes classifier is typically built on a training set of labeled
instances. Maxion and Townsend [5] demonstrated that classification accuracy
can be improved significantly by updating the classifier with newly classified
instances from the test set. The feedback-on-alarm policy in this paper extends
that updating process by incorporating information from the user. At the same
time, the theory explaining the benefits of feedback can also be used to justify
the success of the previous adaptive-without-feedback policy.

This section continues the development of the probabilistic model introduced
in Section 2. First, the maximum-likelihood formalism is used to estimate the
model parameters necessary for implementing the naive-Bayes classifier. Then
shrinkage estimators are introduced to account for rare commands. The effect of
feedback is explained relative to the likelihood model.

3.1 Maximum-Likelihood Estimation

In Section 2, the bag-of-words model for documents was introduced. The session
was defined to be a sequence of independent and identically distributed multi-
variate Bernoulli random variables over the set of possible commands. Then the
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general Bayes rule for classification was reduced to the naive-Bayes classification
rule. In practice, the parameters of the probabilistic model must be estimated
from the data itself.

From now on, only two distinct classes of sessions are considered, the proper
class and the intruder class. The indicator variable 1s = 1 exactly when session
s is a masquerading session. Let 1 − ε and ε be the prior probabilities that a
session is proper and masquerading, respectively; let pc and p′

c be the probability
of command c in a proper and masquerading session, respectively.

The log-likelihood Ls of session s is simply, up to an additive constant

Ls = (1 − 1s)(log(1 − ε) +
C∑

c=1

nsc log pc) + 1s(log ε +
C∑

c=1

nsclog p′
c), (3)

where nsc is the total count of command c in session s.
Assuming that all sessions are generated independently of each other, the

cumulative log-likelihood Lt after t sessions is, up to an additive constant

Lt =
t∑

s=1

Ls = wt log(1 − ε) +
C∑

c=1

nt
+clog pc + w′t log ε +

C∑

c=1

n′t
+clog p′

c, (4)

where

wt =
t∑

s=1

(1 − 1s), w′t =
t∑

s=1

1s, n
t
+c =

t∑

s=1

(1 − 1s)nsc, n
′t
+c =

t∑

s=1

1snsc. (5)

Here wt and w′t = t−wt are the cumulative numbers of proper and masquerading
sessions, respectively; nt

+c and n′t
+c are the cumulative counts of command c

amongst proper sessions and masquerading sessions, respectively, in the t total
observed sessions.

3.2 Shrinkage Estimators

Rare classes and rare commands may not be properly reflected in the training
set. To avoid zero estimates, smoothing is typically applied to the maximum-
likelihood estimators. This smoothing can also be motivated by shrinkage esti-
mation under Dirichlet priors on the parameters ε, pc, and p′

c.
Suppose that p ∼ Dirichlet(α), p′ ∼ Dirichlet(α′), and (1−ε, ε) ∼ Beta(β, β′).

Then the revised cumulative log-likelihood L is, up to an additive constant

Lt = (wt + β − 1) log(1 − ε) +
C∑

c=1

(nt
+c + αc − 1)log pc +

(w′t + β′ − 1) log ε +
C∑

c=1

(n′t
+c + α′

c − 1)log p′
c. (6)
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So after t total sessions, the cumulative shrinkage estimator ε̂t for ε is

ε̂t =
w′t + β′ − 1

t + β − 1 + β′ − 1
. (7)

The cumulative shrinkage estimators p̂t
c and p̂′t

c for pc and p′
c after t sessions are

p̂t
c =

nt
+c + αc − 1

∑C
d=1 (nt

+d + αd − 1)
, p̂′t

c =
n′t

+c + α′
c − 1

∑C
d=1 (n′t

+d + α′
d − 1)

. (8)

3.3 Updating Naive-Bayes Classifier

A new unidentified session t is suspicious if P (1t = 0|ct; θ̂t−1) is too small,
where θ = (ε, p, p′) denotes the model parameters. Equivalently from Bayes rule
Equation 1 on this two-class problem, the classifier under threshold h will flag
session t as a masquerade if

log
P (1t = 0|ct; θ̂t−1)

P (1t = 1|ct; θ̂t−1)
= log

1 − ε̂t−1

ε̂t
+

C∑

c=1

ntc log
p̂t−1

c

p̂′t−1
c

< h. (9)

After test session t is classified, 1t = 0 or 1t = 1 is fixed. The updated model
θ̂t = (ε̂t, p̂t, p̂′t) is calculated using Equations 7 and 8 and is then used to classify
the next test session t + 1.

3.4 Updating without Feedback

Initially, the training set is used to build the naive-Bayes classifier. As a new
unidentified session is presented to the classifier, that new session is scored by
the classifier and used to update the classifier.

For a session s in the training set, the identity is known. Specifically, 1s = 0
for a proper session, and 1s = 1 for a masquerading session in the training set.
For a new unidentified session, 1s is a missing variable that can be estimated
from the available data. For added assurance, however, feedback from the user
provides confirmation.

In Maxion and Townsend [5], the adaptive-without-feedback policy improved
remarkably on the frozen-profile policy. Feedback is used to verify the true values
of 1s for unidentified sessions. In the absence of feedback, however, the classi-
fier can make its best guess on 1s. If the classifier guesses 1s correctly, then it
is rewarded; otherwise, the classifier is penalized later. As long as the classifier
has reliable accuracy, it can trust its own guesses even without feedback confir-
mation. Naturally feedback provides more assurance and improves even poorly
performing classifiers.
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– Inputs:
• Target user u and cut-off threshold h for deciding new sessions.
• Initial training set R of identified sessions from all users.
• Sequence S of new unidentified sessions, purportedly from the target user u.

– Build initial classifier for user u on training set R. Use Equations 7 and 8 to
calculate initial model θ̂0 = (ε̂0, p̂0, p̂′0) from training set R.

– Loop over each new session t = 1, 2, . . . , S in test sequence S:
• Raise alarm 1t = 1 if Equation 9 holds.
• Evaluate decision 1t against actual identity of session t.
• Apply the feedback policy to correct 1t if necessary.
• Use Equations 7 and 8 to calculate updated model θ̂t.

– Outputs:
• Classifier model θ̂S for target user u built on training set R and updated by

the sequence S of sessions, under input threshold h and feedback policy.
• Online scores of sessions in sequence S, before feedback.
• False alarms and missing alarms under sequential evaluation on S.

Fig. 1. Sequential evaluation of feedback policy.

3.5 Sequential Evaluation

The algorithm for online classification of new sessions uses sequential presenta-
tion, sequential scoring, and sequential evaluation. For a fair comparison between
classifiers with and without feedback, all classifiers are evaluated sequentially,
on its initial predictions before the feedback is made available.

Figure 1 shows the algorithm used for sequential evaluation of online clas-
sifiers with feedback. The online classifier is presented with a sequence of new
sessions, one-by-one. The classifier also scores each sessions sequentially. More-
over, the classifier is evaluated against its predictions in a sequential manner. For
classifier using feedback, the classifier is still penalized by its initial scores. How-
ever, feedback allows the classifier to correct itself before updating its profiles
for the next session.

4 Results

The feedback policies are tested on a standard dataset previously analyzed by
other authors using different techniques. The dataset contains command logs
from 50 users on a UNIX multi-user system. For each of the 50 users, there is a
training portion without masquerading sessions and a test portion with possible
masquerading sessions from the artificially created intruders. To create artificial
intrusions, sessions from a separate group of 20 users are injected at random into
the command logs of the 50 known users.

First a brief overview of the reference dataset is provided below, but full
details are provided in [7]. Then the experiments performed are described in
detail. Finally, the results are compared with [5].
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4.1 Reference Dataset

For privacy reasons, the command options and arguments were deleted from
the collected logs, leaving only the commands themselves. For each of 70 users,
the first 15000 recorded commands were kept. Then 50 users were chosen at
random to serve as the dataset, and the remaining 20 users were excluded,
except to provide artificial intrusion data. For each user, the sequence of 15000
commands was divided into 150 sequential blocks, each containing 100 commands
in sequence. Each artificially created block is treated as a session. Therefore, each
of the 50 users had 150 sessions, each of 100 commands.

The first 50 sessions of the 50 users are declared to be free of intruders. These
50 sessions for the 50 users constitute the training set. The remaining 100 sessions
for each of the 50 users form the test set. Sessions from the 20 excluded users
were injected into the test portions of the 50 known users. The extra sessions in
the test portions are then removed, leaving just 100 test sessions for each of the
50 known users.

To prevent over-training on these command logs, the following details of the
data creation were not used as part of the classification procedure proposed in
this paper. Essentially, once an intruder has broken into a user account, he is
likely to return on the very next session. A proper session is followed by a mas-
querading session with 0.01 probability. A masquerading session is followed by a
masquerading session from the same intruder with 0.80 probability. A chain of
masquerading sessions is taken from that intruder’s log in a contiguous sequence.

4.2 Experimental Design

The details for one single experiment are described below. The example shows
how masquerading sessions on User 12 were detected. For other users, the same
analysis applies.

The full training set was divided into two classes. The proper class consisted
of 50 sessions for User 12. The intruder class consisted of the 50 sessions for each
of the other 49 users. So the intruder class was built on a total of 2450 sessions.

The test set for user 12 had 100 sessions, all purportedly proper sessions. The
classifier for user 12 was then run against each of the 100 sessions in a sequential
fashion, as detailed in Figure 1. The Dirichlet parameters αc − 1 = 0.01 and
α′

c − 1 = 0.01 for all c ∈ C were chosen to match the parameters used in [5].
Also to match [5], the fraction ε was held fixed in the model tested in this paper,
and consequently the ε term could be excluded from Equation 9. Equivalently,
session t was flagged as a masquerade under some threshold k when

C∑

c=1

ntc log
p̂t−1

c

p̂′t−1
c

< k. (10)

4.3 Composite ROC Curves

A separate classifier was created for each user and used to score that user’s
test sessions. The scores of different test sessions for one single user can be
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compared because those scores were assigned by that user’s classifier. However,
scores from different users cannot easily be compared because those scores were
assigned from different classifiers with different scoring systems.

To evaluate a policy’s success over the entire dataset of 50 users, a compos-
ite ROC curve can be useful. There are several common ways to combine the
individual 50 ROC curves into one single curve, but all methods are at best
arbitrary.

In this paper, all 50 classifiers were run on a common set of threshold cut-offs.
The composite ROC curve was also plotted over the same set of thresholds. At
each threshold, the false alarms were summed over all users. Similarly, at each
threshold, the missing alarms were summed over all users.

4.4 Experimental Results

The naive-Bayes classifier was built for each of the 50 users. Essentially 50 sep-
arate tests were conducted, one for each user. Rather than report the results
for each user separately, composite results involving all 50 users are reported
instead.

Under the full-feedback policy, the number of questions asked is equal to
the number of sessions in the sequence. Under the feedback-on-alarm policy, the
number of questions asked is equal to the total number of alarms raised, the
number of false alarms plus the number of true alarms.

The ROC curves were not adjusted in any way to account for the cost of
feedback. Instead, the algorithm in Figure 1 evaluated each decision in sequence
before feedback. Feedback was incorporated only after the classifier was scored
against its initial decision, and so the classifier may be penalized before it uses
feedback to change its decision. This sequential evaluation procedure placed
policies with feedback on equal ground with policies without feedback.

4.5 Boost from Feedback

Figure 2 shows the composite ROC curves of all 50 users, for false-alarm rate
in the 0.00–0.10 range. There are a total of 231 masquerading sessions and 4769
proper sessions. Four policies are compared: frozen profile, adaptive without
feedback, adaptive with feedback on alarm, and adaptive with full feedback. As
expected, policies with feedback uniformly outperform policies without feedback.
Surprisingly, the feedback-on-alarm policy performs almost as well as the full-
feedback policy.

Indeed, on the naive-Bayes classifier, the feedback-on-alarm policy outper-
forms uniformly the adaptive-without-feedback policy. In particular, for false-
alarm rate 0.002, the feedback-on-alarm policy reduces the missing-alarm rate
of the adaptive-without-feedback policy by 30%. To achieve this reduction, the
feedback-on-alarm policy asks about 0.002(4769) + 0.40(231) = 102 questions
total: 10 false alarms and 92 true alarms.

The ROC curves show that the incremental gains diminish in the progression
from the frozen-profile policy to the full-feedback policy. In changing from a
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Fig. 2. ROC curve composite over users 01–50.

frozen-profile policy to an adaptive-without-feedback policy, the classifier can
make primitive corrections for concept drift. In moving from adaptive-without-
feedback policy to the feedback-on-alarm policy, the classifier can correct itself
on false alarms. In moving from the feedback-on-alarm policy to the full-feedback
policy, the classifier can correct itself also on missing alarms.

Figure 3 shows the ROC curve for user 12 alone. On user 12, the adaptive-
without-feedback policy performs worse than random guessing. Apparently, the
adaptive-without-feedback policy updates the proper profile with a few mas-
querading sessions. Under the feedback-on-alarm policy, however, the improve-
ments are dramatic. In fact, the 50 ROC curves for each individual user typically
show that the feedback-on-alarm policy improves over the adaptive-without-
feedback by a significant margin.

5 Discussion

Applying feedback to the naive-Bayes classifier significantly improved detection
rates, over all settings. For false-alarm rate 0.002, the naive-Bayes classifier with
feedback-on-alarm lowers the missing-alarm rate by 30%. The feedback-on-alarm
policy performed almost as well as the full-feedback policy. Thus, the feedback-
on-alarm policy is both useful and practical in most realistic contexts.

5.1 Large-Scale Scenario

The feedback-on-alarm policy prevents contamination of profiles at a small bur-
den to the user. This advantage will become more dramatic as the number of
users and the number of sessions increase. As the classifier learns from more
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Fig. 3. ROC curve user 12.

cases, mistakes from earlier decisions are propagated onwards and magnified.
Without feedback, the errors are like to be compounded repeated at each suc-
cessive stage. In a large-scale scenario, the improvements from the feedback-on-
alarm policy over the adaptive-without-feedback policy are expected to become
far more pronounced.

5.2 Long-Term Concept Drift

The naive-Bayes classifier relies only on command frequencies. As a user’s be-
havior changes over time, the profiles built from past sessions become outdated.
An exponential-weighting process can be applied to counts from past sessions.
For the naive-Bayes classifier, this re-weighting of counts is especially simple.
Such an extension becomes even more valuable in realistic scenarios, where an
online classifier is used over an extended period of time.

5.3 Future Directions

Only the simplest feedback policies have been presented in this paper. In prin-
ciple, sounding an alarm and asking for feedback are two separate decisions,
based on two different criteria. More information may be gained from borderline
cases than from extreme cases. Choosing the set of sessions on which to request
feedback can be posed as an optimization problem under the likelihood model.

In the context of detecting masquerades, however, most users do not want be
faced with seemingly unnecessary questions. In practice, an alarm would trig-
ger an investigation, and so implementing the feedback-on-alarm policy incurs
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no additional cost. Moreover, this paper demonstrates that requesting feedback
on suspicious sessions is near optimal, performing almost as well as asking for
feedback on all sessions.

6 Summary

In previous approaches for detecting masquerades, the detector was forced to
make a binary decision about the identity of a new session. Without any assur-
ance on its decision, a classifier may update its profiles incorrectly and suffer
severe penalties at later stages. Under the feedback-on-alarm policy, the online
sequential classifier can confirm the identities of suspicious sessions. Experiments
on the naive-Bayes classifier show that the feedback-on-alarm policy reduces the
number of missing alarms from the adaptive-without-feedback policy by 30%.

The simple feedback-on-alarm policy has two advantages. Primarily, it cor-
rects false alarms, common in masquerade detection. Moreover, because in a
real-world scenario these alarms would trigger investigations, the feedback-on-
alarm policy incurs no additional cost. Compared to the full-feedback policy,
the feedback-on-alarm policy achieves competitive results, with far fewer ques-
tions. Essentially, the full-feedback policy corrects only a few missing alarms left
undetected by the feedback-on-alarm policy.

In principle, requesting feedback and raising an alarm are two separate de-
cisions. Yet because the simple feedback-on-alarm policy performs remarkably
near the theoretical optimal limit, the feedback-on-alarm policy is a natural
choice for practical implementations, even if more complicated feedback policies
can offer potentially better detection.
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