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THE EFFECT OF CONFIDENTIALITY ON THE 
STRUCTURE OF DATABASES 

Adrian Spalka and Armin B. Cremers 

Abstract We give in this work an answer to the question of how real-life confidentiality 
can be introduced to an open database in a declarative manner. We present five 
forms of real-life confidentiality, translate them in the context oflogic and show 
that only two forms can be brought in accord with databases that make the 
Closed World Assumption. These two forms, which correspond to real-life situ
ations in which we do not want to admit that we are trying to keep something 
secret, can be precisely defmed as distortions of the database's intended model. 
The main result of this work is a definition of a database with unequivocal static 
and dynamic semantics that supports real-life confidentiality at a declarative 
level. Two of its properties are that we never encounter polyinstantiation and 
that there is no inference. 
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1. INTRODUCTION 

Many works on databases commence with the statement that a database is 
generally regarded as an image of a given section of the real world. If we take 
a closer look at open relational and logic-based databases, we notice that great 
care has been taken to define their components in such a way that, within the 
chosen expressive frame, they represent the best possible copy of the elements 
of the real-world section. We cannot say that this is also true if we take a look 
at confidentiality. The only means a database system offers is a blurred and 
inadequate concept of rights. It is blurred because the right to select an element 
and the rights to insert, delete and update elements are grouped together. But 
the first right relates to confidentiality, which is the ability to get to know some
thing, and the remaining rights relate to competence and powers, which is the 
ability to do something. And it is inadequate because access restriction is mere-
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ly an often necessary tool for achieving confidentiality but there are only a few 
situations in which it is also sufficient. In order to introduce confidentiality to 
a database as a sound and useful concept, we must first investigate its forms in 
the real life. We must determine what do we precisely mean and want to 
achieve when we say 'X should be kept secret from B.'; we must investigate 
the ways we use to achieve this and the assumptions and preconditions on 
which the ways rely. And, lastly, we must find out which of the forms and ways 
can be expressed in and handled by a relational or logic-based database with 
the Closed World Assumption (CWA). 

Our approach is based on the following observation. The intended state of 
an open real-world section (OWS) is reflected in the intended model of an open 
database (ODB). A user who has access to the ODB can see all of it and modify 
it according to his powers. A database with confidentiality demands (CDB) 
must therefore correspond to a real-world section with confidentiality demands 
(CWS). The introduction of confidentiality into the OWS implies that the in
tended state ofthe OWS is distorted in front of a user from whom an element 
of the OWS should be kept secret- the OWS still exists, but the user is shown 
a CWS, which is a distorted OWS. To imitate this situation in databases, we 
must distort the intended model of the ODB and show the user a CDB such 
that the intended model of the CDB is a distortion of the intended model of the 
ODB. 

We show in this paper that there are three possible kinds of distortions: 
those based on external conventions, single-model and multi-model, and that 
these distortions can be derived from the ways confidentiality is handled in the 
daily life. We also identifY invariants of the ODB which cannot be distorted 
for if we do it the result can no longer be called a database. And, lastly, we 
present some criteria for the satisfiability of confidentiality demands. 

The first kind of distortions stems from the observation that if somebody is 
looking at something he does not know, instead of telling him what it really is 
we can tell him that it is something else. This kind does not require any changes 
to the database for we only distort the external convention of the meaning of 
some database elements. 

Single-model distortions transform the ODB with its single model into a 
CDB with also only a single model. In real life, this process corresponds to 
situations in which we do not want to admit that we are trying to keep some
thing secret. We present the user of the CDB with a single distorted model 
hoping that he is unable to notice the distorted parts of it. Single-model distor
tions are particularly difficult to realise since you must ensure that all invari
ants are satisfied and the users' powers are not violated. 

Lastly, multi-model distortions transform the ODB with its single model 
into a CDB with many models. The parallel to it in real life is a situation in 
which you admit that you have a secret or in which you pretend that you really 
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do not know the answer to a question, though you do. The problem with this 
kind is that, by definition, a database with the Closed World Assumption al
ways has a single model1. We also investigate the informal and formal sides of 
these distortions but we regard them as incompatible with our database. 

In today's databases the static and dynamic semantics and integrity con
straints have a clean declarative definition, whereas confidentiality is most of
ten reduced to low-level operational access rules. This situation makes it hard, 
if not impossible, to conduct formal examinations and derive properties capa
ble of proof with respect to confidentiality. The main contribution of this work 
is a declarative definition of confidentiality in databases with the CW A. The 
definition relies on the notion of a model which is a precise and well-under
stood element of mathematical logic. We also show that this is not a superficial 
definition - it reflects exactly two forms of confidentiality of the real life and, 
therefore, it is useful and easy to understand. It enables us to state confidenti
ality demands in the same declarative manner as, eg, we translate invariants of 
the real-world section into integrity constraints and we can formally investi
gate their satisfiability. The approach is undeniably more complex than a cou
ple of access rules, yet our secrets in the daily, real life prove that we are well 
able to handle it. 

The subsequent section presents a formal definition of a database. Section 
three focuses on previous works in this area. In section four we introduce some 
extensions to an open database which are necessary preliminaries to the intro
duction of confidentiality. The central part of this work, section five, discusses 
the effect of the various forms of confidentiality on the structure of databases. 
In the last section a conclusion briefly summarises our findings and presents a 
short outlook. 

2. BASIC DEFINITIONS 

An alphabet Q( is a non-empty and finite set of symbols, such that any string 
ofQ('s elements has a unique decomposition into Q('s elements. Q(* denotes the 
set of strings of finite length of elements of Qf. Let F = Q(* be the set of 
function symbols, P Q(* a finite set of predicate symbols, and 
p F: F-+ { 0} and p : P-+ N 0 the functions determining the arity of the sym
bols. Then L = (Qf, P, p) is a database signature. Let V be an infinite set of 
variables. Then T(L) = F U V is the set of terms over the signature L. 
T 0 (L) = F is the subset of ground terms. The set of atomic formulae over L 
is A(L) = {p{t1, ... , tn) I p E P,p(p) = n, t; E T(L), i = 1, ... , n} and 

1 If the application of the CWA to a database renders it inconsistent or yields several models, 
then the CWA is regarded is incompatible to the database and is not applied to it. 
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A0 (1:) is the subset of ground atomic formulae. With a E A(l:), a is a positive 
literal and ...,a a negative literal. The first order language over the signature 1: 
is the smallest set L(1:) with the following properties: A(1:) !;;;; L('1:) ; if 
cp, 1/J E L(l:) , then ( cp) V ( 1/J) E L(l:) ; if cp E L(l:) , then ..., ( cp) E L(1:) ; if 
cp E L(l:) and X E V, then VX: cp E L(l:) . L0('1:) is the subset of closed for
mulae, viz, all variables of a cp E L0(1:) are quantified. A normal clause is a 
closed formula a +-At A ••• A An in which all variables are assumed to be 
universally quantified, a E A(l:) is the clause's head and At 1\ ••• 1\ An, a 
conjunction ofliterals, its body. A clause is range-restricted if any variable that 
occurs in the clause occurs also in a positive literal in its body. C i1:) !;;;; L0(1:) 
is the set of range-restricted clauses over 1:. 

and Q be sets such that there is a w F E Q , w F : F -+ and for each 
pEP, p(p) = n, there is a wP E Q, wP : {True, False}. Then 
kt(l:) = Q) is an interpretation for the signature 1:. Alternative notations 
for restrictions to kt(l:) = Q) : 
• for ground atomic formulae: M(l:) : A0 ('1:) -+ {True, False} 
• for closed formulae: M0(''2.) : L0(1:) -+ {True, False} . 

kt(l:) is a mode 1 of ct>, kt(1:) E Mod( ct>) , ct> !;;;; L0(1:) , if 
Vcp E ct>: M0(1:)(cp) = True. (Some works on databases define a model as 
M-t(1:)(True)!;;;; A0 (1:) .) kf(l:) = Q) is a Herbrand-interpretation or a 
Herbrand-model if = T 0 (1:) and w F = id . 'I' !;;;; L0(1:) is a logical con
sequence of ct>!;;;; L0(1:), ct> 1= 'I', if Mod(ct>) !;;;; Mod('ll). 

We assume that the intended semantics of a set ci» !;;;; L0(1:) is defined by 
its completion2 with respect to 1:, comp(cl», 1:). 

Let 1: be a database signature, C !;;;; L0(1:) , Mod( C) '# 0 , a finite set of 
closed formulae over 1: and I!;;;; Cil:) a finite set of range-restricted clauses 
over 1: such that comp(I, 1:) 1= C . Then D = (1:, C, I) is a logic-based da
tabase with completion semantics. 1: defines the database language, C is the 
set of integrity constraints, I is a valid present state and the intended semantics 
of I is defined by the unique Herbrand-model M(l:) of comp(l, 1:) . 

3. PREVIOUS AND RELATED WORK 

In SQL only the GRANT/REVOKE SELECT statements, which apply 
only to relations, support confidentiality. Formally, the open database 
D = (1:, C, 1) with 1: = (Ql, P, p) has a set P of relations. If a user u does 
not possess the SELECT right to some relations, then there is a database 

2 Cf, eg, [2]. 
3 This definition ensures that the integrity constraints are satisfiable and that the completion 

has a unique Herbrand-model. 



The Effect of Confidentiality on the Structure of Databases 257 

D u = (Lu, C u• I u) with Lu = (Q!, P u• p) such that P u P and the re
maining components of D u are restrictions of the components of D to the el
ements of P u. Informally, we use this method to simply lie to the user: if an 
excluded relation is a base relation, then we lie to him about the extent of the 
real-world section which is known to the database and if the excluded relation 
is a view with an obvious connection to a base relation, then we lie to him about 
the truth value of the withheld tuples (they are true in the intended model of I 
but false in that of I u ). Note that D and D u are not two independent databases. 
Du is a distorted copy of D, which corresponds to a distorted image of the real
world section and any change applied to D u is immediately propagated to D. 
The SQL-approach has two disadvantages. Firstly, there is no way of storing 
in Du tuples that are not in D, ie, we cannot set a tuple's truth value to False 
in D and to True in D u • And, secondly, we have not found any manual, which 
tells you how to define P u in such a way that the restriction of D to D u results 
in a valid database D u and that a transaction accepted by D u will not be re
jected by D, ie, that D u retains the static and dynamic semantics of a database. 

Most other algebraic approaches are based on SeaView, a multi-level rela
tional data model introduced by [3]. It assumes that there is an open database 
D which is associated with the highest security level of a lattice of security 
levels and that a database D1 is associated with any other security level/. Since 
each D 1 is a restriction of D, the approach is in fact similar to that of SQL. The 
only difference is that in addition to reducing the set of relations, Sea View can 
also reduce the state. Thus, Sea View lies to the user in the same way as SQL 
does. But whereas SQL provides a clear informal concept and formal defini
tion of its notion of confidentiality, Sea View does not. The idea to bring 
NULL-values in connection with confidentiality and the idea that polyinstan
tiation - a phenomenon invented to justify a flawed design - is natural and 
inevitable resulted in situations in which the meaning of confidentiality is un
clear. The obvious consequence ofthese facts is that SeaView inherits all dis
advantages of SQL and adds to it a pile of its own problems. 

There are several works, eg [8], [5] and [1], which regard a formula as a 
unit of protection and a formula's confidentiality is defined as non-derivability. 
Whereas derivability is a unique notion, non-derivability can be formalised in 
three ways. Suppose that a formula cp E L(L) should be kept secret from the 
user u. Then, firstly, cp is not derivable in D u if cp cannot be expressed in the 
language of Du, ie, if cp $. L(Lu). Or, secondly, if cp is in D, then it is not in 
D u or vice versa, ie, if the truth value of cp in D u is opposite to that in D, ie 
M(L)(cp) = -.Mu(Lu)(cp). Or, lastly, if all true statements, which comprise cp, 
can be only reduced to a non-singleton OR-statement, ie, to a formula cp V 1jJ 
with cp 1/J. This situation implies that Du does not have a uni.que intended 
model but many .and there are two models .At( and Mu such that 
Mu(Lu)(cp) = -,Jvlu(Lu)(cp). This last interpretation is chosen by [8] and [1]; 
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[5] does not tackle the choices. 
Based on the conviction that standard logic is inadequate, [1 0] attempts to 

formalise the rules and properties of mandatory access control models4 in 
NTML, a non-monotonic logic, which, however, has been shown to be not 
sound. The main step in NTML is the assignment of a security level to all 
elements of the signature and to all formulae of D. l:u = (Qlu, P u• p u) is de
termined by the user's current security level and the components of Du are 
restrictions of the components of D to l:u. 

4. USERS AND POWERS IN OPEN DATABASES 

Before we can investigate the forms of confidentiality, we must realise that 
the ability to keep a unit of protection secret from a user is limited by two 
fundamental factors: the user's powers to change the present state, which must 
be respected, and the user's ability to learn about the unit's current state or 
existence without asking the database. Therefore, the first extension to an open 
database with respect to confidentiality is the inclusion of these concepts. 

Let D = (l:, C, I) be an open database. We assume that: 
• there is a finite set U = { u1, •.• , un} of users with legitimate access to D 
• for each u E U there is a set Ru A0 (l:) that reflects the user's powers in 

the real-world section, which means that a transaction T with the effect T 

executed by u 
• is rejected if T is not a subset of Ru , and 
• must be accepted by D if'r is a subset of Ru and does not violate the 

integrity constraints 
We say that Tis authorised if T is a subset of Ru . 

• for each u E U there is a set Ku A 0 (l:) that reflects the user's specific 
knowledge on the real-world section, ie his ability to learn about the cur
rent state or existence of some units without asking the database 
Then D = (l:, C, I, U, { Ru} u E U' { Ku} u E u> is an open extended data

base.5 
The rights Ru determine the transactions user u is authorised to execute. 

While the decision on a transaction's validity is made by the integrity con
straints, an organisation's or an application's security policy is solely respon
sible for the granting and the revocation of an authorisation. This means that 
we must distinguish the reasons because of which a transaction can be rejected. 
If it is because of a violation ofthe state's validity, then the integrity constraints 

4 Cf, eg, [4]. 
5 Note that there are no confidentiality demands, ie, the users are still allowed to know every

thing. 
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make the reasons explicit, and, at the same time, provide the justification -
both are visible and comprehensible to the user. If it is for lack of authorisation, 
then the user can neither find the reasons nor the justification within the data
base. The security policy is only reflected in the rights - it is not stated there. 
Thus if a user is puzzled about a missing right, then it is not the database, but 
the persons who set up the security policy that are responsible for providing a 
satisfactory explanation. Since this work is on confidentiality, the consequenc
es of failing to do so can be neglected from our viewpoint as long as no infor
mation must be kept secret from the user. Otherwise, this behaviour may well 
affect a user's trustworthiness in the negative. 

The purpose of the set Ku is that its elements cannot be kept secret from u. 
The question of how to determine Ku precisely has, of course, no single true 
answer. But the semantics of the powers, Ru, tells us that the least a user can 
know about the real-world section is what he has arranged or is able to do so, 
ie, Ru is a lower bound on Ku . 
ASSUMPTION 1 Ru Ku always holds. 

5. CONFIDENTIALITY IN DATABASES 

This chapter investigates the transition from an open database (ODB), 
which corresponds to an open real-world section, to a database with confiden
tiality demands (CDB), which corresponds to a real-world section with confi
dentiality demands. 

5.1 Distortion of the intended external convention 

The algebraic and logic-based theory of databases is not concerned with the 
question of how does a database user know the real-life meaning of the relation 
names and the attribute values, ie the elements of the signature. As long as the 
database is open, this question is, admittedly, of little avail to the theories. 
However, the situation changes as soon as we introduce confidentiality. 

The actual correspondence between the elements of the real-world section 
and the elements of the signature is established in two steps. Firstly, the persons 
who communicate with the real-world section are identified with the users who 
communicate with the database. Secondly, the real-world meaning of an ele
ment of the signature is fiXed in the intended external convention, a convention 
intelligible and known to all legitimate users. 

In open databases the real-world objects and their properties are taken to 
be indistinguishable from their names in the signature of which the users have 
an implicit understanding. One could object that if this level of abstraction was 
questioned, then one could proceed ad infinitum, and the ironic end would be 
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the situation in which one is not able to refer to a real-world object in a con
versation but to point with a finger to this object itself. In practice, however, 
this argument misses the nature of codes, watchwords and other secret arrange
ments. Their usefulness relies on the fact that a group of people is in the know 
of only a single additional level of indirection with respect to some names' 
natural-language semantics. The sentence 'Tonight we go to the pub' gains a 
different meaning for the members of a gang who, in order to hide their inten
tions, have agreed to denote a bank as a pub. To take this situation into account, 
we assume that a signature is a syntactical object with semantic intentions in 
respect of its real-world meaning, which are stated in an explicit convention. 

Let [ be the intended external convention of l: = {Ql, P, p), the signa
ture6. If an element ofl: should be kept secret from a user u, we can present to 
him [u , a distortion of[. 
EXAMPLE 1 Suppose that 
• hot_ fields is a relation, ie an element of P, and its intended external con

vention is [(hot_fields) = 'is a secret airfield' 
• red E T 0 (l:) is an attribute value and [(red) = 'alert condition red' 

If a user is unaware ofthe intended meaning of these symbols and we would 
like to keep it secret from him, then we can offer him the following external 
convention [u, which is a distortion of[: 
• [u (hot_ fields) = 'is a favourite holiday spot' 
• [u (red) = 'the colour 

First of all, we do not gain any relevant insight if we try to formalise [ since 
it is the final level of describing the meaning of an image of a real-world sec
tion. For that reason the database has no way of influencing the intended ex
ternal convention. On the one hand, this makes this distortion quite simple to 
apply because the database does not need to be changed in any way. On the 
other, its applicability is limited to only a few situations. Assumption 1 tells us 
that the user has no update rights to tuples with a distorted convention. Other
wise, we were in for a home-made sabotage. Suppose that user u of Example 
1 changes red to green because he wants to give something a fresh look - this 
is a, possibly unintended, distortion of the open database with respect to the 
intended external convention and it confuses all users who rely on it. It is also 
useless in many other situations. It may be only of some help if the user is a 
guest who somehow sees a part of the database. 

Since distortions of the intended external convention cannot be influenced 
by the database we do not examine it further and assume from now on that all 
users u E U have a uniform intended external convention. 

6 Note that a convention does not apply to the tuples' truth values. All elements of the data
base state are taken as true and all remaining ones as false. 
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5.2 Multi-model distortions 

Multi-model distortions are a formalisation of two situations: 
i) somebody pretends not to know the answer to a question though he does 
ii) somebody admits to have a secret 

The intention in both cases is to construct a CWS by introducing a certain 
degree of blur into the OWS. 

An example of the first case is the question 'Where does this plane go to?' 
and the answer to it 'I really do not know'. Since you know or see that the plane 
has left, this answer tells you that the plane may go to any airport within its 
reach and on which it can land. Suppose that the meaning of the predicate W 
is 'is the destination of this plane', then, formally, this answer can be represent
ed as the finite disjunction W(Rome) V W(Paris) V ... V W(London), if 
Rome, Paris and London qualify as possible destinations. We can describe this 
situation with respect to the open database with its unique intended model 
M('L) as follows. Suppose that Rome is the intended destination. Then the 
CDB for the user u, who asks the question, is constructed by replacing M('L) 
with a finite set of models <mu('L) such that: 
i) The CDB claims that <mu('L) is the smallest set of its models 
ii) l<JRu('L)l > 1 , ie the state of some elements of the real-world section is 

unknown and there is no unique intended model 
iii) M('L) E <mu<'L) , ie the intended destination is among the possible destina

tions 
iv) There is at least one E <mu('L) such that 

A,(('L)(W(Rome)) = False, ie at least one choice tells you that Rome is 
not the intended destination 
An example of the second case is the question 'How much do you earn?' 

and the answer to it 'I know it but I will not tell it'. Informally, you are told 
that the amount of the salary is secret. Formally, the answer can still be repre
sented as a finite disjunction since the lowest amount is fixed by law and the 
highest amount by common sense. The formal representation of this case in the 
database is identical to that of the first case with the exception of points ( i) and 
(ii): 
i) There is an ODB with a unique intended model and the CDB is a distortion 

thereof 
ii) l<mu('L)j > 1, ie the state of some elements of the real-world section is 

deliberately blurred 
Of these two cases the first one is not applicable to our database because it 

violates its definition. The statement that the OWS cannot be represented more 
precisely than by a non-singleton set of models, <mu('L), contradicts the CWA, 
which, if compatible to the database, always yields a unique intended model. 

The second case has several problems. Firstly, in order to give an indefinite 
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answer, the semantics of the database has to be extended. Secondly, there are 
no satisfactory approaches to the representation of and its operational 
treatment. Whereas these problems can be solved, its main flaw is shown by 
[8]. They use a censor who takes into account the user-knowledge and the 
dialogue up to that time and who decides on the database's answer. The censor, 
who never lies, gives the indefinite answer if he believes that the user will be 
able to deduct the secret with the help of a precise yes/no-answer. The authors 
demonstrate that this can still be of little avail since the user can make use of 
the censor's reasoning in his own one and discover the secret. 

Thus, we conclude, multi-model distortions cannot be used to introduce 
confidentiality to an open database. 

5.3 Single-model distortions 

Let us now turn our attention to situations in which confidentiality is un
derstood in the sense that we would also like to keep the fact confidential that 
we have a secret. 

5.3.1 Distortion of the truth values 

An example of such a situation is the question 'Where does this plane go 
to?' and the answer to it 'To London', though you know that Rome is its in
tended destination. Since you also want to keep it secret that your answer is a 
lie you must take many additional precautions. Firstly, you must ensure that 
your answer complies with the general knowledge on the real-world section, 
eg, that this plane can indeed fly to and land in London. Secondly, you must 
ensure that the person who asks the question is unable to modify your secret 
and any information related to it, eg, that he cannot order this plane to Paris or 
add a cargo of grapes, which never arrives in London. And, lastly, when con
fidentiality is no longer desired you must inform this person of its true desti
nation, eg Rome, and remove the lie used to cover it, eg London. 

This situation has the following formal correspondence. Suppose that the 
user u asks the question. Then you present to u a CWS with the following 
properties: 
• You pretend in front of u that the statement 'This plane flies to Rome' has 

the opposite truth value in the CWS as in the OWS 
• In order to satisfy the integrity constraint 'Every plane has a destination' 

you use an alias, London, and pretend in front of u that the statement 'This 
plane flies to London' has the opposite truth value in the CWS as in the 
ows 

• You must check that u does not have the powers to alter the plane's desti
nation and cargo 



The Effect of Confidentiality on the Structure of Databases 263 

• You must record that the statement 'This plane flies to Rome' should be 
kept secret in front of u and that the statement 'This plane flies to London' 
is only used as an alias for the first statement, so that when the truth value 
ofthe first statement in the CWS is adjusted to that in the OWS, the same 
must be done for the alias. 
With this in mind, it is easy to translate the situation in the context of our 

database. Recall that 

{True, False} (1) 

is the intended model of the ODB. We now construct Du = Cu, lu), 
the CDB, with : {True, False}. Let a be the tuple which 
should be kept secret. Then: 
i) set = ie set the truth value of a in the CDB to the 

opposite of its truth value in the ODB 
ii) if there are some integrity constraints 'ljJ 1, ••• , 1/Jm E Cu which are no 

longer satisfied due to step (i), try to find one or more aliases P1, ••• , Pn 
such that 'ljJ 1, ••• , 1/Jm are satisfied if we set = for 
all i = 1, ... , n 

iii) check that a, P 1, ••• , Pn $. Ru to ensure that u cannot destroy our secret 
iv) if u can now execute a valid and authorised transaction with respect to D u 

which, however, will be rejected by D, prevent it- try to find one or more 
aliases y 1, ••• , Yk such that, if we set = for all 
i = 1, ... , k, then every valid and authorised transaction with respect to 
D u is also accepted by D 

v) to record all these distortions we must introduce an alias-log P: 
a) insertP(Du,a,secret, {{j 1, ••• ,pn,y1, ••• ,yk}) intoP 
b) if some of the aliases <5 1, ••• , <51 E {{j 1, ••• ,pn, y 1, ••• , Yk} have 

required further aliases for themselves, then insert 
P(Du,d;,alias, ... i = 1, ... ,/ 

There are no changes to the signature and to the integrity constraints 
Cu, ie = Cu = C and Du = C, Iu) As long as we have a rela
tional database, there is a simple correspondence between the content of the 
state Iu and the intended model 

Thus, we have constructed a function which represents the intended model 
ofthe CDB Du, 

: {True, False} (2) 

which assigns to all tuples that do not occur in the alias-log P the same truth 
value as (1), the intended model of the CDB, does and which assigns to all 
tuples that occur in P, ie, which should be kept secret from u or are a conse-
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quence of this confidentiality demand, the opposite truth value than ( 1) does. 
In this sense we can say that (2) is a distortion of ( 1) and the parameter of the 
distortion is the assignment of truth values. 

To draw a parallel to real life, we hide a secret by telling some more lies 
and pretend that everything is in perfect order - at the same time we are well 
aware of the possibility that other people behave in the same manner in front 
of us. 

This type of confidentiality applies only to ground atomic formulae, ie tu
ples - we cannot change the truth value of a term, ie an attribute value, or a a 
relation because they, simply, do not have truth values. To include this type of 
confidentiality in our database we only have to include the alias-log P into it. 
Thus, the open extended database with users and powers 

now becomes a database with confidentiality 

(3) 

To construct a particular distorted database Du we take the model of D, 
apply the distortions recorded in the alias-log P to it and then translate the 
distortions of the model to distortions of the state of Du. 

5.3.2 Distortion of the domain 

An apparent shortcoming of the above-defined type of confidentiality is 
that we are unable to keep the existence of, eg, the starship Enterprise secret. 
Suppose that in the first step we remove the tuple Starships(Enterprise) from 
the Starships relation in the distorted database. But then, in step four, we notice 
that we need an alias to preserve the database semantics but there is none. Well, 
one can object that we can remove all tuples that comprise the name Enterprise 
from the user's update rights. But if he has the powers to buy new starships 
how do we justify in front of him the fact that he is not allowed to name a new 
starship Enterprise? This problem is quite important in practice since, eg, there 
may be a public hangar for the Voyager starship and a secret hangar for the 
Enterprise. To distinguish this type of confidentiality from the previous one, 
we must note that the object of confidentiality of the previous type is the truth 
value of a statement. Here, the object of confidentiality is the existence of 
objects and properties. 

A solution to this problem, structured name-spaces, is presented in [9]. 
Here we show only how structured name-spaces can be interpreted as a distor
tion of the intended model. 
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We recall that real-world objects correspond to attribute values of a tuple 
or terms and properties to relations or predicates. In order to keep the existence 
of an object or a relation secret the database must pretend that it is not an 
element of the real-world section, ie, when asked about it a possible answer is 
'I do not know what you are talking about'. If we again take a look at the 
intended model, : A -. {True, False} , then we note that the previ
ous type of confidentiality modifies the value of this function at certain points. 
Now, to pretend that some objects or properties are unknown, this function 
must become undefined at all points, which comprise the secret object or prop
erty. The obvious way to achieve it is to remove these points from the func
tion's domain Since is determined by the we can 
modify it only by Some of the previous works have shown that 
it is quite easy to present to a user u a database with a distorted signature 

= (Q!, P u• p u) from which some relations are removed, ie P u P. In this 
case the user is not told that, eg, there is a relation that stores a cargo's value, 
but he can still ask about Enterprise. To prevent him from doing this we must 
structure the database's flat name-space. To give an example, a file system can 
store two files with same name if they are in different directories. Here, the full 
path-name of the directory serves as a name-space selector and the name of the 
file is a local name within the selected name-space. 

[9] come to the conclusion that following modifications to = (Q!, P, p), 
the signature, are necessary to obtain a database with structured name-spaces: 
• Q!* is regarded as a universal name-space 
• There is a new set E of name-space selectors 
• N = E x Q{* is the new global universal name-space and 

(a, b) E Ex <U* an element of it 
• The sets of terms and predicates are now defined over N (and not over Q! * ) 
• For each user u E U there is a set Eu E of name-space selectors avail

able to u, which defines his personal universal name-space 

At a first glance, we must extend our database with two components: E and 
the set of all Eu. However, [9] show that if confidentiality is the purpose for 
using structured name-spaces, then setting 

E = :p(U) (4) 

the power-set of U, already offers maximum flexibility. 7 We therefore as
sume ( 4) and give the final definition of a database with confidentiality: 

7 It is also sufficient to model multi-level structures. 
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(5) 

We just need one more word on P. The intended model of D is now the 
function 

M(L) : A0 (L) -+ {True, False} (6) 

such that A0 (L) is defined over N, and the intended model of a distorted 
database D u is now the function 

(7) 

such that A 0 (Lu) is defined over N u . If we begin the construction of (7) 
by reducing (6) to A0 (Lu), then we need to store in the alias-log P only the 
reversed truth values with respect to A0 (L). 

5.3.3 Some remarks 

In ( 5) we have arrived at a database that supports two forms of confidenti
ality. It is a well defined database in the following sense: 
i) Its static semantics is identical to that of an open database, viz, both the 

open database and any distortion thereof have a unique intended model 
ii) Its dynamic semantics is a natural restriction of that of an open database 

since a transaction must be both valid and authorised to be accepted8 

iii) It defines the meaning of confidentiality in a precise declarative manner 
and there is a clear correspondence to the real life 

iv) As in real life it rejects confidentiality demands that are recognised to be 
not satisfiable 
A consequence of point (i) is that we do not even need to think ofpolyin

stantiation. Since we have a clear distinction between the ODB and any CDB, 
we always precisely know the intended state of affairs in the OWS and we have 
full control of the distortions in any CWS. 

A consequence of the points (i), (ii) and (iv) is that we also do not need to 
think of inference. With respect to our approach, inference can be defined as 
the ability of a user of a CDB to discover one or more distortions and, thus, 
infer its intended state in the ODB. However, the way we have constructed (5) 
precludes exactly this possibility. Well, of course, the user of the CDB may 
know somebody who knows something about a distorted element- that's life, 
but what is more important is that our database cannot do anything about it. It 

8 However, it is much harder to define and compute the effect of a transaction if the users are 
embedded in a hierarchy of groups. We will soon report on this problem in a paper. 
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can take into consideration only those elements of which it knows- and these 
are precisely stated in (5). 

We have identified five forms of confidentiality and shown that one of it 
cannot be influenced by the database, two of them are not compatible with the 
CWA and the final two forms can be integrated in a database. There is probably 
no formal proof that there are no other forms of confidentiality but if we iden
tify the semantics of a database with its intended model, then there are no other 
ways of distorting a function. The only additional distortion we can apply is to 
include alias-predicates in the distorted domain, ie, the CDB comprises rela
tions that do not exist. However, we do not regard this distortion as a form of 
confidentiality but only as a tool for the satisfaction of confidentiality de
mands.9 

Lastly, this paper gives only a definition of a database. The important ques
tion of how we determine whether a confidentiality demand is satisfiable and, 
if it is, how we compute the necessary distortions, is left open. We will present 
an answer to it in the near future. 

6. CONCLUSION 

The motivation for this work is the question of how we can introduce real
life confidentiality in an open database in a declarative manner. In a first step 
we have introduced users and their powers in the open database and argued that 
the powers users have in real life must also be respected by the database, which 
implies that there is a set of clearly not satisfiable confidentiality demands. We 
have then presented five forms of real-life confidentiality, we have translated 
them in the context of logic and shown that only two forms can be brought in 
accord with the Closed World Assumption in our database. These two forms, 
which correspond to real-life situations in which we do not want to admit that 
we are trying to keep something secret, can be precisely defined as single
model distortions of the database's intended model. Our view that confidenti
ality must be seen as a distortion of an open world-section has led us to a 
database with confidentiality, which is an extension to open databases, ie, it 
possesses unequivocal static and dynamic semantics. A consequence of this 
and some other properties is that we never encounter polyinstantiation and that 
there is no inference. The most important result of this work is the fmal defi
nition of a database with confidentiality. We have shown that the components 
of this database are necessary in order to introduce real-life confidentiality to 
an open database. 

9 We presently investigate whether there are situations in which the inclusion of false predi
cates is necessary. 
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In the near future we will present more details on the definition and execu
tion of transactions in our database and some methods for the enforcement of 
confidentiality demands. 

Lastly, we would like to make a remark on a problem that is closely related 
to confidentiality, though not an issue of the database design. In a database that 
supports confidentiality, users and programs can receive incomplete or wrong 
information. This distorted information is often used in further decisions. We 
believe that at this stage it is the responsibility of users who state confidential
ity demands to contemplate on their negative consequences and implications. 
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