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Abstract 
Visualization - the transformation of data and information into multimedia includ
ing pictures, animation and 3D scenes - enables users to understand information 
more naturally. It reveals patterns and relations in the information which may oth
erwise remain hidden. As a consequence, it can provide a single user with enough 
valuable information to support decision making. In addition to this, visualization 
can also be used to explain information to other people. In this case, the results of 
visualization are deployed as arguments in collaborative decision making. 

This paper discusses a distributed visualization architecture which supports col
laborative decision making. The architecture is designed with the following consid
eration in mind: "multiple users, with different information needs, require multiple 
views or perspectives of the data." Additionally, in order to support the cooperation 
between users during the decision making process, we extend the architecture with 
collaborative aspects including session management, and the exchange of visualiza
tion perspectives. 
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1 INTRODUCTION 

Visualization is used to give better insight into data by showing a visual represen
tation of the information. Visualization is becoming increasingly important because 
people are suffering from an information overload caused by enormous amounts of 
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data. By using visualization we can first explore a comprehensive overview of the 
information and later decide to zoom in on the details. 

Currently, people are using visual representations of information for two differ
ent purposes. First, visualization is often used to understand information. A visu
alization gives quick insight into information using humans' remarkable perceptual 
abilities (Shneiderman 1998). Second, visual representations are used to show in
formation to other people. Shneiderman (1998, p. 522) states that the bandwidth of 
information presentation is potentially higher in the visual domain than it is for me
dia reaching any of the other senses. For example, news papers are full of graphs to 
show economic growth or the developments on the stock exchange market. In the 
first case, when using visualization to understand information, we often apply it in
dividually (although it is surely useful to try to understand information in a group 
process). In the latter case we are communicating with other people because we try 
to illustrate something, or we want to convince them of our point of view. 

In addition to static visualizations (2D images), current technology enables a 
new form of visualization: the interactive visualization of dynamic data. In recent 
years, the desktop computer has evolved from a text/picture based system to a fully 
multimedia-enabled workstation. This offers a great opportunity to deploy visual
ization on multimedia desktop computers. Visual representations consisting of inter
active 2D or 3D animations enable the visualization of dynamic data coming from, 
for example, running simulations. Furthermore, multimedia PCs connected to fast 
networks allow desktop video conferencing, enabling direct user-to-user communi
cation. 

Structure The next section illustrates why visualization is useful to support col
laborative* decision making in a business process re-design project. Section 3 briefly 
describes the distributed visualization architecture (DIVA), intended for multi-user 
visualization. After discussing issues in collaborative visualization in Section 4, we 
will describe our architecture extended with collaborative aspects in Section 5. The 
sixth section illustrates DIVA from a user's point of view by means of a sample vi
sualization. Finally, in Section 7, we will end up with conclusions. 

2 RE-DESIGNING BUSINESS PROCESSES AT THE GAK 

Our example concerns the GAK (GemeenschappelijkAdministratie Kantoor), which 
is the largest provider of social security in the Netherlands. The GAK organization's 
main services are the registration and collection of insurance premiums, and the 
payment of social security benefits. 

ASZ, which is the IT company of the GAK Group, builds and maintains the in
formation systems that the GAK is using. Currently, the information infrastructure 
consists of several large databases, hundreds of separate applications and little inte-

* In this paper we will use the terms collaboration and cooperation interchangeably. 
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gration. To improve this, ASZ is investigating a software architecture that combines 
the databases, legacy software and new applications into a highly integrated system. 

This development will certainly have an impact on the business processes at the 
GAK. The company will be able to improve current services and to offer new ones. 
However, deciding how the new business processes must be organized and what the 
consequences of some decisions will be is not at all trivial. 

To assist the managers in studying the alternatives we create business-process sim
ulations to execute the re-design alternatives (Eliens, Niessink, Sch6nhage, van Os
senbruggen & Nash 1996). The managers are now able to run the simulations and 
experiment with the re-design alternatives themselves. To fully exploit the potential 
of business simulations we allow the managers to visualize and discuss both the re
sults of the simulation, e.g. the costs and profits, and the running simulation itself, 
e.g. to illustrate the activities in the re-designed alternative. 

Example: registration of new companies 

As a concrete example, consider the process of registering the employees of a newly 
established company for social security. In the past, the employer had to go to a num
ber of counters to fill in the required forms. When the client had forgotten something 
needed for the registration, he had to go back to get it and start the whole procedure 
again. 

As a re-designed alternative we want to explore two options. First, all the paper 
forms could be combined i:!lto a single computer application. All forms could then be 
filled in at once, in dialogue with a single GAK employee. Second, a GAK employee 
might be able to go to the newly established company. There, using a laptop, she 
could fill in all of the needed information by asking it directly to the client on the 
spot. 

To decide which alternative is preferable, we have to consider a number of as
pects including the cost of the alternative, the satisfaction of the clients, and the time 
needed to register the company. 

A visualization of the business process flow is useful in explaining the business 
process alternatives, . This illustrates who is performing which tasks and how the in
formation flows through the model. Additionally, a geographical visualization shows 
how far and how often clients and employees of the GAK have to travel. The costs, 
waiting times and other statistical information of the re-designed alternatives can be 
presented using statistical visualizations, such as charts and histograms. 

The decision makers, who are spread out over the country, plan to make the defini
tive decision at a meeting. However, before that, they want to prepare and discuss 
several alternatives. The above mentioned visualizations offer the decision makers 
(and other interested employees) a common ground for discussion. 

Essentially, we want to support two forms of collaboration: synchronous distributed 
and face to face (Ellis, Gibbs & Rein 1991). In order to help the participants prepare 
for the meeting, we first support synchronous distributed collaboration where the 
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users cooperate at the same time but in different places. Secondly, at the meeting, 
where the decisions are made, the decision makers will discuss the selected alterna
tives face to face, i.e. same time, same place. 

3 MULTI-USER VISUALIZATION 

As the above example illustrates, it is useful to take visualization from the single 
user domain into the realm of distributed multi-user systems. This makes it possible 
to discuss shared information sources. 

However, multiple users with different backgrounds have different information 
requirements. In the example above some managers might be interested in the re
source allocation (who is using what) of the re-design alternative, while others might 
be more interested in the financial aspects. To support these different information 
requirements, multiple perspectives (or views) on the information are required. So, 
based on the same simulation, we distinguish alternative perspectives that visualize 
different aspects of the re-designed process. 

The need to have multiple perspectives was the main motivation for designing 
the distributed visualization architecture (DIVA). Additional requirements were the 
support for interactive visualization to allow for experimentation, and visualization 
at the user's desktop by means of a networked or web-based architecture (Schonhage 
& Eliens 1998). 

We regard the process of visualization as a transition of data through a sequence 
of models, starting with the generation of data and ending with the presentation of a 
visualization (Schonhage & Eliens 1997). To allow for multiple perspectives on the 
data, we introduce an intermediate model between the generation and presentation of 
information. This intermediate model contains information based on the originally 
generated data, adapted to the information requirements of its users. 

Figure 1 Conceptual architecture 

Figure 1 depicts our architecture on a conceptual level. The primary model is 
the source of the information and contains explicitly or implicitly all information 
available. A conceptual mapping gives us the ability to adapt the raw information 
in the primary model to our information needs. Consequently, information in the 
derived model differs from data in the primary model in two ways. Primarily, only 
valuable information is selected to be present in the derived model and, secondly, 
informatiJn derived from primary data is added in the derived model. 
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How we present the derived information is specified in the presentational mapping. 
Here, information concepts in the derived model are mapped onto generic visualiza
tion primitives. The final presentation is the content of the presentation model. For 
example, when using DIVA for 3D visualization, the presentation component con
tains a 3D scene through which end users can navigate. For a more detailed descrip
tion of DIVA see Schonhage & Eliens (1997) and (1998). 

4 COLLABORATIVE VISUALIZATION 

In DIVA, multiple users can have their own presentation model (perspective) while 
sharing a common resource. However, in this approach the different users have the 
feeling that they are the only user of the shared resource. There is not yet support 
that allows a user to be aware of other users or to interact with them. Our goal is 
to expand the architecture to support users to collaborate with each other. Here, 'to 
collaborate' means that the users are able to discuss visualized information in order 
to reach a decision. 

The next section will address the issues that are involved in this restrictive notion 
of collaborative visualization. Then, we will discuss the requirements for an extended 
DIVA architecture in Section 4.2. 

4.1 Issues 

DIVA focuses on visualizing information from different perspectives. We can distin
guish between two distinct phases of activities within this approach. 

The first phase is to define and experiment with the perspectives. This activity 
is done mostly in solitude, although multiple users can share a primary model or a 
derived model. The purpose is to determine the information need and the relevant 
data for that need. 

The second phase is that of multiple users collaborating by reviewing and dis
cussing the different defined perspectives. This article focuses on the latter, the col
laboration phase. 

When a group of people collaborates, the group members must share a common 
workspace (Ellis et al. 1991). The task of a group of users is to interact with each 
other and present different views on shared information. Let us assume that the goal 
is to reach a decision, for instance, concerning which model to choose for a business 
process re-design project, as in the example of Section 2. 

Sessions Collaboration normally takes place in some kind of meeting, which can 
differ in interaction protocols, group size, formality, etc. Each participant of the col
laboration can have one or more roles depending on the sort of meeting. A role is a set 
of rights and obligations (Ellis et al. 1991). We distinguish the following roles: chair, 
listener, talker and interactor. The chair sets up the session, a listener is a passive par-
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ticipant, a talker is actively explaining his arguments and, finally, an interactor is able 
to interact with shared resources. The rights and obligations of the different roles are 
determined by the interaction protocol. The possibility to switch roles dynamically 
is important, since a listener can change into a talker from one moment to the other. 

Collaborative visualization in DIVA is a virtual meeting, where the participants are 
at different places and their desktops are connected by a network. We will call the 
event of such a virtual meeting a session. Session management should support several 
kinds of sessions and thus be able to handle changing numbers of participants, their 
roles and interaction protocols. 

The notion of subgroups makes it feasible to split the total group of participants 
in (non disjoint) groups. These subgroups can communicate separately or perform 
subtasks. Subgroups can come into existence dynamically. 

Sharing perspectives It is important that the cooperators can show their personal 
perspective or view to other participants, in order to support their arguments in a 
discussion. One way to share views is for one participant to enforce his perspective 
onto another user or group. Views can also be shared by means of a perspective 
repository, where participants can select a perspective they would like to consider. 
The perspectives they can choose from, must be deposited by other participants. 
This implies that not every participant should have to create her own perspective 
before joining a session. Obviously, there is a need to maintain meta-information, 
explaining what the perspectives are about. 

Interference versus non-interference The common basis for the collaborators is 
the primary model, for instance, embodied by a simulation. Several derived models 
can depend on the primary model, and derived model could be related to a number 
of presentation models. When collaborating, the common basis should be the same 
for all the cooperators at every moment in time. To assure consistency, it is best 
to have the simulation act autonomously without the slightest interference. We will 
refer to this as non-interference. Non-interference does not restrict the possibility for 
each user to create his own perspective in any way. It does prevent somebody from 
rewinding, changing parameters or restarting the simulation while others do not want 
or expect this. 

However, the need to stop, rewind or change parameters in a simulation is immi
nent. Considering multiple what-if situations, for example, is necessary when look
ing at different re-design alternatives, each with its own set of parameters. One way 
to meet this requirement, while upholding non-interference, is to store all past events 
in a database or to allow copies with different parameters of the simulation to be 
started. 

While interaction with the primary model should be avoided as much as possible, 
derived models can be used in a more flexible manner. Several derived models can 
be created, all depending on one primary model. While the primary model can be 
considered a common basis that should not be interfered with, the derived model 
can be seen as a common workspace that permits interference. All participants of 
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a session could use the same derived model or multiple derived models could be 
created, depending on the need to share information concepts or to be independent 
of the other users. 

Communications Some form of user-to-user communication is necessary to en
able collaboration. These communications can range from a simple chat tool or 
whiteboard to sophisticated audio/video conferencing tools. 

Tools of interest for use with DIVA include telepointers, to point out things of in
terest, raising hands, to indicate someone wants to speak, and voting tools, to support 
decision making (Ellis et al. 1991). 

4.2 Requirements 

Taking into account the issues for collaborative visualization mentioned in the pre
vious section, we can summarize the following requirements. 

• Session management is needed to control the virtual meetings, including the par
ticipants, their roles and interaction protocols. 

• The participants must be able to share their perspectives by enforcement and via 
perspective repositories. 

• The primary model should be interfered with as little as possible. 
• Additional communication support is necessary, but falls outside the scope of this 

paper. 

5 COLLABORATIVE MULTI-USER VISUALIZATION 
ARCHITECTURE 

The DIVA architecture is intended as a framework and should be flexible enough to 
incorporate new components. The components used in DIVA are generic software 
components which interact with each other. The architecture is distributed, meaning 
that its components can reside on different hosts on the network. Related collabora
tive architectures can be found in Bentley, Rodden, Sawyer & Sommerville (1994) 
and Reinhard, Schweizer & Volksen (1994). 

5.1 Software components 

Figure 2 shows the main components of the architecture. In the following list, the 
three components that were already present in an earlier version of the DIVA archi
tecture (Schonhage & Eliens 1997, Schonhage & Eliens 1998), are listed first. The 
last three components in the list extend DIVA. 
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Figure 2 The main components of DIVA 

• generator - embodies the primary model 
• shared concept space - information store that contains the derived model 
• presentation component - the actual information visualization 
• DIVA services directory - central registering of components 
• collaborative session manager - overall coordination of virtual meetings 
• local collaboration component -local collaboration support 

In a normal situation, one DIVA services directory and more than one of each of the 
other components could exist. A presentation component and a local collaboration 
component are present at the desktop of each participant. A short description is given 
for each of the components. 

The generator embodies the primary model and generates all data needed for the 
visualization. Examples of generators are simulations of business processes. The 
generated raw data is transferred to the shared concept space. 

The shared concept space stores information in an expressive and adaptive way. 
The information is contained in the form of concepts that are stored in a hierarchical 
manner. Each concept has one or more data properties that represent the information. 
The data properties are updated with data coming from the generator. The received 
data can be stored directly or can be used to compute and store derived information. 

The presentation component actually visualizes concepts from the shared concept 
space. It makes use of gadgets, which are generic visualization primitives that present 
certain types of information. As an example, cone trees are primitives (gadgets) to 
visualize hierarchical information (Robertson, Card & Mackinlay 1993). 

Examples of gadgets are a rotating object which indicates a certain action or a 
histogram which displays data. 

The DIVA services directory (DSD) is the central directory component. DIVA com
ponents (or services) can register here, identifying themselves and giving their loca
tion. Once they are registered, the DSD can inform other objects about the availabil
ity and whereabouts of these services. 
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User Display 

User Environment 
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Figure 3 The user environment 

The collaboration session manager (CSM) coordinates components. It deals with 
interaction protocols, which means it knows about the participants and their roles, 
sharing perspectives, user to user communication and consistency. 

The local collaboration component is directly connected to the session manager. 
It is present at each participants desktop and. handles interactions and information 
related to a collaborative session. It may for example display a list of participants 
and offer communication facilities. 

5.2 User Environment 

Figure 3 shows a typical user environment. Outside of the user environment, two 
components are shown. A generator, which is a simulation in this figure, feeds data 
into the shared concept space. This is depicted by the fat arrow. These two compo
nents can be situated anywhere on the network. Most of the components in a user en
vironment use the display. The local collaboration component displays information 
about the collaborative session. The presentation component displays the visualiza
tion and the controller displays its user interface. 

Display agents From the shared concept space, information is being sent to dis
play agents. These agents are present at the user environment and each of them main
tains one gadget. The information they receive is transformed into a visualization. 
As an example, consider the visualization in Figure 4 on page 12. The line of three 
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puppets in front of the desk is a visualization gadget depicting a queue. When the 
display agent senses that the length of the queue increases by one, it accordingly 
places a fourth puppet on the screen. 

The display agents also reside in the perspective repository. When a user requests 
a certain view, the agents that represent that view are cloned and moved to the user 
environment to build the perspective in the VRML world. Enforcing a perspective 
onto another user is accomplished by cloning and moving the display agents from 
one user to another. 

Now why can we call these entities agents? There are a lot of definitions of 
agents (Franklin & Graesser 1996), and the question can be raised why a display 
agent is an agent. In other words, how does it differ from a standard program or soft
ware component? For one, the agents are autonomous, which means they execute on 
their own. Second, they react on certain input and subsequently act on their envi
ronment, namely, they sense information from the shared concept space and act on 
the VRML world. They have some goals they need to accomplish. Third, the display 
agents can communicate with each other, for instance, to discuss how to place the 
gadgets each of them represents on the screen (this is a future feature). Fourth, they 
have a domain which they have knowledge of. This domain is the visualization of 
information. Fifth, they act on behalf of a user. Users can give their preferences to a 
display agent, and the agent will take care of it. All in all, the display agent fits quite 
a number of definitions of autonomous agents given by Franklin & Graesser (1996). 

Controllers Every DIVA component can have a separate mobile controller. It can 
be moved from one environment to another, so it can be shared by several partici
pants. The ability to use a controller depends on the role of the user. Participants can 
request a controller or the chair could appoint it to one of them. 

Controllers can have several functions. For example, a simulation can be con
trolled by starting and stopping the simulation and changing certain parameters. A 
controller for a shared concept space can be used to create new computed concepts 
or to decide which data from the generator is selected. 

5.3 CORBA and the Web 

DIVA is designed as a distributed object oriented system. The DIVA components are 
written in C++ and Java, and can run on different platforms. We use the Common 
Object Request Broker Architecture (CORBA) to let our distributed objects com
municate with each other. CORBA (Siegel 1996, Orfali & Harkey 1997) abstracts 
from hardware, operating systems and programming languages. By using the inter
face definition language (IDL) to describe the interfaces between components and 
by making use of the object request broker (ORB), distributed components are able 
to communicate. 

Voyager (ObjectSpace 1997) is an agent ORB written purely in Java, which sup
ports CORBA. Voyager allows us to use mobile objects, a feature which CORBA 
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does not have. We use Voyager to construct the mobile controller components. These 
components are able to "dock" at a user environment and can subsequently show 
their user interface on the screen to let the user interact with it. 

We use VRML (ISO 1997) as the main visualization tool. The users are able to 
navigate through the VRML worlds by using a VRML-browser. The External Au
thoring Interface (EAI) makes it possible to control the VRML worlds dynamically 
via the Java and Javascript languages. 

The visualization gadgets in the presentation component are represented by mo
bile display agents. These agents are constructed using Voyager. Display agents can 
also "dock" in a user environment and, in addition, get access to the local VRML 
world. They collect the needed information from shared concept spaces to build and 
maintain the 3D visualization. 

The combination of CORBA and the Web enables access to information resources 
by means of HTML, Java and VRML (see also Rohrer & Swing 1997). For exam
ple, the simulation and shared concept space can be hosted on a Unix server while 
the presentation components are executed in a Web-browser on Windows client ma
chines. 

6 APPLICATION 

Figure 4 presents a screenshot of the desktop of a decision maker participating in a 
collaborative session as described in the example of Section 2. We describe a sce
nario of how the user gets to this display. 

The decision maker starts a Java and VRML enabled Web-browser and follows a 
link pointing to a DIVA server. The resulting HTML file will setup the user environ
ment. First, the user has to log in, making available her name and network address, 
and after that she can choose from one or more sessions to join. Once the user enters 
a session, she will be assigned a role and then gets a default or enforced perspective. 
The VRML world showing her view is embedded in the Web page. Two Java applets 
will contain the session interface and the collaboration interface (these are not shown 
in the screenshot). 

With a push on a button she is able to request a remote control, which will ar
rive at her environment (assuming that she is allowed to do so). Once the remote 
control arrives in the form of a mobile object, this object pops up a remote control 
user interface on the display. The user is then able to control the simulation that is 
associated with the remote control. In Figure 4 the remote control can be used to run, 
stop and reset the simulation. In addition, the speed of the simulation as well as three 
parameters can be changed. Changes to the simulation will accordingly appear in the 
visualization in the browser window. 
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: V'isualization based on user perspective 
This page contruns a VIsualization of the second BPR alternatlve. It illustrates the employees 
behmd the desk servmg the lient who are waiting in a single queue to be seIVed More 
information about this VIsualization can be found here . 
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Figure 4 A perspective with a remote control 

7 CONCLUSIONS 

This paper is based on our belief that (interactive) visualizations are useful arguments 
in decision making because they provide such quick insight into information by us
ing the human perceptual abilities. By means of collaborative visualization, decision 
makers are able to discuss a shared information source, such as a business process 
simulation, to convince other users of their point of view. 

Based on a discussion of issues in collaborative visualization, we have concluded 
that the following requirements are needed for our visualization architecture. 

First, different perspectives are necessary because multiple users, with different 
information needs, require different views on the data. These perspectives can be 
created by means of shared concept spaces and presentation components that make 
use of display agents. 

Consequently, an important requirement is the exchange of visualization perspec
tives, for example, by enforcement or by a repository of perspectives. The exchange 
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is achieved by cloning and transporting display agents, which in turn define how and 
what available information is presented to the users. 

To manage the cooperative sessions, we have defined two collaboration compo
nents that handle the rights and obligations belonging to the roles of the participants. 

As a final requirement, we have stated that interference should be avoided as much 
as possible because other participants are involved in the actions taken. On the other 
hand, interaction with a running simulation to evaluate some what-if situations is 
very powerful. Therefore, we have created remote control components to interact 
with simulations and other data generators. 

In further research, we are investigating an extension of the shared concept space 
to store sessions that can be replayed at a later time. Additionally, we are planning 
a case study to determine for useful visualization primitives to represent business 
information. 
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