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Abstract 

In 1985, Simmons showed how to embed a subliminal channel in digital signatures created 
using the El Gamal signature scheme. This channel, though, had several shortcomings. In order 
for the subliminal receiver to be able to recover the subliminal message, it was necessary for him 
to know the transmitter's secret key. This meant that the subliminal receiver had the capability to 
utter undetectable forgeries of the transmitter's signature. Also, only a fraction of the number of 
messages that the channel could accommodate in principal could octually be communicated 
subliminally ( d p - 1 )  messages instead of p-I)  and some of those that could be transmitted were 
computationally infeasible for the subliminal receiver to recover. 

In August 1991, the U.S. National Institute of Standards and Technology proposed as a 
standard a digital signature algorithm (DSA) derived from the El Gamal scheme. The DSA 
accommodates a number of subliminal channels that avoid all of the shortcomings encountered in 
the El Gamal scheme. In fairness, it should be mentioned that not all are avoided at the same 
time. The channel in the DSA analogous to the one Simmons demonstrated in the El Gamal 
scheme can use all of the bits contained. in the signature that are not used to provide for the 
security of the signature against forgery, alteration or transplantation, and is hence said to be 
broadband. All messages can be easily encoded for communication through this channel and are 
easily decoded by the subliminal receiver. However, this broadband channel still requires that the 
subliminal receiver know the transmitter's secret key. There are two narrowband subliminal 
channels in the LXA, though, that d o  not give the subliminal receiver any better chance of forging 
the transmitter's signature than an outsider has. The price one pays to secure this integrity for the 
transmitter's signature is a greatly reduced bandwidth for the subliminal channel and a large. but 
feasibledependent  on the bandwidth actually used-amount  of computation needed to use the 
channel. In one realization of a narrowband subliminal channel. the computational burden is 
almost entirely on  the transmitter while in  the other it is almost entirely on the subliminal 
receiver. 

In this paper we discuss only the broadband channel. The narrowband channels have been 
described by Simmons in a paper presented at the 3rd Symposium on State and Progress of 
Research in Cryptography, Rome, Italy, February 15-16, 1993. Space does not permit them to be 
described here. The reader who wishes to see just how easy it is to communicate subliminally 
using the M A  is referred to that paper as well. The inescapable conclusion, though, is that the 
DSA provides the most hospitable setting for subliminal communications discovered 10 date. 

Prologuo 
One of t h e  i n e v i t a b l e  consequences o f  t h e  development of d i g i t a l  s i g n a t u r e  

s t a n d a r d s  such  a s  the d i g i t a l  s i g n a t u r e  a l g o r i t h m  (DSA) proposed by t h e  U.S. 

Nat iona l  I n s t i t u t e  o f  S t a n d a r d s  o f  Technology [2,3] w i l l  b e  t h e i r  a p p l i c a t i o n  t o  

t h e  a u t h e n t i c a t i o n  of documents ,  l i c e n s e s ,  p e r s o n a l  ID'S, e tc .  Because a w i d e l y  

-even universa l ly-accepted  s t a n d a r d  can  be  used ,  it w i l l  be  p o s s i b l e  for  any-  

one ,  u s i n g  o n l y  p u b l i c  i n f o m a t i o n  and t h e  i n f o r m a t i o n  c o n t a i n e d  i n  t h e  s i g n e d  

i n s t r u m e n t ,  t o  v e r i f y  t h a t  t h a t  i n f o r m a t i o n  c o u l d  only  have been  s igned  by the 

s p e c i f i e d  i s s u i n g  a u t h o r i t y .  The v e r i f i e r  c a n  t h e r e f o r e  be c o n f i d e n t  t h a t  t h e  

i s s u e r  is vouching  for  t h e  i n t e g r i t y  af t h e  i n f o r m a t i o n  h e  s i g n e d ;  i . e . ,  t h a t  

t h e  i s s u e r  h a s  i n d e p e n d e n t l y  e s t a b l i s h e d  the i d e n t i t y  of t h e  b e a r e r  of t h e  docu-  

ment and t h a t  h e  h a s  v e r i f i e d  t h e  l i c e n s e ,  a u t h o r i t y .  c r e d i t  o r  o t h e r  in forma-  

t i o n  vouchsafed  f o r  i n  t h e  document. As a r e s u l t ,  any customs checkpoin t  i n  t h e  
world w i l l  b e  a b l e  t o  q u i c k l y  v e r i f y  t h e  i n t e g r i t y  of t h e  informat ion  c o n t a i n e d  
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in a passport-including the photograph of the person to whom it vas issued-and 

hence to determine whether it is being presented by its legitimate owner. Simi- 

larly, a teller at a bank, a clerk in a store, a guard at a restricted access 

facility, etc.. will be able to validate identifying and authorizing information 

in personal ID'S, licences, etc. There is no doubt that this is both possible 

and probable as a result of the development of widely accepted and easy to 

implement digital signature standards. 

What isn't obvious, though, is that some digital signature schemes, and the 

DSA in particular, make it easy to conceal information in the signature which 

can be recovered by insiders, i.e.. by persons possessing information about the 

scheme that was not made public, but which can't be recovered or whose presence 

can't even be detected by persons possessing only the public information. 

Information communicated in this vay-indetectably concealed in a public commun- 

icatio-is said to be subliminal. and the mechanism for its communication is 

called a subliminal channel. The net result is that the digital signature on a 

passport which makes it possible for anyone who wishes to verify the authenti- 

city of the document can also tell customs agents of the issuing nation that the 

bearer is a known terrorist, drug dealer, smuggler or felon. The digital signa- 

ture on the driver's license that verifies the bearer's identity to the merchant 

or teller can tell law enforcement officers the bearer's driving while intoxi- 

cated (DWI) record, or his accident or traffic violations history. etc. Even 

commercial entities might have an interest in exploiting such a concealed chan- 

nel. A financial institution issuing credit cards that are also used as per- 

sonal ID'S might well wish to conceal in the digital signature information about 

the customer's credit rating, payment history, etc.. that could only be read by 

their agents. 

The fact that subliminal messages can be concealed in digital signatures i s  

not a new observation. What is new is that the shortcomings which limited the 
practical feasibility of earlier schemes can all be avoided in subliminal chan- 

nels in the DSA. 

Introduction 
In 1985 Simmons [4] shoved that in any digital signature scheme in which 0 

bits are used to communicate a signature that provides only B bits of security 
against forgery, alteration or transplantation of a legitimate signature. where 

B < a, the remaining a-B bits are potentially available for subliminal comuni- 
cation. However, the subliminal channels that have been found in most such 

digital signature schemes suffer from a number of deficiencies. If the 

subliminal channel uses all, or nearly all, of the e-8 bits. it is said to be 
broadband, while if it can communicate only a very small fraction of the 0 - 8  
bits. It is said to be narrowband. All broadband channels devised thus far 

suffer from a common. and serious, shortcoming: the subliminal receiver must 
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know the transmitter's secret signing key in order to be able to recover the 

subliminal message(s). This means that the subliminal receiver has the capa- 

bility to utter undetectable forgeries of the transmitter's signature. Uhile 

there are situations in which a transmitter is willing to unconditionally trust 

the subliminal receiver, there are many more in which he isn't. Also in most 

cases, not all of the a-fl bits available can actually be used for subliminal 

communications. Put another way, in a natural sense not all messages can be 

encoded for communication through the subliminal channel-and much more signifi- 

cantly not all of those that can be encoded can be recovered by the subliminal 

receiver. This is due to the fact that the decoding algorithm in most cases 

requires an extremely variable amount of computation by the subliminal receiver 

-ranging from the cornputationally trivial to the infeasible-depending on which 

message(s) are being decoded. 

Subliminal channels that do not require the transmitter to entrust his 

secret key to the subliminal receiver are generally narrowband. The reason for 

this is that the security for the transmitter's signature against forgery by the 

subliminal receiver is bought at the expense of requiring at least one of the 

two to do computations that grow exponentially with the number of bits being 

communicated subliminally. Simmons has described two of the narrowband channels 
in the DSA at the 3rd Symposium on State and Progress of Research in Cryptog- 

raphy, Rome, Italy, February 15-16, 1993 [ 6 ] .  In this paper, however, we vill 

concentrate on the broadband channel that can be set up between a transmitter 

and subliminal receivers whom he trusts unconditionally since this is the most 

efficient (in an information theoretic sense) of the several channels permitted 
by the DSA. 

A Subliminal channel in the I1 a u a 1  DEB 

The subliminal channel that Simmons discovered in the El Camal digital 

rignature scheme' -from which the DSA is derived--clearly illustrates all of 

the deficiencies mentioned above [ 5 ) ,  so we start by discussing this channel in 

greater detail than has been done before in order to set the stage for a 

discussion of subliminal communications using the DSA. The likelihood of the 

DSA being adopted as a digital signature standard (DSS) by the U.S. makes such a 
discussion particularly timely and important; especially given the truly remark- 

able coincidence that the subliminal channels in the DSA avoid every one of the 

deficiencies mentioned above. In fairness, it should be said that no single 

channel (known to the author) avoids all of them simultaneously, however. 

several channels avoid all but a single one of them. 

Simmons observed that if the transmitterz. Tx. shares his secret signing 

key, x ,  with another person-the subliminal receiver, Sx-this person vill under 

1. 

2 .  

A terse  dascription of the I1 G u m 1  sshwe i 8  liven In Appendix A Zor the r..d.r's eonvenimce. 

In ordtr to mtrtamline tht discussion. the 8i6ner ox us.r who ori&in.tss mdlor t r a n s m i t s  the d i 6 i t d l l  
Slkn*d r S r a k *  w i l l  be denotsd by I,. the v*rIZi*r or le~ltlmsts rsceiveris) 4 R-1 snd the subliminbl 
r0CeiV.r(8) by S,. 
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some circumstances be able to recover the secret session key, k, used by the Tx 
to generate the digital signature. When this is possible, the Tx can encode the 
subliminal message in the choice of k-which as we will show can only be 

recovered by someone in possession of the Tx's secret key, x.  This. of course, 

requires that the Tx trust the Sx unconditionally since the S, will have the 

capability to utter undetectable forgeries of the T,'s signature. A common 

reaction at this point is to say that no one in their right mind would accept 

such a condition, i.e., no one would unconditionally trust someone else with 

what amounts to a "power of attorney" for their signature. It should be pointed 

out, hovever, that all participants in single-key cryptosystems have always had 

to accept precisely this condition since any party can do anything the others 

can. In other words, it has only been since the discovery of public key ( two-  

key) cryptography that participants have even had the option of having some 

degree of security for their communications without having to unconditionally 

trust the integrity of the other party(ies) to the communication. 
Briefly, the subliminal channel in the El Gamal digital signature scheme 

works as follows. There is an overt message m which the T, signs. Since m 

be quite lengthy, it is first hashed using a publicly known hashing function 

H(*) whose range is contained in GF(p); the field over which the El Camal signa- 

tures are computed. The signature is actually for h - H(m), but since H(*) is 

chosen to be a strong one-way hashing function it is infeasible (impossible?) 

for anyone given a message m to find another message m' such that H(m) - H(m'), 
or given an h to find an m such that H(m) - h. Consequently, signing h is 

practically the same as signing m. The signed message is the triple (m;r,s) 
where 

r - ok mod p (1) 

s - k-l(h-xr) mod(p-1) (2)  
and 

x is the T,'s secret signing key and k is a session key-supposedly randomly 

chosen from the interval 0 < k C p such that (k,p-1) - 1-to be used only in the 

generation of the signature for ID. 

The verification procedure for the signature is of no concern here. Suffice 

it to say that it is insensitive to the particular choice of k, so long as the 
conditions 0 < k < p and (k,p-1) - 1 are satisfied. 

Now consider what the S, can do by virtue of knowing x ,  that the public 

receivers, Rx, cannot do. Everyone knows p. o (a primitive element in CF(p)). 

the Tx's public key y = ox mod p, the hashing function H(*) and the signed mes- 

sage (m;r,s). Also, they can easily compute h - H(m). The s,. though, can 

compute 
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w - h - xr mod(p-1) . ( 3 )  

It is easy to see, and to show, that for the R,, w is unconditionally 

securely encrypted by the Tx's secret key, x. In other words knowing both h and 

r, the Rx's uncertainty about the value of w is precisely what it would be if he 
knew neither h nor r. The Sx knows from (2) that 

s - k-lw mod(p-1) , (4) 

(k-l,p-1) - 1 since (k,p-1) - 1. so that 
f - (s,p-1) - (w,p-1) . 

If the Sx is lucky, f - 1 and (4) can be easily solved to recover k directly, 
k - s - l w  mod (p-1) ( 5 )  

With probability 1 - ig(p-l)/(p-l) > 1/2. though, f > 1 so that s does not 
have a multiplicative inverse with respect to p-1. The communications channel 

we have just described is a rather strange one. There are p-1 possible values 
that k could take, i.e., messages that conceivably might be comunicated sublim- 

inally, but since (h.p-1) - 1, only ~ ( p - 1 )  of these can actually be encoded. 
Given that one of the permissable k is encoded, we have just Peen that due to 

the random mapping effect of the Tx's secret key-which was chosen in advance 

and is fixed thereafter-that the probability that k can be recovered using the 

simple decoding scheme in (5) is q(p-l)/(p-l) < 1/2. This is the subliminal 
channel in the El Gamal digital signature scheme as Simmons described it. AS we 

shall see there is a great deal more to be said about this simple scheme. 

If (s,p-1) - f > 1 so that s does not have a multiplicative inverse, we can 
still solve for k in almost all cases using the forward search cryptoanalycic 

technique devised by Holdridge and Simmons [ 7 j  as a means to attack a public key 

secrecy channel in those cases in which the source equivocation is small enough 

to make an exhaustive search feasible. In such situations, even if the encryp- 

tion operation is impossible to invert, since the encryption key is public it is 

possible for the cryptanalyst to preencrypt plaintexts to generate a table of 

plaintext/ciphertext pairs, and then use table lookup to find the plaintext 

corresponding to a ciphertext-even though direct decryption is impossible. In 

the application being discussed here, inverting r - ak to recover k directly is 

the hard problem of taking discrete logarithms (with respect to a). We can. 

however, in almost all instances, establish that k is an element in a set K 
whose cardinality is small enough that it is feasible to calculate 
exponentiation. ski, for all ki c K. 
itself. 

the modular 

It is then an easy matter to identify k 

To carry out a forward search for the session key, k, when (s,p-1) > 1, we 
reduce (2) to form 
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where 

We now know that k is a unique member of the set 

K-{u+i[F]} O c i < f  . (7) 

k itself can be found by calculating ri = mZi mod p, ki c 2, to identify the 

element of 11 that reproduces r. 

If f is small, the forward search is computationally easy. For large values 

of f. however, forward search may be infeasible. A result from elementary num- 

ber theory states that if d is a divisor of N. the number of positive integers, 

j < N. for which ( j , N )  - d is rp(N/d). In the present case, N - p-1, so that for 
d p - 1 )  values of r, k can be recovered by the Sx without having to resort to 

forward search. If dlN, d > 1, then on average (d+1)/2 - l/d encryptions must 

be made before k is identified. We will later examine this result more closely, 

but for the moment, consider what it says about the difficulty of recovering the 

session key, k. from a knowledge of the secret key, x. if the prime p is of the 

form p - 2p' + 1. p(p) - 2p' in this case so that in p'-1 cases k could be 

recovered using (5). In p'-1 cases f - 2, so that precisely one modular expo- 
nentiation would need to be done to identify k, and in the one case in which 

f - p', it would be computationally infeasible to use forward search to recover 

k. The statement that k can be recovered in almost all cases from a knowledge 

of x using forward search techniques is thus justified for p of the form 

p - 2p' + 1. The generalization to other p is obvious-but tedious. 

To be precise. what we have called forward search-although closely related 

to the technique devised by Simmons and Holdridge-isn't truly forward search. 

Furthermore, the computational effort required to decode subliminal messages can 

be considerably less than indicated in the naive approach described. We defer a 

discussion of these points for the moment to exhibit a modest sized example 

illustrating all aspects of the subliminal channel. 

Let p - 4294969663 so that p-1 - 2.3.715828277. 17 is a primitive element 

in GF(p), so we set Q - 17. p was chosen to be a ten-digit prime to make it 

possible to send four-letter words as subliminal messages. There is no secure 

hashing function over such a small range so ve use a simple check sum as a mes- 

sage digest algorithm to compress arbitrarily long texts into 32-bit digests. 

The message digest H(m) will be the exclusive or of successive blocks of 32-bits 

of the binary encoded text. This is especially convenient if the text is 

encoded into 8-bit ASCII. since then the blocks each contain four characters, 

padded with blocks of 8 zeroes, I ,  if need be to make the text be a multiple Of 
32 bits. The hash of the text "NOT SEEING IS BELIEVING" then becomes. 
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(NOTsp) @ (SEEI) @ (NGspI) @ (SspBE) @ (LIEV) @ (INGB) 

. 
or 

h - H(m) - (101111010101111000100110011)2 - 99283251 
Since rp(p-l)/(p-l) - 1/3 in this case, assuming that the ASCII encoding of four- 
letter words is a random mapping with respect to relative primality to p - 1 ,  only 

one out of three four-letter words has an ASCII code that is suitable for sub- 
liminal comnunication. For example (FOUR),,, - 3335509458 - 2.32-1272-11489 so 
that ("FOUR," p-1) - 6 which says that the message "FOUR" can't be communicated 

subliminally, while (FORE),II - 3335508677 (a prime) so that "FORE" could be. 
Assume also that the Tx's secret key, x, is 2045235856 and is known to the 

S,. The Tx's public key, y - ax mod p, isn't needed for the subliminal 

communication. One signature for the message NOT SEEING IS BELIEVING would be 

(NOT SEEING IS BELIEVING; 870994817, 959793649) . 

The Sx on receiving this signed message would first calculate (s.p-1) - 1 which 
tells him that he can solve €or k directly using (5). He then calculates 

s-1 - 1794768229 and 
Finally 

w - h - xr - 3268808305 mod (p-1) . 
k - ws-1 - 3335308741 mod (p-1) 

- (11000110 11001100 11000101 11000101)2 
which is the ASCII encoding of the subliminal message "FLEE." 

As we've mentioned earlier, the verification of the signature-by either the 

R, or the Sx-is unaffected by the presence of the subliminal communication. If 

the messages, both overt and covert, remain the same, and the same prime and 

primitive element are used-hich means, of course, that r - ak mod p also 

remains the same, but the Tx's secret key, x.  is smaller by only 1. i.e., 

x - 2045235855 instead of 2045235856 the result is quite different. 

s - 2985295794 - 2.3*13*38273023 so that f - (s,p-1) - 6. The Sx calculates 

w - 4139803122 and knows that he must use (6) to solve for u. 
u - (497549299)-1 689967187 mod [y) 
u - 471995633 . 

He therefore knows that the subliminal message is the unique element, ki, in the 
set 

K - I471995633 + i 715828277 mod (p-1)) 0 5 i 5 5 

for which aki - r mod p. 
One way to find k would be to calculate the modular exponentiations 

mki mod p until r is recovered and k identified. This would require a large 

amount of computation, almost all of which would be wasted. A better approach 

that actually uses the forward search cryptanalytic technique is to note that 

for some i ,  



225 

u is determined by the subliminal communication. while (p-l)/f IS simply .a 

divisor of p-1. We rewrite (8) in the form 

c { ai(p-l)'f mod p; 0 s i s 5 } - D6 . (9) 

Let d - a(P-l)/f mod p, then we can simply form the powers of d as opposed to 

computing full modular exponentiations. 

ra'u c Idi mod p; 0 5 i 5 5) - Dg (10) 

Df can now be precomputed as soon as p is chosen. There are a number of time 
saving computational tricks to computing the various Of since sets will have 
elements in common whenever the divisors, f, have factors in common. The impor- 

tant point is that Df is now a precomputed table (i,di mod p) which is a true 
application of forward search. When the signed message (m;r,s) is received f is 
calculated from (s,p-1) using the Euclidean algorithm-which is only of order 

O(log(p)) difficulty-and u solved for using formula (5). ra-u is then 

calculated and looked up in the table to identify the correct value of i. 
Finally 

k-u+i%' 

is calculated to recover the subliminal message. 

In the present example D6 is given in Table I. 

Tablo 1. 

We next calculate 

and 

i di 
0 1  
1 983925568 
2 983925567 
3 4294969662 
4 3311044095 
5 3311044096 

a-u - 3040091830 

(11) 

a-ur - 3311044095 mod p 

which is the fifth entry in the table; 1 - 4. We can, therefore, finally decode 

the subliminal message 

k 471995633 + 4.715828277 - 3335308741 
which we recognize from before as the ASCII encoding of the message "FLEE." 

This is an efficient decoding algorithm for the subliminal channel. When a 
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message is received, a single modular exponentiation is required to compute C I - ~  

mod p followed by a modular product and a table lookup, These steps are 

independent of the value of f which determines whether it is feasible to carry 

out the forward search calculations needed to precompute the table Df in the 
first place. 

We have seen that if the user's secret key is x - 2045235856 the subliminal 
message is directly recoverable without forward search, while if x - x-1 there 
are s i x  possible values for k-but that the equivocation can be resolved by a 

forward search to identify the one that generates the known cipher, r. If 

x - x - 2 ,  however, f - 715828277 so that the forward search would have to be 

carried out in a set of size 715828277. Although this is barely within the 
state of the art for such a small example, it illustrates the infeasibility of 

recovering the subliminal message when f is a large divisor of p-1 for realistic 

sired primes, p, even though the message could be easily concealed and communi- 

cated in the subliminal chennel. The reader may have guessed that our initial 

"random" choice of x - 2045235856 was not entirely random. In fact, it was 

chosen to illustrate the different levels of computational difficulty that can 

be involved in carrying out a forvard search for keys that are very nearly the 

same. Table I1 summarizes this dramatically. For the entries in this table, 
the message (NOT SEEING IS B E L I E V I N G ) ,  the modulus (4294969663) and the primi- 

tive element. 17, are all fixed. The secret key, x ,  and parameters dependent on 

x are variable. Since r is a function of only fixed elements, it is also fixed 
at r - 870994817 in all five cases. 

2-1. 11. 
X S f - (s,p-l) 

2045235856 959793649 1 
2045235855 2985295794 6 

2045235053 2741330422 2 
052 471862905 3 

201,5235854 715828277 715828277 

The broadband subliminal channel in the El Camal DSS has several deficien- 
cies: some serious and some of only academic concern. The signature (*;r.s) 

consists of 21 bits, 1 - rlog2p1, the equivocation of 1 of which is "used up" to 

provide a security of 2-1 against forgery, alteration or transplantation of the 

signature. The remaining 1 bits are potentially available for subliminal com- 

munications. however as we've seen, only log2((3(p-1)) of these can be used. This 

rays that one bit will be wasted in all cases, so a natural questIon is how 

significant is this loss of channel capacity. It is easy to verify directly 

that p - 421 is the smallest prime for which two bits are unavailable. This 

problem, however, is of academic interest only, since a number theoretic 

calculation shows that no prime with fewer than 71 decimal digits can lose as 

many as three bits and that the prime would have to have 7777 decimal digits i n  
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order for four bits to be unavailable! The conclusion is that for realistic 

sized primes only a bit or two out of the R bits total will be unavailable for 
subliminal communications. 

A somewhat more serious (practical) problem is that there is no natural 

encoding/decoding between the space of binary messages and the elements of Mp. 

As we've seen, we can only encode k for which (k.p-1) - 1 for communication in 
the subliminal channel, but we must have a practical way to associate rhese 

values of k with the messages we wish to convey, which is easy for both the TX 
and the S, to use. For large primes, and especially for primes for which p-1 

has several factors, this is so difficult to do that it limits the potential 

usefulness of the subliminal channel. 

The next most important problem-in increasing order of significance-is the 

fact that some messages that can be easily encoded for communication in the 

subliminal channel are completely infeasible for the S, to recover but which 

message is lost will depend on the value of H(m). Depending on the factoriza- 

tion of p-1, this may be a serious problem (because of the number of messages 

that can't be conveyed to the S,) or a problem of only academic interest as is 

the case when p - 2p'+l where there is only a single message that can't be 

recovered by the S,. It should be pointed out, however, that this "lost mes- 

sage" isn't fixed by the choice of x so it can't be avoided by the coding 

scheme, rather for any choice of the message m, and hence of h, and of x ,  there 

will be one message whose encoding will be infeasible for the S, to recover. 

For primes not of the special form p - 2p'+l, the preceding comments apply to a 
larger set of messages. 

Finally, there is the most serious deficiency of all; namely, that the S, 

must know the TX'S secret key, x. in order to recover the subliminal messages. 

A B u b l i d n . 1  C h ~ m . 1  i n  th@ D8A 
Since both components of the signature (0;r.s) created using the DSA are 

elements in GF(q), 2 1  bits must be communicated with a message, m. to convey the 

signature; where P - rlog2q1. If for any given message either r or s is fixed, 

the probability of a would-be cheater finding the unique value of s or r, res- 

pectively, that would cause the triple (m;r,s) to be accepted as having been 

signed by the specified user is precisely the same as the probability of drawing 

a unique but unknown, element from GF(q) in a random drawing, i.e., l/q. This 

statement holds, even though r almost certainly cannot assume all of the values 

in GF(q). The concatenated modular reductions in forming r 

r .I (gk mod p) mod q 

map the residues of gk mod p onto residues mod q. Since g was constructed to be 
an element of order q in GF(p). as k ranges over the elements of GF(q), gk mod p 

ranges over a unique cycle of order q in GF(p). Note: the number of elements 
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of order d. where dip-1, in CF(p) is Nd). Since d is the prime q in this case 

there are q-1 elements of order q in GF(p). This says that no matter which ele- 

ment of order q is chosen as g ,  that as k varies over GF(q), the same set of q 

elements (in permuted order of course depending on the choice of g )  will be gen- 

erated by gk mod p. The residues mod q in turn of these q residues will be ran- 
dom elements of G F ( q ) .  

For example, if we choose p - 547 and q - 13, the set of residues of gk mod 

p, g an element of order 13 in CF(p). is, 

(1. 46. 237, 261. 293, 350. 353. 375, 440. 4 7 5 .  509, 517. 519) . 

The set of residues of this set mod 13, is, 

(12, 22, 3. 73, 10, 112, 122) 

where the superscripts indicate the multiplicities with which the indicated r 

occurs, 

46 - 293 - 475 - 7 mod 13 , 

etc. Note that in this example, r cannot be any one of the elements in the set 
( 0 ,  4, 5 ,  6, 8, 9). The mapping of the q residues of gk mod p onto the resfdues 
mod q is modeled by the random drawing of q elements from a set of q distinct 
objects with replacement. For q large (216 is large) the expected number of 

distinct eltments in the drawing will be q(l - l/e). In other words, the proba- 

bility that a randomly chosen r, r L CF(q), can actually occur in a signature 

will be only p = 0.63. On the other hand, it is easy to construct an r that 

does occur. Given any 

permissible r, all elements of CF(q) are possible values for s (depending on the 
values of h, x and k. Conversely, given any value of s, every value of r that 
can occur doen occur (again depending on the values of h, x and k). Since it is 

computationally infeasible to exhaustively calculate the values that r can 

assume, and impossible to show that a particular value cannot occur except by an 

exhaustive search, the statement made earlier about the uncertainty of r (given 

an s) or of s (given an r) being I bits is true. In other words, I of the 21 

bits in the signature are expended to provide security for the signature. 

Choose any k c CF(q) and compute r - (gk mod p) mod q. 

The remaining I bits are available for subliminal communications. We next 
show that all I of them can be used. 

AS was tho case for the broadband subliminal channel in the El Gamal digital 

signature scheme, the Tx shares his secret key, x, with the subliminal 

receiver(s) to set up the subliminal channel in the DSA as well. The object is 

for the TX to be able to communicate an arbitrary element of GEw;(q) to the S, in 

such a way that it will be impossible for anyone to either recover the sublim- 

- h a 1  message m' without knowing x, or to detect that the Subliminal channel is 

being used. even if he knows the subliminal message(s), m', being communicated. 
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In this case, since m' c GW(q) and k c GF*(q), no encoding algorithm is needed, 

we can simply take k to be the desired subliminal message, k - m'. The Tx sends 
the overt signed message (m;r,s), where 

r - (gk mod p) mod q .  

s - k-l(h-xr) mod q and 

Since the modulus is a prime. any nonzero element of GF(q) has a multiplicative 

inverse. For the moment, assume that w - h-xr # 0, so that s + 0, then 
k - s - l w  mod q (14) 

as before. It IS important to note that because the modulus is a prime in this 
case (it was p-1 in the El C m a l  scheme, which was necessarily composite) that 

(s,q) - (w.q) - 1, SO that forward aaarch is needed to decode a subliminal 

message. Since k c CF*(q) k 0 and k-1 # 0 ,  however, w can be 0 so that s - 0 

is possible, in vhich case k cannot be recovered. To see this. consider the 
same example used before: p - 547 ,  q - 13, g - 4 7 5 ,  h - 6 and r c (1. 2, 3 .  7 .  

10, 11, 12). Let the Tx's secret key x - 3. w - 0 if r - 2 in this case, i.e.. 
if k - 3 or 4. What this says is that for this small example and for any mar- 

sage that hashes to produce a value of h - 6, neither k - 3 nor k - 4 can be 
communicated subliminally. The probability of s being 0, however, is l/q, 1.e.. 
a 2-160. and even if it is 0, the expected number of subliminal messages that 

cannot be communicated is only e/(l-e) = 1.58. To appreciate these numbers: 

the age of the universe measured in microseconds from the big bang to the pres- 
ent is less than 279 .  Thus, although there is a nonzero probability that an 

m L CF(q) cannot be comnicated subliminally, the channel capacity is 1 - C .  

where c < lo-". 
To summarize. the broadband channel in the DSA is easy for the Tx to encode 

for and for the S, to decode: forward search is never needed to resolve ambi- 

guities. All messages can be encoded-and more importantly a11 messages can be 

decoded. To be precise. the latter statement is only 1-c true as discussed in 
the previous paragraph, but we will not continue to qualify every statement 

about the channel with this c qualifier. 

The channel just described does have a weakness, though. If anyone knows 
the subliminal message that the Tx wishes to communicate, he can easily recover 
the Tx's secret signing key, x. First, anyone can compute h using the public 

hashing function H(*) and the overt communication (m;r,s). From (13), he knows 

the t 
x - r-l(ks-h) mod q (15) 

if neither r nor ks-h is 0, so that with probability 1 - (l/q), i.e.. with prob- 

ability 1 for a11 practical purposes, knowledge of the intended sublidM1 mes- 

sage equates to knowledge of the signers secret key. As a matter of fact, the 

uncertainty about the signer's secret key, x, is reduced by precisely the amount 

known about the session key, k. Since x should pose I bits of uncertainty to 



everyone except the T,, this means that k must be I bits uncertain as well-even 
when the intended subliminal message is known, i.e., even when there i s  no 

uncertainty at all about m'. Since k is an element in the multiplicative group 

CF*(q), it is easy to achieve this level of unconditional security. The TX and 

the Sx secretly share in advance a one-time key consisting of a random sequence, 
V, of symbols drawn from G F * ( q ) .  They then use the next unused symbol, v c V ,  
from this sequence to Vernam encrypt/decrypt the subliminal message, m a ,  using 

multiplication in CF(q). To recover the text n', S, first recovers k as des- 

cribed above and then calculates m' - kv-1 in CF(q). The concealment is per- 
fect, irrespective of how many known plaintext's the public receiver may have. 

since the Vernam encryption always introduces at least as much equivocation (per 
encryption) as is removed by the exposure of a cipher/ plaintext pair. The bot- 

tom line is that the broadband subliminal channel in the DSA is perfectly con- 
cealed-even from an opponent who suspects its use and who knows exactly the 

messages being communicated through it. 

Unconditional security for the subliminal messages and unconditional con- 

cealment of the fact that subliminal communications are occurring requires that 

the key sequence V be a truly random sequence. For practical purposes the TX 
and S, would simply share the key to any cryptographically secure key stream 

generator-the synchronized output of which would be used instead of the one- 

time key sequence described here. 

The broadband channel still suffers from the necessity that the S, know the 

Tx's secret signing key in order to be able to decode subliminal comunication. 
Space doesn't permit a description of the narrowband subliminal channels allowed 

by the DSA that overcome this limitation. The interested reader is referred to 
8 paper prtsented by Simmons at the 3rd Symposium on State and Progress of 

Research in Cryptography, Rome, Italy, February 15-16, 1993, for a detailed 
discussion of these channels. 

Conclunion 
The DSA provides the most hospitable setting for subliminal conmunications 

discovered to date. 

Mote to tho Appenbicem 

All digital signature schemes presuppose the existence of a secure hashing 

function H(-). which operates on messages to produce message digests. H(*) 

satisfies the condition that given a message m it is computationally infeasible 

(impossible?) to find another message m' such that H(m) - H(m'); i.e.. H(*) is 
collision free. Equivalently, given an h, it is infeasible to find an q such 
that H(m) - h. H(*) is public information, and for all messages m. H(m) is easy 

to evaluate. 
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Appendix A.

The El Gamal digital signature scheme [1] involves four distinct steps.

Step 1 (performed by a trusted Issuing authority).
• a large prime, p, is randomly selected, subject to the condition that p-1

has at least one large prime factor.

a primitive element a c GF(p) is chosen.

Note: p and a are made public and can be used by a community of users.

Step 2 (performed by each user who wishes to be able to sign messages),

user chooses a random x c GF*(p), which is his secret (signing) key.

• user publishes y • a x mod p as his public (verification) key.

Note: each user's public key, y, is associated with his identity in a pub-
lic, certified, directory.

Step 3 (performed by a user3 wishing to sign a message m ) .

user first calculates the message digest h - H(m).

• user chooses a random k £ GF*(p) such that (k,p-l) - 1
(k is essentially a session key).

• user calculates r - a^ mod p.

• user calculates s - k'l(h-xr) mod (p-1) where k>k"^ " 1 mod (p-1).

Note: The triple (m;r,s) is the signed message.

A receiver (verifier) on receiving a triple (ro;r,s) purporting to be a mes-

sage signed by the user whose public key in the directory is y carries out

Step 4.

Step 4 (performed by a receiver (verifier)).

• verifier first calculates the message digest h. - H ( Q ) .

• verifier calculates u - o

• verifier calculates u - y^JC* o h

• The triple (nil.fi) is accepted as having been signed by the user
(associated with the public key y) if and only if u - v.

Appendix B

The U.S. digital signature algorithm (DSA) [2,3] involves four distinct steps.

Step 1 (performed by a trusted issuing authority).

• a large (512-1024 bits In 64-bit increments) prime, p, is randomly selec-
ted, subject to the condition that p is divisible by a 160-bit prime, q.

• an element, g, of order q in GF(p) is constructed by choosing any element
h c GF*(p) for which g - h(P"1)/<! > 1.

Note: p, q and g are made public and can be used by a community of users.

Step 2 (performed by each user who wishes to be able to sign messages).

% user chooses a random x c GF*(p), which is his secret (signing) key.

• user publishes y • gx mod p as his public (verification) key.

3. Th« U>II must hav* «nt«r*d hi* public k*y into th« public directory btfor* i«c* ivm can vtrify hi*
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Note: each user's public key, y, is associated with his identity in a pub-
lic, certified, directory.

Step 3 (performed by a user* wishing to sign a message m).

• user first calculates the message digest h - H(n>).

• user chooses a random k c GF*(q).
(k is essentially a session key.)

• user calculates r • (g* mod p) mod q.

• user calculates s • k"l(h+xr) mod q, where kk'l » 1 mod q.

Note: The triple (m;r,s) is the signed message.

A receiver (verifier) on receiving a triple (a;£,s) purporting to be a mes-

sage signed by the user whose public key in the directory is y carries out

Step 4.

Step 4 (performed by a receiver (verifier)).

• verifier first calculates the message digest h. - H(B) .

• verifier calculates t « s"1 mod q.

• verifier calculates t - h.t m o d q.

verifier calculates u1 - bt mod q.

• verifier calculates v u 2 1 - 2 I t p) mod q.

• The triple (m;r.,s) is accepted as having been signed by the user
(associated with the public key y) if and only if I - v.
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