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Abstract. Fault attacks are powerful cryptanalytic tools that are appli-
cable to many types of cryptosystems. Recently, general techniques have
been developed which can be used to attack many standard constructions
of stream ciphers based on LFSR’s. Some more elaborated methods have
been invented to attack RC4. These fault attacks are not applicable in
general to combiners with memory.

In this paper, techniques are developed that specifically allow to at-
tack this class of stream ciphers. These methods are expected to work
against any LFSR-based construction that uses only a small memory
and few input bits in its output function. In particular, efficient attacks
are described against the stream cipher E0 used in Bluetooth, either by
inducing faults in the memory or in one of its LFSR’s. In both cases, the
outputs derived from the faulty runs finally allow to describe the secret
key by a system of linear equations. Computer simulations showed that
inducing 12 faults sufficed in most cases if about 2500 output bits were
available. Another specific fault attack is developed against the stream
cipher SNOW 2.0, whose output function has a 64-bit memory. Similar
to E0, the secret key is finally the solution of a system of linear equations.
We expect that one fault is enough if about 212 output words are known.

Keywords: Stream cipher, combiner with memory, LFSR, fault attack,
Bluetooth E0, SNOW 2.0.

1 Introduction

Fault analysis was first introduced in 1996 in [6] to attack number theoretic
public key cryptosystems such as RSA, and later in [7] to attack product block
ciphers such as DES. These attacks are practical, and various techniques have
been described that induce faults during cryptographic computations (cf. [17]).
More recently, fault analysis of stream ciphers has been introduced by Hoch and
Shamir in [12]. As for other cryptosystems, fault analysis on stream ciphers is a
powerful cryptanalytic tool which can work even if direct attacks are inefficient.
In [12], general techniques are applied to attack standard constructions of stream
ciphers based on LFSR’s, and some specialized techniques are introduced that
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work, e.g., against RC4. In [4], different and improved fault analysis methods on
RC4 are derived. The methods developed in [12] apply for most schemes based
on memoryless filters and combiners. However, as pointed out in [12], they don’t
work in general for combiners with memory. Well known stream ciphers that use
a combiner with memory are E0, the keystream generator used in Bluetooth,
and SNOW 2.0, that is proposed for standardization.

In this paper, fault attacks against general combiners with memory based on
LFSR’s are developed. It is assumed that faults may be induced either in the
memory or in one of the LFSR’s. These methods are expected to work against
any LFSR-based stream cipher whose output function uses only a small amount
of memory. In particular, our methods are adapted and refined to an efficient
fault attack on E0, whose output function has a memory of only 4 bit. Our
attack heavily exploits the particular structure of E0. Another specific attack is
developed against the stream cipher SNOW 2.0 that uses a 64 bit memory.

2 Combiners with Memory

Keystream generators are used for the online encryption of bitstreams having
arbitrary length, e.g. between two mobile phones. Initialized with a secret value,
the key, they produce a bitstream Z = z1, z2, . . ., called the keystream. A plain-
text p1, p2, . . . is encrypted to c1, c2, . . . via ci := pi ⊕ zi where ⊕ denotes the
XOR-operation on two bits. A legal receiver who uses the same keystream gen-
erator and has knowledge of the key, can produce the keystream by himself and
decrypt the received bitstream by computing pi = ci ⊕ zi.

Many keystream generators used in practice and discussed in theory are com-
biners with memory or, more formally, (k, �)-combiners. A (k, �) - combiner
C = (f, ϕ) with k inputs and � memory bits is a finite state machine (FSM) which
is defined by an output function f : {0, 1}� × {0, 1}k −→ {0, 1} and a memory
update function ϕ : {0, 1}� ×{0, 1}k −→ {0, 1}�. Given a stream (X1, X2, · · · ) of
inputs, Xi ∈ {0, 1}k, and an initial assignment Q1 ∈ {0, 1}� to the memory bits,
the corresponding output bitstream (z1, z2, · · · ) is defined according to

zt = f(Qt, Xt) and Qt+1 = ϕ(Qt, Xt), (1)

for all t ≥ 1. Using (1), we define fϕ(Q, X1, . . . , Xr) := (z1, . . . , zr) and
ϕ(Q, X1, . . . , Xr) := Qr+1 where zi = f(Qi, Xi), Qi+1 = ϕ(Qi,Xi) and Q1 := Q.

For keystream generation, the stream of inputs (X1, X2, . . .) is produced by
the output of k driving devices where the initial states are determined by the
secret key K ∈ {0, 1}n. We assume that these sequences are generated by LFSRs,
i.e., each input is computed by Xt = Lt(K) where Lt is a known linear function
{0, 1}n → {0, 1}k. Consequently, the initial state can be reconstructed, if enough
linear equations relating input bits Xt are known.

An example for a combiner with memory is the summation generator which
is based on the integer addition. In the case of k = 2 input bits Xt = (at, bt),
the number of memory bits is � = 1 and the functions are defined by zt =
f(Qt, at, bt) := at ⊕ bt ⊕ Qt and Qt+1 = ϕ(qt, at, bt) := atbt ⊕ atQt ⊕ btQt A
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practical example for a combiner with memory using LFSRs is the keystream
generator E0 used in the Bluetooth standard. It is a (4, 4) combiner with a
128-bit key.

It is commonly accepted to evaluate the security of combiners with memory
in the following attack model.An adversary knows the functions f and ϕ and the
driving devices. In the case that LFSRs are incorporated, he knows the linear
functions Lt. Furtheron, he is able to observe the values of some keystream bits
zt. An attack is to use these informations to recover the secret key K.

It is clear from information theory that the knowledge of some keystream bits
zt must provide some information about the corresponding inputs Xt. This gives
rise to the following definition:

Definition 1. For a (k, �)-combiner C = (f, ϕ), r ≥ 1 and (z1, . . . , zr) ∈ {0, 1}r,
we define the set of possible inputs by

X(z1,...,zr) := {(X1, . . . , Xr) | ∃Q : fϕ(Q, X1, . . . , Xr) = (z1, . . . , zr)}. (2)

An important property of combiners with memory is the following result which
has been also essential in algebraic attacks [1]:

Theorem 1. Let C = (f, ϕ) be an arbitrary (k, �)-combiner with k inputs and
� memory bits. Then there exists at least one output (z1, . . . , z�+1) ∈ {0, 1}�+1

such that |X(z1,...,zr)| ≤ 1
2 · 2k·(�+1). This means that this specific output can be

generated by at most half of all possible inputs in {0, 1}k·(�+1). In particular this
allows to rule out some values for (X1, . . . , X�+1).

Proof. Note that (Q, X1, . . . , X�+1) uniquely determines the output Z =
(z1, . . . , z�+1) and therefore {0, 1}�+k·(�+1) =

.⋃
Z f−1

ϕ (Z). Furtheron, it is by def-
inition |f−1

ϕ (Z)| ≥ |XZ |.
Assume that the proposition is not true, i.e., |XZ | > 2k·(�+1)−1 for each Z ∈

{0, 1}�+1. This leads to the contradiction

2�+k(�+1) =
∑

Z

|f−1
ϕ (Z)| ≥

∑

Z

|XZ |

>
∑

Z

2k(�+1)−1 = 2�+1 · 2k(�+1)−1 = 2�+k(�+1).

3 A General Fault Attack on Combiners with Memory

The model assumptions for fault attacks are that an adversary has access to the
keystream generator as a physical device. Considering the proliferation of mobile
phones or devices using Bluetooth, this is certainly a realistic scenario.

Furthermore, the attacker can re-set the device to the same unknown initial
setting as often as he wants. As stream ciphers are descendants of the one-time
pad, the normal mode of operation would disallow to re-set the stream cipher and
to generate the same keystream more than once. On the other hand, an attacker
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which has acquired the pysical device is certainly more powerful than a normal
passive attacker. For example, consider the case of a stream cipher that uses a
resynchronization mechanism where the frame key is generated from a master
key and a public initial value IV (as for example it is the case in Bluetooth).
The attacker could feed the same IV into the device several times which would
practically re-set the stream cipher each time to the same unknown setting.

In addition, it is assumed that the attacker can cause an unknown fault into
one of the registers during the computations. He knows the affected register, but
can neither control the point in time of the disturbance nor the induced error.
We refer in this context to [17] where a low-tech, low-cost method to induce
faults at very specific locations were proposed.

A certainly important question is whether fault attacks on stream ciphers
can be considered to be practical or not. For the reasons mentioned above, we
would agree and believe that fault attacks on stream ciphers pose a potential
threat being worth to be investigated further. On the other hand, no practical
fault attacks on stream ciphers have been conducted so far and it might finally
turn out that the attack assumptions are too powerful. We hope that the results
in [12] and in this paper animate further research to finally settle this question
(positive or negative).

In this section, we introduce a fault attack which works in principle for every
(k, �)-combiner based on LFSRs if k and � are not too big. We assume the fault to
be either induced into the memory register or into one of the LFSRs. In the first
case our attack is directly applicable. This will be demonstrated by successful
fault attacks on the memory of E0 and of SNOW 2.0. In the second case the
additional problem to determine the induced fault in the LFSR is imposed. This
may be practically infeasible for certain keystream generators. On the other
hand, we will show in the next section that this problem can be solved for the
keystream generators E0.

Let Q1 ∈ {0, 1}�, and (X1, . . . , XR) ∈ {0, 1}k·R, R ≥ 1, be the output of
the k LFSRs, depending on an initial setting K. The keystream is denoted by
(z1, . . . , zR) := fϕ(Q1, X1, . . . , XR). The attacker is able to re-run the keystream
generator an arbitrary number of times with the same unknown initial states Q1
and K and to observe the produced keystream. During the run, he can induce
a unknown fault either into the memory register or into one of the LFSRs, but
has no control about the point in time t′. Let (z′1, . . . , z′R) be the corresponding
keystream. The keystream bits z′t and zt are equal for t < t′ but may be different
for t ≥ t′. By comparing both keystreams, the first clock t with zt �= z′t indicates
that the fault has already occurred.

Let X ′
t ∈ {0, 1}k be the output of the LFSRs at clock t of the faulty run and

δt := Xt ⊕ X ′
t the unknown differences. The location of the induced fault and

the kind of the keystream generator determine how to deal with the differences.
In the case where the memory register has been tampered, the LFSRs have

been left unchanged. Hence, in this case δt = 0 for all clocks t.
If the fault has been induced in one of the LFSRs, the situation is more

complicated. Some of the δt are different to zero but the attacker does not know
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which. For general (k, �)-combiner, f(Qt, Xt) = zt �= z′t = f(Q′
t, X

′
t) does only

implicate that (Xt, Qt) �= (X ′
t, Q

′
t) but not that Xt �= X ′

t. Therefore, comparing
both keystreams does not reveal immediately information about the induced
fault. Nevertheless, the keystream generator may have additional properties,
allowing the detection of the whole fault. One such example is E0, as discussed
in the next two sections.

A special case are simple combiners. Simple combiner means that the combiner
is memoryless, e.g. � = 0, and that the k LFSRs are all distinct. As no memory
bits are present, zt �= z′t implies f(Xt) �= f(X ′

t) and therefore Xt �= X ′
t. Sampling

enough such time instances permit to compute the whole fault. Therefore, simple
combiners seem to be vulnerable to fault attacks in general.

Altogether, we assume that the adversary has the capability of finding out
the induced fault.

The proposed fault attack is related to algebraic attacks. After observing the
original keystream z1, . . . , zR, an attacker knows (for a fixed value τ ≥ 0) that

Xt+τ
t := (Xt, . . . , Xt+τ ) ∈ Xzt,...,zt+τ , 1 ≤ t ≤ R − τ. (3)

In the positive case, he may use this information to derive algebraic equations
in Xt+τ

t . Because of Xt = Lt(K), this gives a system of equations in K. If the
equations are linear, Gaussian elimination can be used to find K. In the case of
non-linear equations, more sophisticated methods as relinearization or Gröbner
bases might be helpful, in particular, if the number of equations exceeds the
number of unknowns. It is known by [1] that for τ = �, algebraic equations of
degree at most �k·(�+1)

2 	 always do exist.
However, with the additional information at hand by several runs, an attacker

can hope for equations of lower degree, or even linear equations. By observing
the faulty keystream z′1, . . . , z

′
R, the attacker can deduce that, additionally to

(3), it holds that

X ′t+τ
t ∈ Xz′

t,...,z
′
t+τ

, t′ ≤ t ≤ R − τ. (4)

If he can determine the differences δt := Xt ⊕ X ′
t for t ≥ t′, combining (3) and

(4) reduces the set of possible assignments of Xt+τ
t even further. It is

Xt+τ
t ∈ Xzt,...,zt+τ ∩ (Xz′

t,...,z′
t+τ

⊕ (δt, . . . , δt+τ )) (5)

with

Xz′
t,...,z

′
t+τ

⊕(δt, . . . , δt+τ ) := {(Y0 ⊕δt, . . . , Yτ ⊕δt+τ )|(Y0, . . . , Yτ ) ∈ Xz′
t,...,z

′
t+τ

}.

As explained above, if the fault was in the memory bits, it is δt = 0. This
simplifies (5) to

Xt+τ
t ∈ Xzt,...,zt+τ ∩ Xz′

t,...,z
′
t+τ

. (6)

After each run, the adversary checks if the remaining possible values of Xt+τ
t

allow to set up equations of low degree in Xt+τ
t . Algorithms to find such equations
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have been used in several papers [8, 5, 1, 16], an explicit description is given in
[3, Alg. 1]. An alternative is to use Gröbner bases.

Repeating these steps sufficiently often can result in a system of low degree
(or even linear) functions. Thus, the final step consists in computing the solution
to derive the LFSR’s initial state. An example for this attack on the summation
generator with k = 2 LFSRs is given in appendix A.

The whole attack is summarized in the following pseudo code:

General fault attack on (k, l)-combiners

Input: A (k, l)-combiner C, and integers d, N ≥ 1 and τ ≥ 0
Task: Recover the initial state of the LFSRs
Algorithm:

– Derive for all possible outputs (z0, . . . , zτ ) the sets X(z0,...,zτ ) of possible
inputs

– Run the generator once and observe a keystream z1, . . . , zR.
– For t = 1, . . . , R−τ , initialize the sets of possible inputs Xt :=X(zt,...,zt+τ )
– While number of equations of degree ≤ d is less than N do

• Induce an unknown fault in the memory register and observe the
output (z′1, . . . , z

′
R).

• Look for the first clock t′ with zt �= z′t′ .
• Determine the differences δt := Xt ⊕ X ′

t for t ≥ t′.
• For t ≥ t′, reduce the set of possible inputs Xt+τ

t according to (5) or
(6)

• Derive the number of equations on Xt of degree ≤ d for t = 0, . . . , T −
τ and count them.

– end while;
– Recover the initial state by finding a solution to these equations.

4 Fault Attacks to the Bluetooth Keystream Generator

4.1 Preliminary Notes

In this section, we discuss fault attacks on the keystream generator E0, being
part of the Bluetooth encryption. E0 employs four LFSRs, named A, B, C and
D, of lengths 25, 31, 33 and 39, respectively. We denote their outputs at clock t
by at, bt, ct and dt, i.e., it is Xt = (at, bt, ct, dt). The memory bits Qt are referred
to as Qt = (pt, qt, pt−1, qt−1) and the output zt is computed via zt = qt⊕st where
st := at ⊕ bt ⊕ ct ⊕ dt. We assume that the attacker is always able to produce
and to observe R keystream bits z1, . . . , zR. In the Bluetooth standard, the key
changes after 2745 outputs. Hence, this value states a natural upper bound for
R, at least in respect of practical attacks.

Referring to section 3, we consider two different scenarios: the fault does
occur either in the memory register Qt or in one of the four LFSRs. In [1], it
was shown that for any four fixed successive outputs zt,zt+2,zt+3,zt+4, the set
X(zt,zt+2,zt+3,zt+4) of possible inputs Xt+3

t is a strict subset of {0, 1}4·4. Therefore,
every quadruple of four known successive outputs excludes some values for Xt+3

t .
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We will show how the keystreams z′1, . . . , z
′
R derived from faulty runs can be

used to rule out as many inputs as possible. Computer tests showed that this does
not allow to single out the actual value of Xt+3

t directly, but the information
is nonetheless valuable for an attacker. It turned out that in every case, the
remaining set of possible values of Xt+3

t satisfied a linear equation L(Xt+3
t ) = 0.

Implementing this for several clocks finally allows to describe the LFSRs’ initial
state by a system of linear equations.

4.2 Fault Attack on the Memory Register

In this section, we discuss the fault attack for the case that the memory register
is disturbed. Let t′ denote the point in time of the fault. As the LFSRs’ output
remain the same for all faulty runs, it is δt = 0 for all t. The keystream bits
z′t′ , . . . , z′R allow directly to reduce the set of possible keys as formulated in (6).

We simulated this attack on a computer. For 1000 times, we have chosen a ran-
dom initial setting and produced faulty keystreams until we were able to set up
128 different linear equations in the initial state. As the time instance t′ differs
from fault to fault, we made the moderate assumption of 500 generated faulted
keystreambits per fault. The results are displayed in Table 1. It shows in how many
test cases which number of faults were necessary to derive the system of linear equa-
tions. For example, in 17.3 percent of our test cases, 10 faults were required. We
see that in more than 90 percent of all simulations, 12 faults were enough.

Table 1. Simulation results for the fault attack on the memory register

# induced faults 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22
Percentage 10.3 18.9 17.1 17.3 14.2 9.6 5.7 2.5 2.1 0.9 0.7 0.5 0.1 0 0 0.1

4.3 Fault Attack on One LFSR

Now we consider the second attack scenario, where the fault is induced into one
of the LFSRs. We assume that the affected LFSR is A which has the shortest
length. The state of A is altered at a certain uncontrollable point in time t′

and afterwards, some of the inputs Xt = (at, bt, ct, dt), memory states Qt and
keystream bits zt are changed to X ′

t = (at ⊕ δ̃t, bt, ct, dt), Q′
t and z′t, respectively.

This is depicted in Table 2. Let s′t := st ⊕ δ̃t and ∆̃ be the unknown fault
δ̃1, . . . , δ̃R. Observe that the first clock t with zt �= z′t implies immediately that
δ̃t = 1. W.l.o.g., we assume that δ̃1 = 1. This is no restriction as we did not
specify the value of R.

The general attack described in section 3 requires to identify the values of δt.
We present an appropriate method, using correlations between linear combina-
tions of the known zt, z′t and the correct δt. More precisely, for certain coefficient
vectors Γ = (γ0, . . . , γr), it holds that

r⊕

i=0

γi · (zt+i ⊕ z′t+i) =
r⊕

i=0

γi · δt+i (7)
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Table 2. The fault attack on E0 with faulty LFSR. The grey marked entries may
change their values.

Clock 1 . . . t′ − 1 t′ t′ + 1 . . . R

Input X0 . . . Xt′−1 X ′
t′ X ′

t′+1 . . . X ′
R

Memory Q0 . . . Qt′−1 Qt′ Q′
t′+1 . . . Q′

R

Keystream z0 . . . zt′−1 z′
t′ z′

t′+1 . . . z′
R

is true with probability > 1/2 if the δt agree with the induced fault, i.e. δt = δ̃t

for all t. On the other hand, if the δt �= δ̃t, the value on the right hand side is
independent of the left side and (7) is true in only half of the cases. We use this
as a distinguishing feature to separate the value ∆̃ of the induced fault from all
possible fault values ∆.

Some Γ together with their probabilities that (7) is true are displayed in
Table 3. The probabilities were derived by simply counting the positive events for
all possible cases. These probabilities cannot be derived directly from the correla-
tions as determined in [11] for E0. However,Equation (7) is related to (conditional)
correlated linear combinations of the the memory bits qt which have proven to be
useful for the cryptanalysis of combiners with memory before, especially in the
case of E0 (cf. [13, 14, 15]).

Let keystreams Z and Z ′ be given and coefficient vectors Γ1, . . . , Γs be fixed.
For a potential fault ∆, we define the value ΣΓ (∆) := ΣΓ (Z, Z ′, ∆) to be the
number of clocks where (7) holds. An example for computing Σ(∆) is given in
appendix B.1. As explained above, we expect for the right ∆ to have on average
a higher value ΣΓ (∆) than for the wrong guesses.

Consequently, a logical approach is to use the values ΣΓ (∆) to set up a rank-
ing list of all possible faults. This means that the value ∆ with the highest value
ΣΓ (∆) is the most probable fault an so on. Indeed, computer simulations showed
that if the ratio of number of possible keys and number of outputs is too small,
then the right fault was not amongst those values ∆ at the top of the ranking lists.

Table 3. Some correlations together with their probabilities. * means that the proba-
bility is independent of the penultimate entry.

Γ Pr[
⊕

i γi · (zt+i ⊕ z′
t+i ⊕ δt+i) = 0]

(1, 0, ∗, 1) 0.508
(1, 1, ∗, 1) 0.523

(1, 0, 0, ∗, 1) 0.505
(1, 0, 1, ∗, 1) 0.505
(1, 1, 0, ∗, 1) 0.505
(1, 1, 1, ∗, 1) 0.524

(1, 0, 0, 0, ∗, 1) 0.530
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Therefore, we refined this approach by using multiple ranking lists, defined
by the s coefficient vectors Γi. The idea is now to look for values ∆ which occur
amongst the top elements of as many ranking lists as possible.

This is exactly our approach. For each Γ , we determine h different values ∆,
having the highest values ΣΓ (∆). This gives so to speak a ranking list L(Γ ) :=
L(Γ, h) in terms of the values ΣΓ (∆), consisting of h different potential faults ∆.
The next step is to regroup these according to their occurrences in the ranking
lists. We define for each ∆ its index by Ind(∆) := IndZ,Z′(∆) to be the number
of ranking lists L(Γ1), . . . , L(Γs) containing ∆. An example for computing the
index is given in appendix B.2. As explained above, if one candidate has a higher
index than the others, we assume it to be the unknown induced fault.

Computer experiments using a data of 2745 keystream bits showed that often
there was no unique ∆ with maximum index. In this case, one can restart the
keystream generator, induce another fault and hope for a better result this time.

A more refined alternative is to combine the results from two different runs.
Let Z be the original keystream and Z ′ and Z ′′ be faulty keystreams, resulting
from unknown faults ∆̃′ and ∆̃′′, respectively. To keep the explanation simple,
we assume that both faults ∆̃′ and ∆̃′′ occurred at the same clock. The method
does work without this condition too.

Now we bring a new viewpoint into play. Z ′′ can be seen also as the faulty
keystream resulting from the “original” keystream Z ′ and the induced fault
∆̃′ ⊕ ∆̃′′. This imposes additional conditions on the candidates for ∆̃′ and ∆̃′′.
Consequently, instead of looking for the most probable values for ∆̃′ and ∆̃′′ in-
dependently, one can search for the most probable pair for (∆̃′, ∆̃′′). Candidates
(∆1, ∆2) which have high indices IndZ,Z′ (∆1), IndZ,Z′′(∆2) and IndZ′,Z′′(∆1 ⊕
∆2) are therefore preferred. For our simulations, we simply considered the sum
of these three values.

The computer experiments with a reduced length LFSR A proved the prac-
ticability of our method, at least in the considered test cases. For our tests, we
assumed that the attacker is able to produce each time the whole 2745 keystream
bits and that all faults occurred during the first 245 clocks. This is no severe con-
dition. If after inducing the fault, the first clock t with zt �= z′t is ≤ 245, we can
be sure that the condition is met. If this is not the case, one discards this fault
and reattempts again. Therefore, the effort caused by useless runs is compara-
tively small. Furtheron, one can expect that in almost one out of ten attempts,
the faults occurs within the required bounds.

The first tests showed that if all ∆ had an index of 2 or less, the event of
finding the right fault was very unlikely. Therefore, we restarted to induce faults
for a fixed unknown initial setting until at least on index was 3 or higher.

We did 21 tests for the case that LFSR A has length 19 (using some random
primitive polynomial for feedback). The correct pair (∆̃′, ∆̃′′) was uniquely re-
constructed each time. In average, it was necessary to induce 13.86 faults whereas
the maximum was 41. Furthermore, we conducted 3 experiments where A has
length 20. Also here, the right pair was reconstructed every time. The average
number of faults was 27.66 with the maximum being 59. Experiments with the
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original length of 25 have been conducted but have always crashed, presumably
because of memory shortage. It remains as an open question whether faults of
length 25 could be recovered by a more efficient implementation.

The final step consists in reducing the set of possible inputs as described in
section 3, once the faults are determined. We simulated this attack 1000 times
and counted the number of faults needed to set up at least 128 linear equations
in the last 500 clocks (i.e, in XR−500, . . . , XR). Thereby, we always assumed that
we figured out the right fault ∆. It turned out that in 763 cases, 11 faults were
necessary, and it the remaining ones 12 faults. Similar to the attack where the
memory register is tampered, 12 faults seem to be enough whereas 11 faults are
always necessary.

4.4 Fault Attacks on Two-Level-E0

The keystream generator is only one part of the Bluetooth stream cipher. There-
fore, we shortly describe the whole system and point out the consequences of our
attacks. During Bluetooth encryption, the secret key is re-initialized frequently,
using a secret parameter K, denoted as the master key, and publicly known
values IV . The period using the same secret key is called a frame. The whole
Bluetooth keystream generation consists of the following steps:

1. Derive the frame key K = L(K, IV ) where L is a known linear Boolean
function, K the master key and IV a publicly known parameter. This means
that the Bluetooth cipher uses a linear key schedule. Use K to initialize the
LFSRs in E0.

2. Clock E0 several times and compute 128 bit intermediate outputs y1,. . ., y128.
3. Permute the 128 bits using a fixed permutation.
4. Use the 128 bit output to re-initialize the four LFSRs of E0 and produce the

keystream z1, . . . , z2745

In [2], it was shown that if the intermediate outputs yi are known for several
frames, the master key K can be efficiently reconstructed. The proposed fault
attacks provide efficient methods to attack one instantiation of E0. Thus, our
attacks can be applied to the second call of E0 for several frames to determine
the yi’s. Afterwards, the methods in [2] can be used to reconstruct K. This shows
that the whole Bluetooth encryption is affected by the fault attacks.

5 Fault Attack on SNOW 2.0

SNOW 2.0 has been introduced in [9] and is proposed for standardization. It
consists of a length 16 LFSR with 32 bit words, feeding a finite state machine.
The FSM consists of two 32 bit memory registers, called R1 and R2, as well
as some operations to calculate the output and the next state (i.e., the next
values of R1 and R2). A schematic illustration is given in Figure 1. For a precise
description we refer to [9]. We only recall those facts that are needed in our
attack.
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Fig. 1. A schematic picture of SNOW 2.0

Denote the 16 words in the LFSR at clock t by st,...,st+15. The output word
zt at clock t is defined by

zt = (st+15 + R1t) ⊕ R2t ⊕ st

where “+” means integer addition of 32 bit words. The rule to update registers
R1 and R2 at clock t is given by

R2t+1 := S(R1t) and R1t+1 := R2t + st+5 (8)

where S is a nonlinear 32 bit to 32 bit bijection, which is composed of the S-box
and the MixColumn step in the AES block cipher. However, we don’t make use
of an explicit description of S.

Our fault attack on SNOW 2.0 assumes that one can induce a fault in the
memory register R2 (for a time instant t′ over which there is no control). Now
we point out a particular property of SNOW 2.0. Assume for one clock t that
either R2t or R1t is faulty but not both registers at the same time. Then due

Fault was induced into R2t′ before zt′ is computed
Clock . . . t′ − 1 t′ t′ + 1 t′ + 2 t′ + 1 . . .

Register R1 . . . R1t′−1 R1t′ R1′
t′+1 R1t′+2 R1′

t′+3 . . .

Register R2 . . . R2t′−1 R2′
t′ R2t′+1 R2′

t′+2 R2t′+3 . . .

Keystream . . . zt′−1 z′
t′ z′

t′+1 z′
t′+2 z′

t′+3 . . .

Fault was induced into R2t′−1 after zt′−1 has been computed
Clock . . . t′ − 1 t′ t′ + 1 t′ + 2 t′ + 1 . . .

Register R1 . . . R1t′−1 R1′
t′ R1t′+1 R1′

t′+2 R1t′+3 . . .

Register R2 . . . R2′
t′−1 R2t′ R2′

t′+1 R2t′+2 R2′
t′+3 . . .

Keystream . . . zt′−1 z′
t′ z′

t′+1 z′
t′+2 z′

t′+3 . . .

Fig. 2. The two different cases if inducing a fault into R2
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to (8), one clock later the perturbed register is now undisturbed and vice versa.
Therefore, for each clock t ≥ t′, either R2t or R1t is faulty but not both together.

Assume that after inducing the fault, the output is changed starting from
a clock t. Then, two different cases are possible. Either the value of R2t′ has
been changed before the computation of zt′ or R2t′−1 has been disturbed after
the computation of zt′−1. This is shown in Figure 2. The gray marked entries
indicate the faulty ones.

In both cases several outputs zt with faulty registers R2t are known. In the
first case, it is t ∈ {t′, t′+2, t′+4, . . .}, in the second t ∈ {t′+1, t′+3, t′+5, . . .}.
As we do not know which case is true, we have to do the attack once for each case.
Afterwards, the wrong solution can be easily discarded by computing additional
keystream and comparing it with the observed data.

We describe the attack for the case that R2t has been disturbed before zt

has been computed. The attack for the other case is straightforward. In a basic
version, the attack works as follows:

Consider a fault induced in R2t, that complements the least significant bit,
but does not complement the 2nd lowest bit in R2t. The fault in the higher bits
may be arbitrary. The faulty memory register is called R2′t. That is R2t ⊕R2′t =
(∗, . . . , ∗, 0, 1). This fault is identically visible by comparing the output z′t of the
faulty generator by the original output zt.

Now the memory registers are updated to

R2t+1 = S(R1t)
R1t+1 = R2t + st+5

R1′t+1 = R2′t + st+5

In R1′t+1 a fault is induced that becomes visible by comparing zt+1 and z′t+1 (in
R2t+1 no difference has been induced). Thus we have

zt+1 = (st+16 + R2t + st+5)⊕ R2t+1 ⊕ st+1 and z′t+1 = (st+16 + R2′t + st+5)⊕
R2t+1 ⊕ st+1. Focus now on S1 = st+16 + R2t + st+5 = st+16 + st+5 + R2t and
S2 = st+16 + R2′t + st+5 = st+16 + st+5 + R2′t. Then the XOR of S1 and S2
agrees with that of zt+1 and z′t+1. There are now two cases: Either the second
last bit of S1 agrees with that of S2. Then lsb(st+16 + st+5) = 0, otherwise
lsb(st+16 + st+5) = 1. In the first case there is thus no change of the carry,
and in the second case there is one. Anyway, this gives a linear equation in the
LFSR’s state bits.

Carry out these steps for at least 512 = 32 · 16 different clock, until we have
sufficiently many linear equations, so that we can solve for the contents of the
LFSR. Observe that some linear equations might be linearly dependent, so that it
might be necessary to consider more clocks. As in average every 4th fault induced
in R2t has the required form and as we can use only every second output, we
need at least 2 · 4 · 512 = 212 output words produced by the correct and 212

output words produced by the faulted generator.
One can modify and further relax the conditions on the fault induced, e.g.,

one could apply this attack on the 2nd lowest bit. Then one obtains quadratic
instead of linear equations.
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6 Conclusion

We have shown that fault attacks can be successfully applied to LFSR-based
stream ciphers that use a combiner with memory. This is in particular demon-
strated by fault attacks against the stream cipher E0 used in Bluetooth and
against the stream cipher SNOW 2.0. As our general attack proposed in Sec-
tion 3 relies on computing the set of possible inputs X(z1,...,zr

), an obvious coun-
termeasure would be to choose the number k of inputs as well as the number � of
memory bits of the output function not too small (e.g., k, � ≥ 10). Furtheron, the
attack described in Section 4.3 would fail if LFSRs of greater length were used.
Together with the results from [12], it seems to be reasonable to use few long
LFSRs instead of many but short ones. Indeed, our attack on SNOW 2.0 shows
that these countermeasures are not sufficient. As a result, it would be interesting
to see if better countermeasures against fault attacks on stream ciphers exist. In
particular, it seems open whether fault attacks apply in general against stream
ciphers which are not based on LFSR’s and whose driving devices are nonlinear.
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A An Example for Fault Attack on the Summation
Generator with k = 2 Inputs

In this section we illustrate the general fault attack described in section 3 on the
summation generator with k = 2 inputs Xt = (at, bt) and � = 1 memory bits
from section 2. By theorem 1, not all outputs (zt, zt+1) ∈ {0, 1}2 can be produced
by all 16 possible inputs (Xt, Xt+1) ∈ {0, 1}4. Due to the small values of k and
�, it is possible to exhaustively compute all possible input-output combinations
over 2 clocks. From this, it is easy to derive for a given output (zt, zt+1) the set
of possible inputs.

X0,0 = {(0000), (0011), (1101), (1110), (0101), (0110), (1001), (1010)}
X0,1 = {(0001), (0010), (1100), (1111), (0100), (0111), (1000), (1011)}
X1,0 = {(0100), (0111), (1000), (1011), (0000), (0011), (1101), (1110)}
X1,1 = {(0101), (0110), (1001), (1010), (0001), (0010), (1100), (1111)}

Note that each output (zt, zt+1) can be produced by only half of the 16 possible
inputs (at, bt, at+1, bt+1), i.e., the property described in theorem 1 holds for each
possible output. Any observed output segment (zt, zt+1) provides the information
that (Xt, Xt+1) ∈ X(zt,zt+1). It is easy to see that for each (zt, zt+1), no linear
functions g �≡ 0 exists with g(Xt, Xt+1) = 0 for all (Xt, Xt+1) ∈ X(zt,zt+1).
More specifically, it is not possible for the adversary to derive a linear function
L : {0, 1}4 → {0, 1} such that L(Xt, Xt+1) = 0 holds.

In the fault attack scenario, the adversary can now re-run the keystream
generator with the same initial setting and induce a unknown fault in the mem-
ory register during the run. Let (z′t, z′t+1, . . .) be the keystream of this second
disturbed run, also observed by the adversary. He cannot choose the point in
time t′ of the disturbance, but estimate it by comparing the two keystreams
(z1, . . .) and (z′1, . . .). Suppose that the fault is induced in Qt′ with t′ ≤ t and
a different keystream segment (z′t, z

′
t+1) �= (zt, zt+1) has occurred. Hence, it is

Xt ∈ X(zt,zt+1)∩X(z′
tz

′
t+1) and the number of possible assignments of Xt is further

reduced. For example, if (zt, zt+1) = (0, 0) and (z′t, z
′
t+1) = (1, 0), then

Xt+1
t = (at, bt, at+1, bt+1) ∈ X(0,0) ∩ X(1,0) = {(0000), (0011), (1101), (1110)}.



50 F. Armknecht and W. Meier

Xt+1
t is still not uniquely determined, but the adversary has gained the additional

information that at ⊕bt = 0 is true in any case. Repeating these steps for several
clocks t, it is possible to derive a system of linear equations in Xt and hence in
K. By computing the solution, it is easily possible to determine the unknown
initial setting K.

B Examples Concerning Section 4.3

B.1 Example for Computing ΣΓ (Z, Z′∆)

We demonstrate on an example how the value Σ(∆) is computed. Let Γ =
(γ0, γ1, γ2) := (1, 1, 0, 1). Now we consider the following situation:

t 1 2 3 4 5 6 7 8 9 10
zt 1 1 0 0 0 1 1 1 0 0
z′t 0 1 1 0 1 1 0 1 1 1
δt 0 0 1 1 1 0 1 0 0 1

By definition, ΣΓ (Z, Z ′, ∆) is the number of clocks 1 ≤ t ≤ t with

(zt ⊕ z′t) ⊕ (zt+1 ⊕ z′t+1) ⊕ (zt+3 ⊕ z′t+3) = δt ⊕ δt+1 ⊕ δt+3.

In this case, the values of
⊕

γi(zt ⊕ z′t ⊕ δt) for t = 1, . . . , 7 are 0, 0, 1, 1, 0, 1
and 0, respectively. Hence, it is ΣΓ (Z, Z ′, ∆) = 4.

B.2 Example for Computing the Index Ind(∆)

In our example we assume that altogether 8 different possible faults ∆ exist,
denoted by ∆0,. . . ,∆7. We use four different coefficient vectors Γ1, . . . , Γ4 and
consider for each of them the three ∆’s having the highest values ΣΓi(Z, Z ′, ∆)
(see also previous section). We abbreviate ΣΓi(Z, Z ′, ∆j) by Σj

i .
Assume that computing the values Σj

i gives the following orderings:

Σ7
1 < Σ0

1 < Σ3
1 < Σ4

1 < Σ2
1 < Σ1

1 < Σ6
1 < Σ5

1
Σ1

2 < Σ5
2 < Σ0

2 < Σ3
2 < Σ7

2 < Σ6
2 < Σ2

2 < Σ4
2

Σ2
3 < Σ0

3 < Σ1
3 < Σ4

3 < Σ5
3 < Σ7

3 < Σ5
3 < Σ3

3
Σ7

4 < Σ2
4 < Σ5

4 < Σ1
4 < Σ3

4 < Σ0
4 < Σ4

4 < Σ6
4

The first Top-3-list L(Γ1) contains the three ∆j having the highest values of Σ1.
In this case, these are ∆1, ∆6 and ∆5. L(Γ2), L(Γ3) and L(Γ4) are defined anal-
ogously. It is L(Γ1) = [∆1, ∆6, ∆5], L(Γ2) = [∆6, ∆2, ∆4], L(Γ3) = [∆7, ∆5, ∆3]
and L(Γ4) = [∆0, ∆4, ∆6].

The next step consists in counting for each ∆j its number of occurrences in
L(Γ1), . . . , L(Γ4), called its index. As ∆6 has the highest index, namely 3, it is
an apparent candidate for the unknown guess. But simulations showed that this
strategy results in wrong guesses in significantly many cases. Hence, we imposed
a stronger condition for a guess: the index of the guess must be at least two
higher than the other indices.
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