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Abstract. This paper focuses on F-FCSR, a new family of stream ci-
phers proposed by Arnault and Berger at FSE 2005. It uses a non-linear
primitive called the Feedback with Carry Shift Register (FCSR) as a
building block. Its security relies on some properties of the 2-adic num-
bers. The F-FCSR family contains several stream ciphers, each of them
proposing different features.

First, we show a resynchronization attack that breaks algorithms in
the family that support initialization vectors. The attack requires at most
216 chosen IV’s and a little offline processing to recover the full secret
key. We have implemented it with success on a standard PC.

Secondly, we show a time/memory/data trade-off attack which breaks
several algorithms in the F-FCSR family, even when initialization vec-
tors are not supported. Its complexity ranges from 264 to 280 operations
(depending on which algorithm in the family we consider), while the in-
ternal state has size 196 bits at least. Therefore this attack is better than
generic attacks.

Keywords: FCSR, Time/memory/data trade-off, stream cipher, resyn-
chronization attack.

1 Introduction

Stream ciphers are a special class of secret key cryptosystems. Their principle is
to generate a long pseudo-random sequence which is then XORed bitwise to the
message in order to produce the ciphertext. Thus, compared to a block cipher,
a secure stream cipher is expected to be much faster.

Yet the design of secure stream ciphers also seems to be more difficult. Indeed,
over the years, few proposals have withstood cryptanalysis. Many of the attacks
staged over stream ciphers exploit the mathematical structure of Linear Feedback
Shift Registers (LFSR) which are often used as building blocks. To avoid these
pitfalls, alternative constructions have been proposed recently. For instance, it
has been suggested to use irregularly-clocked registers or efficient non-linear
mapping. One of theses suggestions is to replace LFSR by Feedback with Carry
Shift Registers (FCSR). A FCSR is a binary register, similar to a LFSR, except
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that it performs operations with carries. This brings non-linearity, which is an
interesting property to thwart algebraic attacks [8] or correlation attacks [19, 20].
The idea of using FCSR in cryptography was originally proposed by Klapper et
al. in 1994 [16], but it was shown that they are not secure when used alone [17].
FCSR came back into flavor with recent works by Arnault and Berger [2, 3].
Some of their proposals were broken in 2004 [21]. Later, at FSE 2005, they
proposed a concrete family of stream ciphers based on FCSR. It is referred to
as the F-FCSR family and several variants are suggested. In this paper, we
investigate the security of this new family of stream ciphers.

The paper is constructed as follows: in a first section, we recall the principle
of the FCSR primitive and describe the proposals of [3].

Secondly, we describe resynchronization attacks against all variants that sup-
port Initialization Vectors (IV). We describe how to learn some information
about the secret key, by comparing the keystream generated with two related
IV’s. We manage to recover the full secret key with about 215 pairs of chosen
IV’s and little offline processing. These attacks have been implemented and take
time ranging from a few seconds to a few hours on a standard PC.

Finally, we describe a time/memory/data trade-off against some algorithms
in the family. Since the internal state has a size of n = 196 bits, the best generic
attack is expected to cost about 2n/2 = 298 computation steps. However we
show that the real entropy is only of 128 bits, due to the cycle structure of the
state-update function. Using this property, we attack some of the algorithms
with time, memory and data of the order of 264.

2 Stream Ciphers Based on FCSR

2.1 The FCSR Primitive

Feedback with Carry Shift Registers were introduced by Goresky and Klap-
per [16]. The underlying theory is related to the 2-adic fractions and more details
can be found in [3]. Here, we simply recall the main characteristics.

Let q be a negative integer such that −q is prime and let 0 ≤ p < −q. Let
q = 1 − 2d. We write d =

∑k−1
i=0 di2i.

The FCSR generator with feedback prime q and initial value p produces the
2-adic expression of the fraction p/q. This corresponds to the infinite sequence
of bits ai ∈ {0, 1}, where p = q ·

∑∞
i=0 ai2i.

This sequence has good statistical properties (relative to its period in partic-
ular), provided q is prime and 2 is of order |q| − 1 modulo q. The sequence of ai

can also be computed in an iterative way through the sequence of integers pi,
defined as:

p0 = p , (1)
ai = pi mod 2 and pi+1 = pi−qai

2 ≡ pi

2 mod q . (2)

It is easy to verify that ∀i, 0 ≤ pi < −q. Also, the following relation holds
∀i ≥ 0,

pi

q
=

∑

j≥i

aj2j−i.
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The sequence of integers ai can be obtained in a register-oriented fashion.
Consider:

– a main register M with k binary memory cells,
– a carry register C with � − 1 binary memory cells, where � is the Hamming

weight of d. The set Id = {i|0 ≤ i ≤ k − 2 and di = 1} denotes the positions
of these cells.

The main register M is said to contain the integer m =
∑k−1

i=0 mi2i when the
values (m0 . . . mk−1) appear in the k cells of the register. Similarly, the carry
register is said to contain the integer c =

∑k−1
i=0 ci2i if, for i /∈ Id, ci = 0 and,

for i ∈ Id, ci appears in the corresponding carry cell. We say that, at time t, the
FCSR is in state (m(t), c(t)) if the main register contains the value m(t) and the
carry register contains c(t). The state (m(t + 1), c(t + 1)) is computed from the
state (m(t), c(t)) according to the following equations:

– For 0 ≤ i ≤ k − 2 and i /∈ Id

mi(t + 1) = mi+1(t)
– For 0 ≤ i ≤ k − 2 and i ∈ Id

mi(t + 1) = mi+1(t) ⊕ ci(t) ⊕ m0(t)
ci(t + 1) = mi+1(t)ci(t) ⊕ ci(t)m0(t) ⊕ m0(t)mi+1(t)

– For i = k − 1
mi(t + 1) = m0(t)

A small example of this register representation with q = −347 appears in the
Figure 1.

Let the initial state be given by m(0) = p and c(0) = 0. The next state
(m(t+1), c(t+1)) is computed from (m(t), c(t)) by looking at the least significant
bit m0(t) of M . The main register is always right-shifted, which corresponds to
a division by 2. The content of C is added to the result, as well as the number
d when m0(t) = 1. Thus,

m(t + 1) + 2c(t + 1) =
m(t) − m0(t)

2
+ c(t) + dm0(t)

=
m(t) + 2c(t) − qm0(t)

2

mmmmmmmm 01234567

c c c c 1235

1 1 1 1 1 00 0d

Fig. 1. Example of FCSR
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Hence the following relations are always satisfied:

at = m0(t) and pt = m(t) + 2c(t).

So the register-oriented representation produces indeed the 2-adic representation
of the fraction p/q through the bit m0(t) - generally called the feedback bit.

2.2 The F-FCSR Family

Stream ciphers based on FCSR were already proposed in the past [2, 16]. However
it was shown that, despite the non-linearity, it is insecure to output directly bits
from the FCSR sequence. Efficient algorithms [17] have been proposed to retrieve
the initial state: when q is of size 128 bits, knowing 128 output bits is sufficient.

Arnault and Berger suggested [3] to apply a filtering function to the FCSR
state, in order to produce output bits. They argued that a linear filter is sufficient,
since the FCSR primitive is already non-linear by itself. At FSE 2005, they
presented a new family of stream ciphers based on this general idea. The following
parameters are chosen for all algorithms in the family: the main register has a
size k = 128 bits and the feedback prime is

−q = 493877400643443608888382048200783943827.

This choice guarantees the maximal period, because the order of 2 modulo q is
equal to |q| − 1. The Hamming weight of d = 1−q

2 is � = 69 so the carry register
has � − 1 = 68 memory cells. The secret key of the algorithm (of size 128 bits)
is the initial value p introduced in the main register.

Differences between the four proposed algorithms lie in the nature of the
output function. Two distinctions are made depending on

– the secrecy of the output taps. Two proposals use a fixed linear combination
of the FCSR state. The other two use a dynamic output function (i.e. the
taps are generated from the secret key, and are therefore unknown to an
attacker).

– the number of output bits per advance. The basic construction produces 1
bit at each advance of the FCSR. To improve the encryption speed, it is
possible to use 8 filtering functions in order to produce 8 output bits per
advance.

2.3 Description of the Proposals

The first proposal is called F-FCSR-SF1. SF stands for “Static Filter”. The
stream cipher is based on the FCSR described above. It produces one single
output bit at each advance of the FCSR. This output bit is computed through
a known linear filter function, called F , of the form:

f(m0, . . . , mk−1) =
k−1⊕

i=0

fimi,
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where fi ∈ {0, 1}. We call f the number
∑k−1

i=0 fi2i. In their paper, the authors
suggested to use the filter f = d. With this choice, the output bit of the stream
cipher is the XOR of all the main register cells located just after a carry cell.

The second proposal is called F-FCSR-SF8. The same FCSR is used but
eight output bits are produced at each advance. This is done quite naturally by
using eight different filters (Fi)1≤i≤8. The filters must be linearly independent
and respect other conditions detailed in [3]. In order to have a simple extraction
function for the 8 output bits, the authors suggest to use 8 filters with disjoint
supports. More precisely, they recommend filters Fi such that

∀i ∈ [1, 8], Supp(Fi) ⊂ {j|j ≡ i mod 8}. (3)

The filters (Fi)1≤i≤8 are public and part of the stream design.
The third proposal is called F-FCSR-DF1. DF stands for “Dynamic Filter”.

It works exactly as F-FCSR-SF1, except that the output filter F is kept se-
cret and derived from the key through an invertible function g. This artificially
increases the size of the cipher state from 196 = 128 + 68 to 324 bits.

The fourth proposal is called F-FCSR-DF8. It works exactly as F-FCSR-
SF8, except that the eight filters are kept secret and derived from the key. Here
also the filters verify the condition 3. Since the filters have disjoint supports, a
single invertible function g suffices to define the eight filters.

2.4 Initialization Vectors

Since stream ciphers produce bit sequences independently of the messages they
encrypt, it is customary to add an initialization vector (IV), that allows the
sequence to change from one encryption to the next. The IV is usually a public
value, transmitted alongside the ciphertext.

Support for IV is often impossible to avoid: applications deal with relatively
small messages (frames or data packets), which makes it highly inefficient to
rekey the cipher for each message. Using one long keystream sequence raises
important problems of synchronization. Therefore all new stream ciphers are
expected to support IV’s. For example, this is a requirement in the call for
stream ciphers published recently by the european project ECRYPT [10].

In the F-FCSR family, the authors propose to use the initial content of the
carry register as the initialization vector. Six advances are made before
the encryption starts, to guarantee the diffusion of the IV in the initial state.

There is a slight problem of dimension, not solved in the FSE paper: the carry
register has length 68 bits which is not a convenient IV size (64 bits would be
better for instance). In the later, we assume that the IV has length 68 bits. We
claim that variants of our attack could be envisaged even if another IV dimension
(64 or 128 bits) was used and it was somehow mapped to the carry register state.

2.5 Resynchronization Attacks

Building a good initialization mechanism for a stream cipher is not an easy task.
Indeed, the IV is a public value introduced inside the secret state of the cipher.
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By looking at the link between the IV and the first keystream bits, some secret
information may be leaked. This family of attacks has first been called “resyn-
chronization attacks” [9], but its spectrum of applications has broaden [1, 13].
Practical applications have been shown for the 802.11 standard [18] or for the
GSM standard [6].

Most attacks require only known IV (which is always the case since the IV is
transmitted in clear). However, there are situations where we can envisage cho-
sen IV. Firstly, an active attacker may modify the IV while it is transmitted on
the communication channel. Secondly, the IV is often generated by an unspeci-
fied random generator, which might be partially controlled by the attacker.

Our attacks require pairs of related IV’s which typically differ by only one bit.
Since many implementations use a counter, such low-weight differences are likely
to appear rapidly. Such chosen IV attacks often turn up to be more practical
than expected (see the example of RC4 in the 802.11 standard [18]).

3 Resynchronization Attack with Static Filter

In this section, we describe an attack against the two proposals which use a
static filter. We focus on F-FCSR-SF1 but clearly the same attack applies to
F-FCSR-SF8.

3.1 Principle of the Attack

Our basic observation is that the 6 initial advances are not sufficient for all cells
of the main register to depend on the whole IV. Suppose we flip only one bit
of the IV (i.e. one bit in the initial state of the carry register), then after 6
advances, only a few cells in the main register may be affected. Our idea is to
predict the difference on the first keystream bit. To do that, only a small number
of key bits need to be guessed.

The initial state of the main register is just the key m(0) = K. Similarly, the
initial state of the carry register is denoted by c(0) and is just equal to c(0) = IV .
After 6 advances, the state of the carry register is c(6) and the state of the main
register is m(6). The first keystream bit z(0) is given by z(0) =

⊕127
i=0 fimi(6),

where the output filter f =
∑

i fi2i is known.
Let i ∈ Id be a position where a carry cell is present. Suppose we initially

replace ci(0) by ci(0) ⊕ 1. We are interested in how the first keystream bit z(0)
is affected by this modification1. Note that this difference propagates through
the main register up to the end, one cell at a time, and will not disappear. Thus,
after n ≤ i + 1 advances of the FCSR, there will be a difference in the cell
i−n+1. Due to the carries, the difference may also linger on previous cells, but
the probability of a difference staying for a long time is low.

If i ≥ 5, then, only the bits mi(6), . . . , mi−5(6) of the main register may be
affected, after the 6 initial advances, by the initial flip. Bit mi−5(6) is always
flipped, and for the other bits, it depends on the initial state. This propagation
1 We assume that i ≥ 5, so the first 6 feedback bits are not affected.
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Fig. 2. Influence of state bits on the difference propagation

is illustrated in Figure 2. If i < 5, then the feedback bit is affected during the
6 initial advances and many bits in the main register may be affected. We want
to avoid this case.

Therefore, in order to predict the difference on the first keystream bit z(0),
it is sufficient to know:

– the first 6 feedback bits, which are fully determined by key bits m0(0), . . . ,
m5(0) and IV bits cj(0), j < 5 and j ∈ Id,

– the “neighborhood” of cell i, i.e. key bits mi−4(0), . . . , mi+6(0) and IV bits
cj(0), i − 4 ≤ j ≤ i + 5 and j ∈ Id.

The initial state of the carry register is known. So all we need to guess is 6+11 =
17 key bits, in order to predict the propagation of the initial difference during 6
rounds, and therefore the difference on the first keystream bit z(0).

If we guess correctly the 17 bits, we will observe the predicted difference.
But observing the difference on one keystream bit do not allow us to deduce
the correct guess among the 217 possibilities. We are only able to eliminate
roughly half of the candidates. So, this experiment provides roughly one bit of
information about the key. However, we may hope to find the right candidate
by iterating the process 17 times.

3.2 Limitations

In order to find the right guess on 17 key bits, we could think of using 17 indepen-
dent experiments. This can be achieved by randomizing the IV. As mentioned
above, the IV bits that are significant for the differential behavior are those lo-
cated at positions 0 to 4 and i − 4 to i + 5. The exact number of bits that we
can randomize depends on the set Id, but we observed that between 6 and 10
bits are usually available for all choices of i. So we expect to get between 26 and
210 possible experiments. In theory, this is enough to find the right guess.

Unfortunately, this does not work in practice. It is generally not possible to
identify the correct guess among the 217 candidates. As an illustration, suppose
that the output taps satisfy fj = 0 for j = i − 4, . . . , i. Then the only output
tap in the “influence window” is at position i − 5. The difference on the first
keystream bit is therefore always 1, for all values of the 17 key bits. In this case,
no information can be obtained by randomizing the IV.
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Of course, this is the least favorable case. In most cases, we observed that
many candidates for the 17 key bits can be discarded using the previous differ-
ential conditions. However, a small number of candidates may remain.

3.3 Key-Recovery Algorithm

To overcome these difficulties, we propose a “sliding window” algorithm. After
considering a position i, a small number of candidates for 17 bits of the key
remains. Next, we examine position i−1, and guess a few extra key bits in order
to repeat the same attack2. From pairs of chosen IV’s, we obtain new conditions
which allow us to eliminate more candidates, and so on. Our goal is to keep the
number of candidates as low as possible alongside the execution of the attack.

The resulting algorithm may be described as follows:

– Guess the 6 rightmost bits (m0(0), . . . , m5(0)).
– Guess the 6 leftmost bits (m122(0), . . . , m127(0)).
– For i from 120 down to 5 do:

• Guess bit mi+1(0).
• If (i + 5) ∈ Id (a carry cell is present at the current position) do:

∗ Flip the corresponding IV bit, and do as much experiments as possi-
ble (depending on the number of carry bits that are able to influence
the output).

∗ Discard guesses that are not compatible with the observed difference
on the first keystream bit.

– Output the remaining correct guesses and test each of them to find the secret
key.

When no carry bit is present at position i (case where i 	∈ Id), we cannot
eliminate any candidate, so the number of guesses to examine grows by a factor
of 2. This can be quite inconvenient, so we propose a simple improvement. We
flip the bit ci+6(0) (instead of ci+5(0)) and look at the second keystream bit
z(1) (instead of z(0)). This is roughly the same idea as before with 7 advances
instead of 6. Some technical details need to be fixed (for instance, we need to
predict one more feedback bit), but the idea remains the same. And so on with
more advances.

With this improvement, we can obtain conditions at every position (instead
of only the positions i ∈ Id) for little extra cost. This keeps the number of
candidates low and makes the attack feasible.

3.4 Efficiency and Results

We implemented this attack on a standard PC, and observed the behavior of the
previous algorithm on several randomly chosen keys. At each stage, the number
of possible solutions never climbed above the starting point of 213. The set of
2 Because of the overlapping between the two sets, only one new bit needs to be

guessed.
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solutions must be explored for each value of index i. Thus, the time complexity
of the algorithm is about 128×213 
 220. This represents a few seconds on a PC.

With the selected value of q, there is an average of 28 experiments for each
position, which means the number of possible experiments is about 128 × 28 

215. This means we need to process about 215 pairs of chosen IVs in order to
recover the full secret key. For each pair, we are only interested in learning the
differential on one keystream bit. Thus the attack is very efficient and does not
require a powerful adversary.

We also mention that some trade-offs are possible: if less than 215 pairs of
IV are available, we can stop the previous algorithm at any time, when only n
bits from the key have been guessed. Then we can go through all the remaining
correct guesses in the algorithm (at most 213) and also guess the remaining
128 − n key bits.

3.5 Adapting the Attack to F-FCSR-SF8

The eight filters chosen to produce the eight output bits in the F-FCSR-SF8
version of the stream cipher have disjoint support. If we XOR the eight output
bits, we obtain exactly the one bit of output we had in the previous attack.
Thus, at worse, F-FCSR-SF8 can be attacked with the same complexity as
F-FCSR-SF1.

Moreover, it is also possible to use the extra information : 8 bits of information
about the internal state are outputted at a time. This allows us to reject more
candidates at each stage. We expect to discard everything but the correct guess
at each step, which would decrease the time complexity of the attack to about
216 as the total number of IV’s to process.

4 Resynchronization Attacks with Dynamic Filter

In this section, we describe an attack against the two proposals using a dynamic
filter. We will focus on F-FCSR-DF1 for our description of the attack but it
applies similarly on F-FCSR-DF8. As in Section 3, the attack is a chosen IV
attack and recovers the secret key with only 216 IV’s.

4.1 Principle of the Attack

In the F-FCSR-DF1 version of the stream cipher, the filter function is unknown
of the adversary. It is derived from the secret key through an invertible function
g. The function g, however, is public. This means that if the adversary is able to
reconstruct the filter, he can immediately recover the corresponding secret key.
Thus, our attack focuses on recovering the output filter.

As in Section 3, the principle of the attack is a differential cryptanalysis on
the initial carry vector. We observe that when we introduce a difference on the
bit i of the carry vector, after one clock of the register, this difference will be
on the bit i of the main register, after two clocks, it will be on the bit i − 1 of
the main register, and so on. The Figure 2 shows the cells that may contain a
difference after 6 advances of the FCSR.
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Since we no longer know the output taps, it is pointless to try to predict the
state difference after 6 advances. However, we can try to predict whether or
not an output tap is present at each position. As observed previously, if
we flip the i-th carry bit, it is guaranteed to propagate to position i − 5 of the
main register after 6 advances. For positions i − 4 ≤ j ≤ i, the difference may
subsist depending on the carries, but these events are quite unlikely.

Thus, after six advances the output will be flipped with probability greater
than 1/2 if there is an output tap at position i − 5, and not flipped with proba-
bility greater than 1/2 otherwise. This observation opens a way of attack.

4.2 Details of the Attack

In order to predict the output tap number i − 5, we flip the carry bit number
i. Then we observe the difference on the first keystream bit z(0). For positions
i 	∈ Id where there is no carry cell, our trick consists in targeting the first j ∈ Id

such that j > i and observing the keystream bit z(j − i).
With good probability, the presence of a difference in the output indicates

that fi = 1. Since we are interested in measuring a probability, we need several
such experiments. Like we did in Section 3, we vary the experiments by changing
the values of the carry bits in the influence zone. We obtain a ratio δi of the
number of differences observed by the number of total experiments for the bit i.

We first perform a gross prediction of the filter F , quite simply by saying
that fi = 1 if δi > 0.5, and fi = 0 otherwise. From the different random keys
we tried, we observed that this prediction already gives a quite accurate value
of F . Indeed, only 20 to 30 errors remain among the 128 filter bits. Since we
do not know the positions of these errors, it would be too long to enumerate all
candidates at this point.

In order to decrease the number of errors, we propose an iterative algorithm to
converge towards the correct filter. We modify locally some bits on the predicted
filter and test whether the result fits better to the reality. This algorithm may
be described as follows:

– Collect data on the stream cipher by doing the set of experiments described
above. Store the values of the δi in an array ∆.

– Based on the data, obtain a gross prediction F ′ for the filter and deduce the
corresponding key K ′ by inverting g.

– Reproduce the same set of experiments “offline”, on a stream cipher using
the current candidates for the key and the filter. Obtain an array ∆′.

– While ∆ 	= ∆′, do:
• Pick one byte from the filter and enumerate the 28 possible values. Keep

the current values of F ′ for the other bytes. Do the set of experiments for
each new guessed value. Keep the value that minimizes d(∆, ∆′), where
d is some distance function (for instance, the euclidian function).

• If stuck on a wrong filter value, change the distance d.
– Output the filter and the corresponding key.
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The underlying idea is that the errors on the candidate filters are gen-
erally local. So it is interesting to modify just one byte of the filter and test
whether we obtain a better prediction. Random jumps are used in case we get
stuck at some point.

We observed in practice that this algorithm was quite efficient and converged
reasonably quickly towards the correct key and the correct filter.

4.3 Efficiency and Results

The first part of the algorithm consists in collecting data from the real stream
cipher. This requires 215 pairs of IV’s. As in Section 3, we are only interested in
learning the differential on one output bit. The rest of the attack is performed
offline.

The time complexity of the algorithm is trickier to evaluate since it depends
on the converging speed. Each step of the loop requires 224 operations. Our
experiments with random secret keys suggest that an average of 28 passes of the
loop are needed to find the correct secret key. Thus the time complexity observed
in practice is around 232. This attack runs in a few hours on a single PC.

4.4 Adapting the Attack to F-FCSR-SD8

The 8 filters are constructed as for F-FCSR-SF8. They verify equation 3. For
a filter Fi, we know that two bits equal to 1 are separated at least by eight bits.
Since the range of our experiments often affects only six or seven bits, we are
able to directly guess the correct value of the filter Fi for most of the bits (those
that correspond to an experiment with length less than 8). The remaining bits
will also have a better prediction than in the previous case. Thus, the attack
becomes more powerful and recovers the filter and the secret key much quicker.

5 Time/Memory/Data Trade-Off Attacks

5.1 Trade-Off Attacks Against Stream Ciphers

Since the internal state of a stream cipher changes during the encryption, a brute-
force attack has several possible targets. Knowing any value of the internal state
is often sufficient for an attacker. This is the main idea behind trade-off attacks:
only a small portion of the possible states is enumerated, and we hope, using
the birthday paradox, to find a match between the states encountered during
the encryption and the states enumerated offline.

The first attack proposed in the literature is generally referred to as Babbage-
Golic trade-off [5, 12]. Roughly, a stream cipher with internal state of n bits can
be attacked with time, memory and data of the order of 2n/2. An alternative is
to apply the famous Hellman time-memory trade-off [14] to the case of stream
ciphers [7]. This second attack allows many trade-offs, but its complexity always
remains above 2n/2 regarding the time complexity.

Because of these attacks, it is recommended for stream ciphers to use an
internal state, which is larger than the expected strength (usually twice the size
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of the key). Accordingly, Arnault and Berger [3] argued that F-FCSR has a state
of n = 196 bits at least (it is even more when the output taps are secret), which
brings the attack to a complexity larger or equal to 298, which is not practical.
In this Section, we show that a better trade-off attack is possible against the
F-FCSR family, due to the mathematical properties of the state-update function.

5.2 Real Entropy of the F-FCSR State

Let s(t) = (m(t), c(t)) denote the state of the cipher at time t. There are
2k+�−1 = 2196 possible states, and as explained in Section 2.1, each state is
characterized by some integer pt < (−q) such that pt = m(t) + 2c(t).

A crucial observation is that the state-update function of a FCSR is not
invertible. Take the example of Figure 1. Suppose that m7(t) = 0 and m5(t) =
c5(t) = 1. Then the previous state must satisfy two incompatible constraints:

0 = m0(t − 1)
1 = m0(t − 1) = m6(t − 1) = c5(t − 1)

Therefore, as the encryption proceeds, the state looses entropy. It is known
that, provided the order of 2 modulo q is |q| − 1, the graph of the state-update
function had a unique cycle of length |q| − 1. Moreover, each state s = (m, c) in
the cycle corresponds uniquely to some integer x < (−q) such that m + 2c = x.
Alongside the unique cycle, the integer x takes successively all values between 1
and |q| − 1.

The question is how fast does the state reach this unique cycle. Consider any
pair of states (s, s′), that correspond to the same value x:

x = m + 2c = m′ + 2c′.

In section 5.3, we show that these two states converge to the same internal state
with very high probability, after 128 advances of the FCSR in average.

Now suppose that s was a state of the unique cycle. Since s′ becomes synchro-
nized with s in 128 advances in average, we know that any state is mapped
to a state of the unique cycle after 128 advances in average. Provided we
discard the first keystream bits, we can therefore assume that all internal states
we encounter are part of the unique cycle. So, the real entropy of the internal
state is only of log2(q − 1) 
 128 bits.

5.3 Resynchronization in Probabilistic Time

We consider two states which satisfy x = m + 2c = m′ + 2c′. We say that a cell
in the main register is synchronized when its value is the same for these two
states. We want to determine how many advances are necessary before all cells
in the two states become synchronized.

First, we observe that the value of x remains identical for both states after any
number of iterations. This follows immediately from the definition of a FCSR.
Consequently, the feedback bit, i.e. the rightmost bit in the main register is
always synchronized. Indeed, x mod 2 = m mod 2 = m′ mod 2.
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In addition, suppose that the i leftmost cells of the main register are synchro-
nized at time t. Then, it is clear that they remain synchronized for all t′ > t (the
only propagation from right to left in the FCSR comes from the feedback bit,
which is synchronized). Moreover, if we are lucky the cell m127−i may become
synchronized at time t + 1.

If (127 − i) 	∈ Id, there is no carry cell and m127−i(t + 1) = m127−i+1(t).
Therefore m127−i becomes synchronized at time t + 1.

Otherwise, if (127 − i) ∈ Id, then there is a carry cell and

m127−i(t + 1) = m127−i+1(t) ⊕ c127−i(t) ⊕ m0(t).

Remember that both bits m0 and m127−i+1 are already synchronized. Roughly,
m127−i becomes synchronized with probability 0.5 depending on the be-
havior of the carry register.

Therefore, the whole register is likely to be eventually synchronized. The
average time for this to happen is

T =
∑

i�∈Id

1 +
∑

i∈Id

2 = 68 + 60 × 2 = 188

advances. Actually, a similar property holds if we consider the rightmost cells,
so the synchronization goes in both directions. Generally, it takes less than 128
advances. The phenomenon has been confirmed by our practical simulations.

5.4 Trade-Off Attack with Static Filters

Suppose that the output taps are known. Then the internal state has a “real”
entropy of 128 bits only. This allows to apply trade-off attacks on this reduced
space instead of the full space of internal states. We propose to apply a simple
variant of Babbage-Golic’s attack [5, 12]. It proceeds in two steps:

– The online phase
Observe D = 264 keystream bits produced from an unknown secret key K.
Discard the first 128 bits (hence it is very likely that we are not in the unique
cycle of the state-update function, according to section 5.3), and store in a
table each window of 128 keystream bits. There are D − 128 − 127 such
windows. Each one should uniquely correspond to some value of the internal
state3.

– The offline phase
We want to enumerate at random about 264 internal states located on the
unique cycle. For each state, we generate 128 keystream bits, and search for
a match with the D − 255 windows of the online phase. As soon as a match
is found, the attack stops.

3 A chance remains that from two different states, the same window of 128 keystream
bits is produced. It is customary to take an extra margin by considering windows
slightly larger than 128 bits.
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There are two possibilities to make this enumeration. First, we can just pick
some internal states at random and apply 128 advances of the FCSR. Then
it is very likely that we select states of the unique cycle. The complexity of
the enumeration is 128 × 264.
An improved solution is to pick internal states which are located at regular
interval on the unique cycle :

• First, pick a state s which is guaranteed to be on this cycle (for instance,
x = 1 is good since it has a unique representation, m = 1 and c = 0).

• Next, compute the 264-th iterate of the state-update function, starting
from s. We set the new value of s to this result. Computing such iterates
can be done efficiently.

• Generate 128 keystream bits from the actual state s, and search for a
match with the D−255 windows of the online phase. If a match is found,
we stop. Otherwise, we repeat the previous step.

Hence we need to compute about 264 times some 264-th iterates of the state-
update. Since iterates can be computed efficiently, the complexity of this enu-
meration is about T = 264. Moreover it is guaranteed that all enumerated states
are on the unique cycle.

When a match is found, we learn the value of the state at some time
t : s(t) = (m(t), c(t)). The state-update is not invertible, however, we can com-
pute pt = m(t) + 2c(t) and backtrack to the values of pt′ for t′ < t using
equation 2. Since p0 = m(0) + 2c(0) = K + 2IV, it is easy to deduce the value
of the secret key.

Other choices of D are possible. They result in different trade-offs between
time, data and memory complexity. We propose to choose D = 264, therefore
all complexities (time, memory and data) are of the order of 264. This attack is
applicable to F-FCSR-SF1 and F-FCSR-SF8.

5.5 Trade-Off Attack with Dynamic Filters

Now suppose that the output taps are unknown. We can no longer apply the
previous attack, since the size of the internal state is artifically increased by 128
bits. We would need to guess the output taps in order to apply the trade-off
attack.

In the case of F-FCSR-DF8, each keystream bit depends on only 16 output
taps. We discard the keystream bits such that i 	= 0 mod 8. We need to guess
only 16 taps, in order to apply the previous attack. The extra cost is a factor 8
in data and memory and 216 in time. Therefore the resulting time complexity
is about 280, while the data and memory complexity become about 267. Other
trade-offs could be envisaged with more time and less data/memory.

6 Conclusion

We demonstrated several attacks against the new F-FCSR family of stream
ciphers. The first result is a resynchronization attack which breaks all algorithms



34 É. Jaulmes and F. Muller

in the family which support IV’s. The complexity corresponds to about 215 pairs
of chosen IV’s.

The second result concerns trade-off attacks which breaks several algorithms
in the family with time, memory and data of the order of 264. These attacks are
faster than generic attacks and demonstrate some undesirable properties of the
underlying primitive, the Feedback with Carry Shift Register (FCSR).

While these attacks do not totally discard the use of FCSR in stream ciphers,
they illustrate some important weaknesses in the F-FCSR family.

The European ECRYPT project [10] recently launched a call for primitives in
the field of stream ciphers. As a result, 34 new algorithms were proposed and are
currently under analysis [11]. Arnault and Berger proposed two algorithms called
F-FCSR-8 and F-FCSR-H, which are new variants of the F-FCSR family [4]. In
a paper posted on the ECRYPT server, we observed that these algorithms are
vulnerable to similar attacks than those described here, and we also pointed out
new weaknesses [15].
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